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IN SDH and OTN Networks
Summary

This Recommendation defines a protocol-specific mapping to allow for automatic discovery within SDH and OTN optical networks. This mapping is based upon the requirements given in Rec. G.7714.  
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PROTOCOL FOR AUTOMATIC DISCOVERY 

IN SDH and OTN Networks
1 Scope

This Recommendation defines a protocol-specific mapping to allow for automatic discovery within SDH and OTN optical networks. This mapping is based upon the requirements given in Rec. G.7714.  

This Recommendation forms a part of the suite of Recommendations covering the full functionality of the automatic switched transport network (ASTN) and the automatic switched optical network (ASON). 

2 References

The following ITU-T Recommendations and other references contain provisions, which, through reference in this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated were valid. All Recommendations and other references are subject to revision; users of this Recommendation are therefore encouraged to investigate the possibility of applying the most recent edition of the Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is regularly published.

· ITU-T Recommendation G.705 (2000), Characteristics of Plesiochronous Digital Hierarchy (PDH) equipment functional blocks
· ITU-T Recommendation G.707 (2000), Network node interface for the synchronous digital hierarchy (SDH)
· ITU-T Recommendation G.709 (2001), Interface for the optical transport network (OTN)

· ITU-T Recommendation G.783 (2000), Characteristics of synchronous digital hierarchy (SDH) equipment functional blocks
· ITU-T Recommendation G.798 (2002), Characteristics of Optical Transport Network Hierarchy Equipment – Functional Blocks. 

· ITU-T Recommendation G.803 (2000), Architecture of transport networks based on the synchronous digital hierarchy (SDH)
· ITU-T Recommendation G.805 (2000), Generic functional architecture of transport network

· ITU-T Recommendation G.807 (2001), Requirements for the Automatic Switched Transport Network (ASTN)

· ITU-T Recommendation G.872 (1999), Architecture of optical transport networks
· ITU-T Recommendation M.3010 (2000), Principles for a telecommunications management network. 

· ITU-T Recommendation M.3100 (2000), Overview of TMS Recommendations

3 Definitions

This Recommendation defines the following terms:

Access Group (AG): See Recommendation G.805.

Adaptation: See Recommendation G.805

Administrative domain: See Recommendation G.805

Connection termination point (CTP): See Recommendation M3100, amendment 1. A connection Termination point represents the signal state at the CP.

Control plane: The Control Plane performs the call control and connection control functions. Through signaling, the control plane sets up and releases connections, and may restore a connection in case of a failure.

Fabric: See Recommendation G.805. 
Link: See Recommendation G.805. 

Link connection: See Recommendation G.805

Management plane: The Management Plane performs management functions for the Transport Plane, the control plane and the system as a whole. It also provides coordination between all the planes.  The following management functional areas identified in M.3010 are performed in the management plane: 

· performance management;

· fault management;

· configuration management;

· accounting management;

· security management

The TMN architecture is described in M.3010, additional details of the management plane are provided by the M series Recommendations.

Policy: The set of rules applied to interfaces at the system boundary, which filter messages into an allowed set. Policy is implemented by “Port Controller” components.

Subnetwork: A topological component used to effect routing of a specific characteristic information. For the purposes of this Recommendation, a subnetwork is bounded by Subnetwork Points.

Subnetwork connection (SNC): A subnetwork connection is a dynamic relation between two (or more in the case of broadcast connections) Subnetwork points at the boundary of the same subnetwork.

Subnetwork point (SNP): The SNP is an abstraction that represents an actual or potential underlying CP (or CTP) or an actual or potential TCP (or TTP). Several SNPs (in different subnetwork partitions) may represent the same TCP or CP.

Subnetwork point pool (SNPP): A set of subnetwork points that are grouped together for the purposes of routing. An SNP pool has a strong relationship to Link Ends (See Recommendation G.852.2)
Subnetwork point pool link (SNPP link): An association between SNPPs on different subnetworks.

Termination connection point (TCP): For the purposes of this Recommendation, a Termination Connection Point represents the output of a Trail Termination function or the input to a trail termination sink function. (Note that in G.805 the TCP refers to the binding between two points)
Trail: See Recommendation G.805.

Trail termination point (TTP): See Recommendation M.3100. A Trail Termination Point represents the signal state at a TCP.

Transport plane: The Transport Plane provides bi-directional or unidirectional transfer of user information, from one location to another. It can also provide transfer of some control and network management information. The Transport Plane is layered; it is equivalent to the Transport Network defined in G.805.

4 Abbreviations

This Recommendation uses the following abbreviations:
CTP

Connection Termination Point

DCN

Data Communications Network

E-NNI

Logical External Network-Network Interface (reference point)

I-NNI

Logical Internal Network-Network Interface (reference point)

HOVC

Higher Order Virtual Container

LOVC

Lower Order Virtual Container

LRM

Link Resource Manager

PC

Protocol Controller

SNC 

Subnetwork Connection

SNP 

Subnetwork Termination Point

SNPP

Subnetwork Termination Point Pool

TCP

Termination Connection Point

TTP

Trail Termination Point

UNI

Logical User-Network Interface (reference point)

VPN

Virtual Private Network

5 
6 Discovery Scope and Applicability

This recommendation provides the methodology and  mechanisms for discovering the association between peer SNPs for SDH/OTN link connections and the association between their respective connection controllers (i.e., control entity association). The schemes described herein support the discovery of Logical Layer Adjacency and Control Entity Adjacency (subset of Control Entity Logical Adjacency Establishment) as described in Rec. G.7714. Other forms of discovery are for further study.
<Editor Note: Need to add a paragraph to clarify the relationship between what we want to discover and the entities that will provide us the hints to do so. >
Figure 1 explains the relationship between the various functions/entities defined in Recs. G.805, G.8080, G.85x (G.852.2, G.853.1), M.3100 and G.7714.  The server layer shows the trail termination function and the adaptation to the client layer. The client layer shows the termination connection point (TCP) and the connection point (CP). These functions are represented in the management information model as trail termination point (TTP) and connection termination point (CTP). The term SNTP may be used to represent either TTP or CTP. The mechanisms described in this recommendation are used to determine the adjacency between the peer SNPs.
<Editor’s Note> We need to use the term SNP instead of SNTP in the above description. We also need to replace the shaded SNP boxes in the control plane view and show them as points.

<end note>
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Figure 1: Control Plane View of Discovery

In order to derive the association between the peer SNTPs it is possible that one may either have (a) access to the peer TTP or (b) there is no access to the peer TTP or the peer TTP doesn’t support discovery mechanism. The following two discovery methods can be used to cover these cases:

(a) TTP Method

In this method the trail overhead is used to discover the peer TTPs. This overhead information persists through control entity failures.

(b) Test Signal Method

In this method a test signal is used to discover the peer CTPs or peer TTPs.  In contrast to the TTP Method this method can only be used prior to establishing a link connection.

7 Discovery Methodology

<Editors Note> 

1. We need a paragraph here describing why we may want to do discovery at the various layers. 

2. Section 9 of G.7714 has a list of attributes of which the SNTP ID and DA are needed. (We need to explain why the pool Ids are not required).

3. We need text concerning the uniqueness of the SNTP & Control Entity ID pair.

4. For the Control Entity ID we have a number of possible scenarios that need to be described (Jonathan Sadler). 
To discover the association between the peer SNTPs the following information needs to be conveyed between the peer SNTPs:

1. The Control Entity ID

2. The SNTP-ID

The SNTP-ID must be unique within the scope of the control entity. The Control Entity ID must be unique within the scope of Discovery. Both peer SNTPs involved in the discovery process will need to be similarly configured to identify the control channel with the trail or link connection being discovered. 

Two types of control entity ids are useful: (1) the discovery agents control plane address, (2) some type of name for the control entity.

In the case of a name we have a number of operational scenarios with respect to control communications between the discovery agents:

(a) A control communications adjacency between DAs is implicitly available, (b) a name server is used to resolve the name into the control plane address for the peer DA, (c) no further DA interaction is possible or desired and hence there is no resolving of the name into a control plane address.

<Editor’s Note> We may need to delete or change some of the text below.

Three possible formats for Control Entity ID are given below:

a. Fully associated control entity and trail or link connection

For a fully associated Control Entity, a specific Control Entity to be used for Service Capability Exchange is associated with the trail or link connection.  Consequently, the Control Entity ID is implied by use of the Control Channel (i.e. no Control Entity ID needs to be exchanged).  The null Control Entity ID and SNTP-ID received will be used as a key for the Service Capability Exchange process. This would be a potential configuration for discovery over the UNI reference point.

b. Non-associated control entity and trail or link connection with a control entity address

For the non-associated control channel, a specific Control Channel has not been defined for Service Capability Exchange.  Consequently, the Control Entity ID is needed to identify the Control Entity involved in Service Capability Exchange. The Control Entity ID exchanged in the Discovery message would be a DCN routable address. Again, the Control Entity ID and SNTP-ID received will be used as a key for the Service Capability Exchange process. This would be a potential configuration for discovery over an I-NNI reference point.

c. Non-associated control entity and trail or link connection with a control entity name

The discovery message passed on the trail or link connection with a non-associated control channel may also contain a name for the Control Entity and SNTP-ID that is translated into a DCN routable address utilizing a name-server function. Again, the Control Entity name and SNTP-ID received will be used as a key for the Service Capability Exchange process. This would be a potential configuration for discovery over an I-NNI reference point when the DCN requires long addresses (e.g. NSAP or IPv6 addresses), or for discovery over the E-NNI reference point.

(we need to make sure we address UNI/E-NNI/I-NNI cases for all the above)

7.1 Mechanisms for Layer Adjacency Discovery

The mechanisms defined to support the layer adjacency discovery process applies on a per layer basis. Within each of the layer networks that support the discovery process, different mechanisms are available. These may re-use the available communications channels for the particular layer. The following mechanisms are applicable to the layer networks defined above:

· RS layer: within the RS layer, the J0 section trace and Section DCC may be used to support discovery of the RS adjacency.

· MS layer: within the MS layer, the Multiplex Section DCC may be used to support discovery of the MS adjacency.

· HOVC layer: within the HOVC layer, the higher order Path layer J1  trace may be used to support discovery of the HOVC adjacency. 

· LOVC layer: within the LOVC layer, the lower order Path layer J2 trace may be used to support discovery of the LOVC adjacency.

<Editor’s Note: We need to include a similar section on OTN layers>

7.1.1 Layer Adjacency Based on Jx trace string

7.1.1.1 Message Format

Jx provides a mechanism to pass a message that is 16 characters in length (Note: . Within a national network or within the domain of a single operator, this Path Access Point Identifier may use a 64-byte frame).  Each Jx

byte consists of a message start bit, and 7-bits for "payload".  The message start bit is

set for the first byte in the message, and clear for all remaining bytes in the message.

The payload of the first byte is reserved to carry a 7-bit CRC for the message.  The

payload of the second and subsequent bytes can contain either an E.164 address with

extension, or a 3 character country code, with country specific extension.  Consequently,

the first byte is currently limited to the following characters:

· A-Z

· a-z

· 0-9

This recommendation adds a third format, which is identified by placing a non-E.164 and non-alphabetic character in the first byte of the message.  This yields the following for a 16 byte Jx message:

     16 char - 1 char (CRC) - 1 char (Distinguishing Char) = 14 bytes

The remaining 14 bytes can be used for carrying the information required by G.7714, namely the control entity ID and SNTP-ID. 

As per IETF RFC2045, Base64 encoding provides a relatively efficient method to represent 6-bits of information in a printable character.  This yields 3 nibbles or 12 bits for every 2 printable characters.

Use of Base64 encoding allows 20 nibbles to be placed in the identifier field.

The general format for the 21 nibbles is as follows:

General Format

 0                   1                   2                   3

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

| FmtID | Identifiers.....

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

                                        |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

Specific Address Formats

0x0 - Nameserver Format

 0                   1                   2                   3

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|0 0 0 1| Name to lookup....

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

                                        |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
The method for resolving the name into the address of the Discovery Agent is outside the scope of this document.  The address of the nameserver that performs the resolution is a "well known" attribute that is scoped per port.

0x1 = 32-bit Control Address Format

 0                   1                   2                   3

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|0 0 1 0|        Carrier Number         |       32-bit ID

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

         32-bit ID cont                 |       SNTP-ID

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

             SNTP-ID cont               |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
If a carrier number is not supplied for this format, then carrier number is set to 0.

0x2 - Name Format

 0                   1                   2                   3

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|0 0 0 1| Name 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

                                        | SNTP-ID

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

                                        |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
<Editor’s Note> Need text to explain use of this format.

7.1.1.2 Attributes

Distinguishing Character 

This character is TBD, but its purpose is to avoid the format of SONET/SDH J0 string being confused with some other optional format, e.g., that specified in G.831 Appendix I.

Control Entity ID

The Control Entity ID contains an identifier that uniquely identifies the control entity during the discovery procedure. This ID has to be unique within the scope of the discovery. Two attributes are defined to support the Control Entity ID:

Carrier Number 

This is a 4 nibble field that represents a carrier defined number (a globally accepted number would be desirable). This attribute may be used in tandem with the 32-bit address attribute to guarantee uniqueness for the Control Entity ID

32-bit Address

The 32-bit address field represents the address used to identify the Discovery Entity. This address is used for discovery purposes and is not required to be a routable address across domains.

<Editor’s Note> We need to add clarifying text. The intent is that the 32-bit address should be routable.

SNTP ID

The SNTP ID is a 32-bit field that contains the identifier for the SNTP being discovered.

7.1.1.3 Procedures

<Editor’s Note: The following text needs to be fully revised>

The basic discovery process for Jx adjacency discovery is as follows (note that this procedure is defined only for unidirectional discovery; the remote discovery agent may initiate a discovery procedure independently):

1. The originating discovery agent, operating at a specific layer network, initiates discovery of SNTP association. Population of the attributes is according to the format information supplied to the discovery agent. 

2. A remote discovery agent, upon receiving an appropriately formatted Jx string, checks to determine the applicability of the string based on the distinguishing character. 

3. Upon determining that the message is a discovery message, the remote discovery agent then determines whether the values received are unique with respect to already discovered neighbours.

3.1. If the format ID indicates a name format address, then no further address translation is needed. . In this case, the SNTP ID is still valid.

3.2. If the format ID indicates a nameserver lookup is needed, then a query is sent to a nameserver across a “well-known” interface to request the address of the control entity.

3.3. If the format ID indicates a 32-bit address, then no further address translation is needed.

7.1.2 Layer Adjacency Based on ECC Messages 

<Editor notes on packet formats, encapsulation and protocols>

Describe why LAP-D encapsulation, even unacknowledged, can’t be used over a unidirectional link.  Note that IP over PPP cannot be used over a uni-directional link.  And we do not assume in discovery that a “bi-directional SDH/OTN link” has been correctly wired! Only the LCP “layer” of PPP is useful over uni-directional links. A mechanism for testing and debugging PPP links at the LCP “layer” exists (see RFC1570).  This is a LCP extension known as “Identification” that allows “human readable” strings to be sent in LCP packets (code point 12).  Thus messages similar to that used in the Jx case (but not so terse) can be used for ECC based discovery.  Note that since these packets do not have the length constraints of the Jx strings we can also send information on “received discovery messages” to allow for bi-directional wiring mis-connection and debugging.

<end note>

Hence a proposal consistent with existing PPP standards and LCP extensions could use Base64 encoded “human readable strings” in the LCP Identification packet.  The format of the packet’s content prior to Base64 encoding can be a simple list of type-length encoded values (TLVs) with the following meanings.

Type-Length-Value coded information

 0                   1                   2                   3

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|             Type              |             Length            |

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

|  Value....

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Type = 0 Carrier ID (AS Number)

Type = 1 Name

Type = 2 Address -> Value = Protocol ID (1 byte)+Address

Type = 3 SNTPID

Type = 128 Received Carrier ID (AS Number)

Type = 129 Received Name

Type = 130 Received Address

Type = 131 Received SNTPID

7.2 Service Capability Exchange

7.2.1 Mechanisms

7.2.2 Attributes

7.2.3 Messages

7.2.4 State Machine

8 Appendix A: Applications of Discovery

8.1 Topology Discovery

This corresponds to the discovery of the transport plane topology to populate  topology maps.  These could additionally be used to populate the RDB (Routing Database).We note that the need for a separate topology discovery arises out of the separation of the control plane and the transport plane.  This implies non-congruence between the control and transport plane  topology and in general, each transport layer-network could have a different topology.

8.2 Connectivity Verification

This corresponds to the application of ensuring that there is transport plane connectivity between two switches.  This sort of application would be useful after suitable maintenance action has been performed to repair a faulty connection, e.g., fixing a fiber break.  In addition, this application would also be useful to ensure that the two ends of the connection terminate on compatible port-types, e.g., OC-48 and the port numbers are correct (per a connectivity plan).  Thus a corollary application is for detection or “miswiring” or wrong provisioning.

8.3 Inventory Management

Description:  This application pertains to addition/removal of port-units or facilities.  When new port-units or facilities are added or removed, the upstream and downstream pointers in the management system would have to be updated to provide accurate inventory information (and additionally for connectivity maps).  Additionally periodic auditing of trunks that are being used for dynamic connection services.

8.4 Verifying protection groups

In setting up a 1:N protection group one of the key items is to correctly identify and number the N working lines and the protection line.  Currently this information is manually (via a management) entered for each side of the links in the protection group. In addition if there are multiple protection groups between equipment we need to make sure that lines from these different groups do not get confused...

8.5 Domain/NE level service capability exchange

Description:  This pertains to the application of providing domain or NE specific service capability information to the neighboring domains/NE.  This application finds use in making routing decisions (e.g., providing information on whether a domain is capable of supporting diverse routing), choosing signaling gateways (e.g., providing information on what specific signaling protocol is being used), understanding the service supported (e.g., VC-n only vs. VC-n and VC-n-xc) and thereby tuning of flexible adaptations, if need be.

9 Appendix II: Information on PPP-LCP packet encoding

<From the PPP RFC1661>

           +----------+-------------+---------+

           | Protocol | Information | Padding |

           | 8/16 bits|      *      |    *    |

           +----------+-------------+---------+

   Protocol Field

The Protocol field is one or two octets, and its value identifies the datagram encapsulated in the Information field of the packet. The field is transmitted and received most significant octet first.

Up-to-date values of the Protocol field are specified in the most recent "Assigned Numbers" RFC [2].  This specification reserves  the following values:

      c021            Link Control Protocol

<From PPP LCP Extensions RFC1570>

1.1.  Identification

   Description

This Code provides a method for an implementation to identify itself to its peer.  This Code might be used for many diverse purposes, such as link troubleshooting, license enforcement, etc.

Identification is a Link Maintenance packet.  Identification packets MAY be sent at any time, including before LCP has reached the Opened state.

The sender transmits a LCP packet with the Code field set to 12 (Identification), the Identifier field set, the local Magic-Number (if any) inserted, and the Message field filled with any desired data, but not exceeding the default MRU minus eight.

Receipt of an Identification packet causes the RXR or RUC event. There is no response to the Identification packet.

Receipt of a Code-Reject for the Identification packet SHOULD

generate the RXJ+ (permitted) event.

Rationale:

This feature is defined as part of LCP, rather than as a separate PPP Protocol, in order that its benefits may be available during the earliest possible stage of the Link Establishment phase.  It allows an operator to learn the identification of the peer even when negotiation is not converging.  Non-LCP packets cannot be sent during the Link

Establishment phase.

This feature is defined as a separate LCP Code, rather than a Configuration-Option, so that the peer need not include it with other items in configuration packet exchanges, and handle "corrected" values or "rejection", since its generation is both rare and in one direction.  It is recommended that Identification packets be sent whenever a Configure-Reject is sent or received, as a final message when negotiation fails to converge, and when LCP reaches the Opened state.

A summary of the Identification packet format is shown below.  The fields are transmitted from left to right.

    0                   1                   2                   3

    0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |     Code      |  Identifier   |            Length             |

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |                         Magic-Number                          |

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |    Message ...

   +-+-+-+-+-+-+-+-+

Code

12 for Identification

Identifier

The Identifier field MUST be changed for each Identification sent.

Length

>= 8

Magic-Number

The Magic-Number field is four octets and aids in detecting links which are in the looped-back condition.  Until the Magic-Number Configuration Option has been successfully negotiated, the Magic-Number MUST be transmitted as zero.  See the Magic-Number Configuration Option for further explanation.

Message

The Message field is zero or more octets, and its contents are implementation dependent.  It is intended to be human readable, and MUST NOT affect operation of the protocol.  It is recommended that the message contain displayable ASCII characters 32 through 126 decimal.  Mechanisms for extension to other character sets are the topic of future research.  The size is determined from the Length field.

10 Appendix II

<Editor’s note> Do we want to keep this text

Some of the more significant discovery characteristics for transport networks which have previously been stated and are in general agreement are:

1. Discovery initiation process is required across all reference points (E-NNI/I-NNI/UNI).

2. Separation of the automatic layer adjacency discovery process from the connectivity verification process. 

<Editors Note> This document will be only dealing with the layer adjacency discovery process. The connectivity verification process, not to be confused with bidirectional misconnection detection,  could be performed by other means (e.g., the management plane).

3. A direct association between the Discovery Agent (DA) and SNTP.

<Editors Note> This is supposed to provide a local association to allow bootstrapping of the control ID with the bearer ID.

4. Consistency of the Layer adjacency discovery process at (E/I)-NNI/UNI reference points to allow for a limited number of implementation options for transport NE’s.

5. A reliable and automatic method of performing basic Layer adjacency discovery that is consistent with SONET/SDH standards & recommendations.

_1095778985.unknown

