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Deep Space Mission Communications (1 
of 3)
• Wireless signals (R/F or free space optical)
• Long distances, so:

• High signal attenuation, so:
• Data rates are reduced.
• Omnidirectional transmission would further reduce data rates.  So links are formed by 

transmission between antennae that are pointing directly at each other, to maximize 
received signal power.

• High latency over links, so:
• No client/server.
• In particular, no connection handshakes.  No negotiation.



Deep Space Mission Communications (2 
of 3)
• Constrained capacity

• Transmission and reception rates are limited by aperture size (large at ground 
stations, small at spacecraft) and available electrical power (large at ground 
stations, small at spacecraft).

• So data rates are highly asymmetric.

• A small number of ground stations (on Earth, which is rotating) 
support multiple spacecraft (in orbit, around the sun or around other 
planets).  Spacecraft antennae are usually body-fixed (not articulated, 
and spacecraft instrument operations constrain attitude.

• So signal interruption is routine and sustained.  Connectivity is usually 
alternating, punctuated.



Deep Space Mission Communications (3 
of 3)
• So mission communication capability for any given mission is limited, 

asynchronous, episodic, and expensive.
• Each opportunity for transmission between Earth and a spacecraft is a temporary 

instantiation of a physical-layer medium, coming into existence when ground station and 
spacecraft antennae are pointed directly at each other.

• Pointing a ground station antenna at a spacecraft is called “tracking.”  Each such 
transmission opportunity is called a “tracking pass”.

• A tracking pass is functionally analogous to an Ethernet cable that occasionally plugged in 
and, a little later, unplugged.

• Mission operations personnel initiate each tracking pass by commanding the movement 
of the ground station antenna and the maneuvering of the spacecraft.

• They do this according to a schedule that coordinates the necessary commanding.
• The document recording such a schedule – a file – is sometimes called a “pass plan”.



An excerpt from the 
pass plan for the 
Ulysses mission, 
studying the poles 
of the sun



Mars relay operations



Graphical representation of a 
MAROS communication plan



Contact Plans (1 of 2)

• “Contacts” are a generalization of “tracking passes.”
• A contact plan is a representation of the time-varying topology of a 

delay-tolerant network: a list of the communication opportunities 
between nodes.

• It is a schedule that can be distributed to the affected nodes long before 
those contacts begin.

• It is managed, not discovered, so it is always authoritative.
• It is our managed knowledge of the delay-tolerant network topology, just the 

known connections between hosts and routers are our managed knowledge 
of Internet topology. 
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Example contact plan
Contact Sender Recvr From Until Rate

1 A B 1000 1100 1000

2 B A 1000 1100 1000

3 B D 1100 1200 1000

4 D B 1100 1200 1000

5 A C 1100 1200 1000

6 C A 1100 1200 1000

7 A B 1300 1400 1000

8 B A 1300 1400 1000

9 B D 1400 1500 1000

10 D B 1400 1500 1000

11 C D 1500 1600 1000

12 D D 1500 1600 1000



03/25/2023 11

A

B

C

D

Graphical representation 
of this time-varying 
topology (contact plan) 1000 to 1100

1300 to 1400
1100 to 1200
1400 to 1500

1100 to 1200 1500 to 1600



Graphical representation 
of (non-time-varying) 
Internet topology

www.networkatlas.org

http://www.networkatlas.org/


Contact Plans (2 of 2)

• So a contact plan might look a little bit like a routing table, but it’s not; 
it’s a map of time-varying network topology.  It contains no routes.

• However, that knowledge of time-varying network topology is used by 
Bundle Protocol to automatically learn routes between nodes in the 
network (e.g., by CGR), just as knowledge of Internet topology is used 
to learn routes between Internet nodes (e.g., by BGP).

• A route from one node to another in a DTN network is a succession of 
physical-layer instances of transmission media – contacts – just as a 
route from one node to another in the Internet is a succession of 
lengths of optical fiber, Ethernet cable, WiFi, etc.



Contact Graph Routing (CGR)

• One way to use the information in a contact plan for route 
computation is to project a contact graph from that plan.

• A contact graph is a directed graph of a subset of the contact plan: all 
– and only – those contacts that can be components of a path from a 
given source node to a given destination node.

• The shortest path from source node to destination node can be 
determined by searching that graph, using Dijkstra’s Algorithm.

• This is contact graph routing (CGR).
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Contact graph for destination node D
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CGR routing tables (1 of 2)

• CGR does populate a routing table, but the table contains a list of complete 
routes for each individual destination (not just the next-hop neighbor to use 
for all destinations in a stated range of addresses).  That’s because:

a) Remember that each transmission opportunity is delimited, irreplaceable, and 
expensive.  So:
• Maximum utilization of every contact is important.
• Some bundles may be too large to be transmitted during a given contact; a route that includes 

such a contact can’t be used, but there might be another usable route that is not so constrained.
b) For each bundle the shortest usable route must be selected for transmission.  If 

there is no such route, a new route must be computed that is usable.  If there is 
no such route, the bundle must be discarded as non-routable.



CGR routing tables (2 of 2)

c) Enqueuing a bundle for transmission on a given route restricts the volume 
of transmission opportunity available for subsequent utilization on that 
route. This has two effects:
• It further limits the volume of bundle data that can be forwarded via that route, 

constraining its usability.
• It increases the delivery latency of any bundles for which that route is subsequently 

selected.  Even if the route is usable it may no longer be the shortest path.
So a different route must be selected or, if necessary, computed.  In effect, 
CGR performs load balancing in the routing of data.  (This may to some 
extent account for the slow progress toward defining “anycast” procedures 
for DTN.)



Chronology

• CGR was introduced in 2007, in the initial release of Interplanetary Overlay Network 
(ION) software.

• CGR was used to conduct the deep space DINET (Deep Impact Network) experiment 
in 2008 in an 11-node network that included the EPOXI spacecraft, acting as a BP 
router at a distance of 50-80 light seconds from all other nodes.

• CGR has been operational on the International Space Station since 2016 and is 
currently supporting the Korea Pathfinder Lunar Orbiter (KPLO spacecraft), in orbit 
around the moon.

• CGR is the basis for an international standard, CCSDS 734x3b1 Schedule-Aware 
Bundle Routing.

• An alternative method of using contact plans to compute routes more rapidly has 
been proposed by Olivier de Jonckere; details available.



Questions?
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