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ML Landscape

DNNs are getting more parameters and 
become evermore accurate [1]

Image in/out-painting

(Adobe Firefly)

Self-driving 

(Tesla FSD) 

Webpage Interaction

(Brave Leo) 

Voice Assistant

(Google Assistant on Pixel 8) 

31. Laskaridis, S., Venieris, S. I., Kouris, A., Li, R., & Lane, N. D. (2024). The Future of Consumer Edge-AI Computing. IEEE Pervasive Computing



ML Deployment Trends
New architectures in the block:  

LLMs [1], Diffusion Models [2],  
NERFs [3], SSMs [4]

Multiple DNNs  
residing on the device [5]

In the same app …

… or across apps

Need for Privacy-
preserving Machine 

Learning (PPML)

On-device training 
and personalisation [7]

Local private 
inference [6]
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Transformers: Attention is all you need
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• DNNs come in various forms and footprints


• Transformers are a novel architecture, 
introduced by Google, able to:


• Attend to long-context dependencies 

• Parallelize workload tractably well


• Model various modalities  
(text, speech, vision)


• Scale to large sizes without performance 
plateauing.

Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Łukasz Kaiser, 
and Illia Polosukhin. "Attention is all you need." Advances in neural information processing systems 30 (2017).



Transformers: Attention is all you need
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• Important entities:


• Keys (K)


• Values (V)


• Queries (Q)

Attention(Q, K, V) = softmax( QKT

dk

)V

• Task: Given a sequence of tokens, predict the next 
token.


• Transformer enables the extraction and attendance 
to information from the whole sequence.

Encoder

Decoder

Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Łukasz Kaiser, 
and Illia Polosukhin. "Attention is all you need." Advances in neural information processing systems 30 (2017).



Transformers: vol. 2
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• Decoder is auto-regressive.


• , model 
generates 


• Key-Value cache optimises by storing 
intermediate attention states.


• Operations:

• “Prefill” fills the cache, compute-

bound operation


• “Generate” produces token , 
memory-bound operation

X = {x1, x2, …, xt}
xt+1

xt+1

Terminology: 

• Context size: Maximal window of tokens 
transformer attends to.


• Max generated length: Maximum generated 
tokens in output.


• <EOS>: end-of-sequence token



Large Language Models
• Transformers scale very well without saturating



• Various players in the game, including startups 

and long-established organizations.

• Accuracy, efficiency and cost are key 

characteristics

• Multi-modality (e.g. ability to handle images)

• Integrations (e.g. agents/plug-ins, training on 

premise)
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• Training process:

• Pre-training on large corpora

• Fine-tuning (PEFT, (Q)LoRA, etc.)

• RLHF for alignment to human 

expectations
Touvron, H., Martin, L., Stone, K., Albert, P., Almahairi, A., Babaei, Y., ... & Scialom, T. (2023). Llama 2: Open foundation and fine-
tuned chat models. arXiv preprint arXiv:2307.09288.



Deploying LLMs in the Browser

Application-level Website-level
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LLMs in the Browser: Challenges

• Simultaneous workloads 
An LLM is probably not the only task that is running on device. Simultaneous 
workloads may be neural or not.

• Download latency  
Model parameters take a noticeable time to distribute.

• Initialization latency 
Loading model weights from memory takes a noticeable time. Keeping 
in memory consumes power and non-negligible resources.

• Sustained performance 
Peak performance may not be guaranteed under continuous inference.

• System heterogeneity 
Low, mid and high tier devices co-exist out-in-the wild, along with 
previous generation devices..
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MELTing point
Mobile Evaluation of Language Transformers

Accepted @ 
MobiCom’24

arXiv.2403.12844
https://github.com/brave-
experiments/MELT-public

https://arxiv.org/abs/2403.12844
https://github.com/brave-experiments/MELT-public
https://github.com/brave-experiments/MELT-public


Previous Work

Controlled study of the performance of SOTA DNNs 
(circa 2018) across different devices.

EmBench [EMDL’20]
Study of the performance of in-the-wild DNNs (found 

in top apps) across different devices.

gaugeNN [IMC’21]
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Almeida, M., Laskaridis, S., Leontiadis, I., Venieris, S. I., & Lane, N. D. 2019. EmBench: Quantifying performance 
variations of deep neural networks across modern commodity devices. In The 3rd international workshop on deep 
learning for mobile systems and applications (pp. 1-6).


Almeida, M., Laskaridis, S., Mehrotra, A., Dudziak, L., Leontiadis, I., & Lane, N. D. (2021, November). Smart at what cost? 
characterising mobile deep neural networks in the wild. In Proceedings of the 21st ACM Internet Measurement 
Conference (pp. 658-672).
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Why deploy on device?

LLMs 
on device

13

De-centralization 
 & Democratisation

Privacy & 
Personalisation

Sustainability



From LLMs to SLMs

LLMs

Models: Llama-3, Mixtral, DBRX, Command-R+

Frameworks: GPT-NeoX, DeepSpeed, TGI

Deployment: Datacenter hosting

SLMs

Models: Phi-3, Gemma2, TinyLlama, MobileLLM

Frameworks: llama.cpp, MLC, MediaPipe, MLX

Deployment: Edge or on-device

https://github.com/stevelaskaridis/awesome-mobile-llm 14



The MELT Infrastructure

Ubiquiti UDM

Control Power On/Off

iPhone 14 Pro Galaxy S23 iPhone SE Pixel 6a

Power 
relay

YKUSH  
USB 

Controller

Monsoon Power Monitor

Control USB Power

Monitor Power

PhoneLab

Jetson 
Orin Nano

JetsonLab

Jetson 
Orin AGX

Co-ordinator 
(RPi 4)

Communicate over USB

Communicate
over Network

Model 
Zoo

Benchmark 
Binaries

Reports

LLM Bench
MELT

15Laskaridis, S., Katevas, K., Minto, L., & Haddadi, H. (2024). MELTing point: Mobile Evaluation of Language Transformers. MobiCom’24.


