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v6OPS Draft Updates:

* Removed IPv6 provisioning fixed at /64 boundary as a
reason for Variable IID. There are plenty of other valid

reasons for the change
 Added some more use cases for variable IID and

justification for variable IID.



v6Ops Discussion topics:

Race to the bottom

* Is the race to the bottom real.

* What facts is it based on and is it based on theoritical
or reality.

* Nagendra use case for DC assighing a /64 per compute.
This could be a good reason for variable IID extending
16 bits 65535 subnets would be a big deal to help
server a Data Center. Also security challenges with /64
per port where /80 or smaller would be better.

* The reason for variable IID is not that we think that
address space is going to run out. There are a lot of
valid practical reasons for having variable IID.



Proverbial “Elephant in the Room”
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v6Ops Discussion topics:

Fixed /64 1ID is a tremendous waste of space for

enterprise networks, private networks.

 Enterprises & Private networks not connected to the
internet should be able to take advantage of shorter
11D.

* SOHO should be able to take advantage of shorter IID
for home or office subnetting.

| agree that for MBB & FBB connected directly to the
internet and privacy is a concern and there /64 makes
sense.



v6Ops Discussion topics:

VLSM IPv6 addressing with SLAAC

« VLSM addressing requirements for Service Providers to
use /127 on P2P links

 Variable length host subnets and consistency between
Static, DHCPv6 and SLAAC since there is always a mix
of the three on any subnet.

* By not making the IID variable both DHCPv6 and Static
addressing becomes shackled to the /64 fixed
boundary.



v6Ops Discussion topics:

NCE Cache exhaustion. RFC 3756 Secion 4.3.2

* Variable 1ID with prefix length /64-/80 with 16 bit
less ID down from /64 to /48 provides a major
benefit to NCE cache exhaustion.

2764 is 18,446,744,073,709,551,616

2748 is 281,474,976,710,656

Some routers may have a NCE limit option..



6MAN Draft Updates:

 Host based signaling using sysctl Linux tool. Modified
and unmodified hosts can now exist now on the same
subnet since the signaling is driven by the host.

* Network or host side signaling of variable 1ID via
Reserved?2 field

* Discussion on how modified & unmofidifed hosts can
work on the same subnet with network based signaling
option.

Solution Discussion points:

 Should variable 1ID support shorter then /64 prefix?

 Should variable 1ID be for prefixes /64 to /80 or should
we support longer prefixes > /80 and IID shorter than



Nagendra discussion of /112 auto

This is out of scope of the variable 1ID draft - but brining
up to explore auto provisioning IPvé addressing as the
concept could apply to /127 P2P infrastructure subnets

RtrA—HostB has prefix
AAAA:BBBB:CCCC:DDDD:EEEE:1111:2222::/112
RtrA=AAAA:BBBB:CCCC:DDDD:EEEE:1111:2222::1/112 &
advertises with SA
AAAA:BBBB:CCCC:DDDD:EEEE:1111:2222::1/112

-Host could simply pick the next available IPv6 address
on the subnet
AAAA:BBBB:CCCC:DDDD:EEEE:1111:2222::2/112
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Thank You!




Problem Statement Draft VLSM wi shorter IID host subnets =

solves NCE Attack

164 subnet for private & enterprises =
Waste of address space

v6OPS Problem Statement Draft
draft-mishra-v6ops-variable-iids-problem-statement-00

Inflexible standard for SLAAC RFC 4862 requiring fixed /64 boundary.

Service Provider & Enterprise use case for provisioning VIL.SM addressing with DHCPv6 &

Static that also have SLAAC devices are now stuck to remain /64.

Operator provisioning systems for both Access Networks (AN) both Fixed Broadband FBB

(Wireline) & Mobile Broadband MBB (Wireless) that are fixed at /64. Changing the

provisioning systems that have been set for decades is not possible. Due to this issue being

able to extend and subtend the single /64 to smaller subnets is not possible. There are

many other solutions available that provide larger block allocations to the UE using DHCPvé6

PD & other mechanism, however in this case none of those of those solutions can be utilized

do the static immutable state of the operators provisioning systems.

Home & SOHO Networking.

3GPP V2I, V2V, V2X Networking.

6LO for IOT devices that have limited network access.

Large ISP Backbone POPs and ND Cache exhaustion (NCE) attacks 12



There are many potential solutions:

al) ask the network operator for more address space.

a2) change provider

a3) introduce government regulation

b1) steal the uplink /64 (64share)

b2) steal multiple /64s from uplink

c) overlay. use e.g. LISP to tunnel across the access ISP to connect to an ISP that support multi-homing and larger address space.
d) MultiLink Subnet Routing. |.e. let a single /64 span multiple links. draft-thubert-6man-ipv6-over-wireless, draft-ietf-ipv6-multilink-subnets
e) NAT

f) P2P Ethernet. Hosts are not on the same physical link, so let's stop pretending they are. A consequence of that is that links

don't need subnets. Only assign addresses to hosts. draft-troan-6man-p2p-ethernet-00

g) extend the /64 bit boundary. HNCP implementations do /80s | think (forces DHCP for address assignment)

h) Variable IID -[] Preferred solution
i) Mobile IP with NEMO extensions.
j) IP encapsulation and a VPN gateway

Requirements:

R-1: Permissionless. Not require an action on the network operator

R-2: Arbitrary topology

R-3: Long-lived address assignments

R-4: Support bad operational practice: flash renumbering / ephemeral addressing
| would like to suggest a requirement R-5: do not use encapsulation and
do not use VPN gateways or Home Agent services. The reason is twofold:
these rdv points represent additional single points of failure. The

second reason comes from an observation of current work situation: very
often in these electronic virtual meetings the involvement of VPN

gateways induces latencies and breaks audio, or reduces its quality.



3GPP & RIPE standards for IPv6 Addressing

IETF 3GPP RFC for IPv6 SLAAC addressing for mobile handset or hotspot

RFC 6459 IPv6 in 3GPP EPS. Section 5.2 states that SLAAC is the only address configuration method for 3GPP
system and that Stateful DHCPv6 address configuration is not supported by 3GPP specification. SLAAC is
supported with PIO L=0, A=1 & no DAD. Multi-homing is not possible and renumbering is only possible by
closing connection. DHCPv6 Prefix Delegation (PD) defined in RFC 3633 is supported in release 10 where the
/64 allocated by the default bearer & UE must be part of the shorter delegated prefix.

RFC 7066 IPv6 discusses use cases of 3GPP cellular hosts using SLAAC & DHCPv6 PD defined in RFC 6459.
RFC 7278 “64Share” (Tethering) defines how to extend a /64 from 3GPP UE to LAN using RFC 6459 DHCPv6 PD
mechanism to allocate shorter <64 prefix. An option that would require 3GPP support is to enable 64Share to
work with less then </64 prefix. 64Share has limitations such as it cannot bridge devices using different link
layer technologies.

RFC 8504 BCP (Best Current Practice) 220 states that IPv6 UE nodes should use DHCPv6-PD.

RIPE BCP (Best Current Practice) for IPv6 addressing

RIPE-690 BCP for IPv6 prefix assignment for end users
RIPE-738 IPv6 Address Allocation & Assignment policy

Wireline - Broadband Customers:
4.2.2. /48 for business customers and /56 for residential customers. Some operators decide to give a /48 prefix to
their business customers and a /56 to their residential customers.

Wireless & Fixed Wireless - 3GPP 4G / 5G Customers:

4.2.4. Considerations for Cellular Operators

There is a clear exception to the rule described above when assigning prefixes in a cellular network. In this case, a
/64 will need to be provided for each PDP context for cellular phones, whereas for LTE modems/routers, i.e. in the
case of broadband by means of cellular access, it will still be necessary to choose a /48 or /56 in accordance with the
aforementioned considerations.
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https://datatracker.ietf.org/doc/html/rfc6459
https://datatracker.ietf.org/doc/html/rfc7066
https://datatracker.ietf.org/doc/html/rfc7278
https://datatracker.ietf.org/doc/html/rfc8504
https://www.ripe.net/publications/docs/ripe-690
https://www.ripe.net/publications/docs/ripe-738

Why DHCPv6 PD (Prefix Delegation) is not possible with 3GPP EPS

Why is DHCPv6 not possible for operators even though the IETF 3GPP IPv6
specification supports it as well as 3GPP revision 10 says it is supported??

® 4G /5G modem manufacturers Qualcomm & Balong do not support DHCPv6 PD
through the 3GPP modem. The chip manufacturers who manufacturer the
modem inside the smart phone, blocks the UDP DHCPv6 PD port number and
the multicast addresses respectively in their firewall. This is a major problem
for 5G tethering & sub tending.

® Operators need to bring this up at the 3GPP SA meeting to get a consensus on
this issue in order to put pressure on the modem manufacturers to stop
blocking DHCPv6 PD access so mobile operators can help with the proliferation
of 5G & beyond as the 5G evolves and the bandwidth increases.

@® If its possible to develop a standard 3GPP document or an update to 23-501
that states that DHCPv6-PD is mandated to be present in the smart phone, then
the modem manufacturers will have no choice but to unblock the DHCPv6 ports
in their modems.
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IETF - 3GPP /64 Sub tending & tethering

V2X Use cases & tethering in the automobile industry

* V2| (Vehicle to Infrastructure / Internet) in the automobile industry has many use cases for
having multiple service functions in a vehicle.

* Monitor & Sensor Related Functions:

Monitoring Function

0 Sensor Data Collection Function

0 Media Center Function
(0}
(0}

o

Navigation Interface Function & Auto Pilot
Remote Software Update

* Each of the functions maybe deployed / implemented on a unique device for the following:
0 Security
0 Multi-Vendor
0 Robustness & Resiliency (equipment or infrastructure duplication or redundancy)

* Some of these functions may have a necessity to interact with other components.
0 loT Sensors & Sensor data collection

0 Sensors Collection & Monitoring functions e



Use-case: 3GPP V2l (Vehicle to Infrastructure /
Internet and
V™' fVehicle to Vehicle) netweorking ir-osu in

The Internet . . -
the vehicle receives a /64 prefix

Network from the cellular network. This
/64 prefix can be used to form
IP-RSU GGSN - one address for the egress
V2l interface of the IP-0BU
4G interface, or (REC8691), but can not be used to
- 802.11-0CB form IP addresses for other hosts
— in the vehicle.
802.11ac l- « In V2V, that /64 needs to be
In-car semet further extended to vehicles
Tablet RTMAPS Router
Nemc()?r: Ethernet I- near by ’
r1 * A prefix of length longer than 64

CAN ctl

can not be used with SLAAC
because the length of all
V2V Interface Identifiers must always

I- be 64, and the length of the

IPv6 1is always 128bit.
* A SLAAC with other than 64bit

Car2 ~ Interface IDs is needed: a
'Variable Prefix Length SLAAC'.

Slide 3

CAN



Problem statement for MBB
and /64 fixed provisioning systems

Typical
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* RFC 4291 “IPv6 Addr
Arch”: 2000::/3
addresses can’t have
other than 64bit IIDs.

* All mobile operators
allocate one
/64 per one connection to
one
UE.

* DHCPv6-Prefix
Delegation is blocked
by modems of mobile

O empps3fsle to extend the
heteassteleni@ Mg LAMAets

beYdHYahe UE.
/65 plen in RA
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64share-V2 - an interpretation and

discussion

The
Internet
GGSN "v1” V2
N
4G iface
CLAT| Smart
464XLAT | Phone
"v1" V2
WiFi iface
RA
WiFi iface
Tablet

64Share & future 64Sharev?

“64share” (v1) is in RFC7278.

64share-V2 is in
draft-byrne-v6ops-64sharev2-00.txt
at https://pastebin.com/duyYRkzG

“This memo requests the 3GPP to change
this requirement to allow any prefix size less
than or equal to 64 be advertised by the
3GPP gateway RA. This change
allows the UE to be given a prefix such as a
/56 using RA, which is consider sufficient for
a home network.”

A Question:

- Probably the ‘A’ flag in RA is not set (not autonomous) in V2.
Probably some magic would allow the smartphone to form
an address even if A reset. Could same magic be able to be
used in “v1"?

Other Remarks:

- It probably needs to allow the smartphone to form an IPv6
address starting with SLAAC from a /56, on its 4G interface.
Probably needs an IID of length 72.

- The V2 is much of a trick as “v1” is, in that it delegates a
prefix to the smartphone, instead of assigning it on the link.

- It has the advantage of not requiring new software on the
GGSN (no new bits in RA, no new protocol), but just modify
a configuration file in GGSN.
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Internet Engineering Task Force (IETF) M. Kohno

| Request for Comments: 6164 Juniper Networks, Keio University
Category: Standards Track B. Nitzan

ISSN: 207e-1721 Juniper Networks

R. Bush

Y. Matsuzaki
Internet Initiative Japan

IPv6 VLSM Deployment is a requirement for Operators | : folithi
**This is the Reality** Google
T. Narten

IBM Corporation

April 2811

Using 127-Bit IPvé Prefixes on Inter-Router Links
Abstract

On inter-router point-to-point links, it is useful, for security and
other reasons, to use 127-bit IPv6 prefixes. Such a practice
parallels the use of 31-bit prefixes in IPv4. This document
specifies the motivation for, and usages of, 127-bit IPv6 prefix
lengths on inter-router point-to-point links.

Status of This Memo
This is an Internet Standards Track document.

This document is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the IETF community. It has
received public review and has been approved for publication by the
Internet Engineering Steering Group (IESG). Further information on
Internet Standards is available in Section 2 of RFC 5741.
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5.2. Neighbor Cache Exh

As

(e.g., Ethernet) potentially allows for denial-of-service attacks
the routers on the link.

Consider an Ethernet link between two routers, A and B, to which a
/64 subnet has been assigned. A packet sent to any address on the
/64 (except the addresses of A and B) will cause the router
attempting to forward it to create a new cache entry in INCOMPLETE
state, send a Neighbor Solicitation message on the link, start a
retransmit timer, and so on [RFC4861].

sending a continuous stream of packets to a large number of

-Router anycast), an attacker can ¢ a large number
of neighbor cache emtrs e routers to send a
large number of Neighbor Solicitation packets that will never receive

Kohno, et al. Standards Track [Page 4]

RFC 6164 IPv6 prefixlen p2p April 2011

replies, thereby consuming large amounts of memory and processing
resources. Sending the packets to one of the 2~24 addresses on the
link that has the same Solicited-Node multicast address as one of the
routers also causes the victim to spend large amounts of processing
time discarding useless Neighbor Solicitation messages.
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RFC 6164 IPV6 preTi April 2811
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replies, thereby consuming large amounts of memory and pr
resources. Sending the packets to one of the 2724 addresses
link that has the same Solicited-Node multicast address as one
routers also causes the victim to spend large amounts of processin
time discarding useless Neighbor Solicitation messages.

Careful implementation and rate-limiting can limit the impact of such
an attack, but are unlikely to neutralize it completely. Rate-
limiting Neighbor Solicitation messages will reduce CPU usage, and
following the garbage-collection recommendations in [RFC4861] will
maintain reachability, but if the link is down and neighbor cache
entries have expired while the attack is ongoing, legitimate traffic
(for example, BGP sessions) over the link might never be
re-established, because the routers cannot resolve each others' IPy
addresses to link-layer addresses.

This attack is not specific to point-to-point links, but is
rticularly harmful in the case of point-to-point backbefle links,
whi carry large amounts of traffic to many nations over
long dist

While there are a number of ways to mitigate this kind of issue,
assigning /127 subnets eliminates it completely.

5.3. Other Reasons

Though address space conservation considerations are less important

for IPv6 than they are in IPv4, some operators prefer not to assign

/64s to individual point-to-point links. Instead, they may be able

to number all of their point-to-point links out of a single /64 or a
small number of /64s.



INFORMATIONAL

Internet Engineering Task Force (IETF) K. Chittimaneni

Request for Comments: 7381
Category: Informational
ISSN: 2070-1721

Dropbox, Inc.

T. Chown

University of Southampton
L. Howard

Time Warner Cable

V. Kuarsingh

IPv6 VLSM Deployment is a requirement for Operators 3 Dggaffcgﬁs;
**This is the Reality** Hewlett Packard
E. Vyncke

Cisco Systems
October 2014

Enterprise IPv6 Deployment Guidelines

Abstract

Enterprise network administrators worldwide are in various stages of
preparing for or deploying IPv6é into their networks. The
administrators face different challenges than operators of Internet
access providers and have reasons for different priorities. The
overall problem for many administrators will be to offer Internet-
facing services over IPv6 while continuing to support IPv4, and while
introducing IPv6 access within the enterprise IT network. The
overall transition will take most networks from an IPv4-only
environment to a dual-stack network envircnment and eventually an

IPv6-only operating mode.

This document helps provide a framework

for enterprise network architects or administrators who may be faced
with many of these challenges as they consider their IPv6 support

strategies.
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In the data center or server rgom, assume a /64 per VLAN. This
applies aven if each individual system is on a separate VLAN. In a
/48 essignment, typica ' e then still 65,535 /64
Some administrators reserve a /64 but configure 2
subnet, such as /112, /126, or /127, to prewent rogue davices from
ing and gatting numbers; an alternative is to monitor
for surprising addresses or neignbor Uiscovery (WD) tables for new
entries. Acdresses are either configured manually on the server or
reserved on a DHCPv6 server, which may also synchronize forward and
reverse DNS (though see [RFCE866] for considerations on static
addressing). SLAAC is not recommended for servers because of the
need to synchronize RA timers with DNS Times to Live (TTLs) so that
the DNS entry expires at the same time as the address.

All user access networks should be a /64. Point-to-point links where
NDP is not used may also utilize a /127 (see [RECELE4]).

Chittimaneni, et al. Informational [Page 15]

REC 7381 Enterprise IPv6 Deployment October 2014



Typical SP / Enterprise
VLSM is a requirement

IPv6 Addressing options - Static, DHCPv6, S AAC

Typical addressingas it works today
Satic IPv6 Addressing & VLM is a Requirement for operators
Loopback =/ 128
P2P =/127 - RFC3627 For security reasons all
>2 host VILSM subnet masked /64-/125 subnets are sized based on
: , maximum number of hosts
Service Provider Core For security reasons to
create a ND Cache hard limit
CE |:/127| pg |:/127 p [/127 | pg [:/127] pE To avoid ND Cache
exhaustion. DHCPV6
:1/128 :2/128 ::3/128 :14/128 ::5/128 Server
/64 - Pool
Data Center
DP
R1 NAP R2 Spine | | Spine | | Spine [ | Spine R1 R1
/116
/120 /120 \ /
R1 [ R3 Leaf Leaf DHP6
] " /64 - Pool
/9%
I N LB
R2 _ R4 Custer Custer
/112 /112
S Service Function Chaining)

MANO - NFV/ VNF
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SLAAC interoperability issue with DHCPv6

& Static Problem Statement
DHCPV6
Rl Rl
SLAAC fixed /64 boundary S AACao ook Eoe oy G ter
Shackles DHCPv6 or Static tq be supporting / 64 fixed boundary
stuck with /64 as well. Sation ID REC 4041 Pri
Bdension & Stable IID RRC 7217
Parity is required between Static, BHCPv6 & SLAAC
/112 Subnet
DHCPV6 /112 Static / 112 DHCPV6 /112
—_— —
— =
Laptop —
This device ==
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Solution = Variable IID (Slight tweak to current standard)

Security Considerations

6MAN Solution draft for variable [IDs 764 maintained for privacy to internet
-Variable 11D for corporate intranets & private

draft-mishra-6man-variable-iids-00networks only

® Proposes longer prefixes in PIO for SLAAC allowing a maximum
prefix length of /80 with an IID of 48 bits. This recommendation
would eliminate the race to the bottom concerns.

® This implementation for backwards compatibility leverages the
use of 6 LSB bits of the 32 bit Reserved?2 field in the PIO options
header which today per RFC 4861 is initialized to 0 and is
ignored by the receiver.

® Since the PIO Reserved?2 field is initialized to 0 by the sender
and is ignored by the receiver, it allows for backwards
compatibility for Unmodified hosts.

27



Solution Continued

® The predefined IID length specified in RFC 4291, RFC 2464, etc
is used configure the link local IPv6 address exactly as described
in RFC 4862.

® On a link where variable length IID is supported, each modified
router will include an “lID Length” indication in every RA/PIO
message with the A bit set. This will override the value defined
in RFC 2464 etc and in RFC 4291, for the prefix concerned being
advertised.

® The Variable IID specification utilizes 6 bits of the 32 bit
Reserved? field in PIO for signaling to Modified hosts supporting
Variable IID that the prefix being advertised is not 64 bits.

® This specifications recommendation is to put the IID length in
the 6 bits of the Reserved?2 field of the PIO.

28



Solution Continued

Green color coded = 6 bit field, Red color coded = Fixed for backwards compatibility
PIO Reserved?2 Field = “00000000” means 64 bit length - no change & fully
backwards compatible.

Any other value of the 6 bits of the Reserved?2 field in RA/PIO would define the IID length in bits.
SLAAC prefix allowed /64-/80 11D length 48 to 64 bits

Values less then 48 bits “00110000” are not allowed (Prevent the Race to the Bottom)
Values greater then 64 bits are impossible. So the IID is length is limited to 16 bits >=
48<=64

Example of valid value : “00111011” /69 with 59 bit IID
When a modified node receives an “lID length” less then 64 it will use that value

received and not the default value for all unicast address autoconfiguration under that
prefix except link-local.

29



Operational Considerations
There are two types of hosts that are being defined in this draft in the terminology section
to_explain the backwards compatibility and overall solution:
Variable IID signaling is operator driven not host driven identical to DHCPv6 RA M/O bits
similar methodology
Rules for hosts & routers:
Unmodified hosts & modified routers: No change, all use 64 bit IID
Modified hosts & unmodified routers: No change, all use 64 bit IID

Modified routers & unmodified hosts: No change, all use 64 bit IID

Modified hosts & modified routers: Configured to use longer prefixes and shorter IID if
desired

30



Operational Considerations

Modified Routers & Mix of Modified & Unmodified hosts on a link:
(NOT RECOMMENDED)

Modified:
Modified hosts will use the shorter IID and longer prefix lengths if the longer prefix lengths are announced

Unmodified:
Unmodified hosts have two options below for operators

> The unmodified hosts, according to RFC 4861, must ignore the Reserved? field
> According to RFC 4862 section 5.5.3 clause d, the hosts will ignore any PIO advertising a shorter IID.

Therefore operators have two choices for Unmodified hosts:
1. Decide that unmodified hosts will not be supported (will not be able to configure an address via SLAAC).

2.  Announce (at least) 2 prefixes on the link - a /64 and a longer one with shorter IID. For that to make sense we need an extra rule
for modified hosts: if a host receives several PIOs from the same router, it prefers all those with shortest IID and ignores all /64
IID.

Mixture of Modified & Unmodified hosts is Not Recommended

31
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