3/30/25, 9:41 AM HedgeDoc - Collaborative markdown notes

vbops Working Group
Meeting time: 2025-03-19 1-3PM Asia / Bangkok
Room: Boromphimarn 3

Chairs: Ron Bonica, Nick Buraglio, XiPeng Xiao
Minute taker: Paolo
Agenda

1. Chair’s opening - Ron Bonica, Nick Buraglio, Xipeng Xiao, 10 minutes
Jen: didn't kow to have a deadline for IPv6-mostly. talked with Cisco, Warren promised to
get feedback in Madrid. side meeting on Friday to get more experience
Xipng: not blaming anyone, just explain why we are a bit behind schedule.
Tommy Jensen: like to see IPv6 engineer broken out by geolocation
Xipeng: maybe the region is not important, it's the number of RFCs that is excessive
Q Misell: no use of LLMs for technical questions
Warren: when | see the comparison with an IPv6 engineer, you may have a place where you
learn the answer from
tobias: use of LLMs may be useful, but there objectives more important than LLMs
Tommy: what kind of questions the LLMS get right
Jen: was the last column an IPv6 engineer?
Xipeng: yes, but my point is that with the LLMs we can do something in the industry. We
can make it use.
Tobias: I'd like to caution that LLMs can be creative, which can put addidiotal strain on the
limited resource on IPv6.

WG Drafts

2. 464XLAT Customer-side Translator (CLAT): Node Recommendations, Tommy Jensen, 15m
Lorenzo: is there any aspiration that the deployed code will implement it? you may be wrong.
Tommy: Agree.

Jen: may be difficult to validate. but useful.

Lorenzo: does text have any bug report, to explain why we should do it that way.

David: this is CLAT selection during source address selection

Jen: we can definitely add more checks

Lorenzo: good people just don't copy our code.

Jen: 6877 does not use normative language

Lorenzo: given that there are bugs in current deployment, this is important for interoperability.
7934 says don't give a single 128 and | prefer other methods are used

tommu: do you mean to steer away from this option
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Lorenzo: basically stay as it is
Warren: go for PS because you can go up/down a level
eric: BCP is the best one
Jordi: favor to standard. Are we standardizing the clat or it is a complete 464XLAT?
Jen: 464 is standard, we are talking of a deployment scenario. concerns on complexity should be
sent ot the list.
Philip: on /128 you don't want it but from developer’s standpoint i see the hassle. Please go
with PS
Lorenzo 6877 elevating? | don't think BCP should be the way.
Warren: in ops group we should write docs to explain to put all the stuff together
suresh: like the idea of what Jen was saying
Jordi: not convined that modification of 6877 about source prefix is good.
[conversation not at the mic]
Jen: we spoke of different modes, please read the draft.

3. Framework of Multi-domain IPv6-only Underlay Network and IPv4-as-a-Service , Chongfeng
Xie, 15m
David: was there context that | was missing? when you try to route in v6 beyond the first 64
bits you can hurt performance. NAT64 gw tends to handke the entire v4 space. you need to
be aware.
Chongfen: considered this cost. maybe not the most efficient way.
David: not talking of introducing state. concerned most silicon does 64 bits lookup
chongfen: discuss also in IDR
Xipeng: sent comments. how p router figures out to send packet to next hop is to be
clarifie. this is necessary before moving to WGLC
Chongfen: will check it in my mail.

4. Prefer use of RFC8781 for Discovery of IPv6 Prefix Used for IPv6 Address Synthesis, Jen, 15m
Ted: reuiring DNS64 in current thread specs. Any cases where this wouldn’t be a good idea?
Suresh: conern here. This is a change of behavior of 8781. BCP in the draft can be removed.
Jen: the draft can be a bit redundant. would like to stop DNS64. Isee why you are saying
this. we are trying to say please implement it.

Suresh:

Lorenzo: point out that you won't pass LC without DNSOP. There not deployments that do
this.

Jen: it's basically recommendation to DNS server operator.

Lorenzo: the DNS community won't be upset by this.

Active Individual Drafts
5. Using Dummy IPv4 Address and Node Identification Extensions for IP/ICMP translators
(XLATs), Jen Linkova, 15m
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Warren: why adoption here?
jen: using an extension defined in intarea
Q Misell: how well are ICMP extension transported?
jen: normally sit in middleboxes and the client
Q: those packets are dropped anyway
Jen:
David: packets exist only in end hosts. if you have the translation in the network is in the v4
part, not the v6.
tobias: how far is the translation
david: your part is in Bill's draft

6. Problem Statement about IPv6 Support for Multiple Routers, Multiple Interfaces, and
Multiple Prefixes, Fernando Gont, 20m
Tim: is there a reason why you don’t mention RIO
Fernando: you find them in the drafts
David: little text for lot of consequences. seems easy but efforts are high
Ted: no ref, to 7556 or 8801. incorporate those
erik: 7556 wonder what it is new
fernando: PVD focuses on explicit PVD not implicit. Only focus on implicit.
tom: A/A systems fixed/mobile. they don’t give the same prefix. not seen in draft use of
global unique local addresses
Fernando if you do't have 5.7 rule things are broken
Tom the fact that hosts don’t implement does not mean we should say it in the draft
Jen: issue in selection logic. you need rule 5.5, but devices do not support it. scenarios
described are misconfigured.
Geoff: long effort in Shim. Come out to require chanes in hosts. ISPs were againt to have a
mechanism putting in hosts the control on the exit point.
Bob: topic been going forever in the IETF. probably v6ops is not the right place.
Jen: our draft in routing WG, not v6ops

7. IPv6 Network Deployment Monitoring and Analysis, Ran Pang, 10m
No questios

Discussion (as time allows)
Eric: Warren confirm this is the last meeting as AD?
warren: Yes

https://notes.ietf.org/s/notes-ietf-122-v6ops

3/3



