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Facts about Brazil Internet Exchange (1X.br)

* |X.br started in 2004

Venezuela » Exchange traffic in metro areas (80Km)
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Cali

+ 38 IXPs in Brazil (not interconnected)
* Name changed from PTT.br to IX.brin 2015
» ~3,711 unique ASN connected

Colombia

* 6,823 connections
* 42 Tb/s historical peak

* IX.br Sao Paulo is the world’s largest Internet

Peru

Cusco

(¥ Bolivia EXChange
- « 2500+ members
H » 27.2 Tb/s historical peak

* 3000+ routers interconnected

1,000 km
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Chile

* Present in 31 datacenters in Sdo Paulo area
« 102 PE routers
* Members Ports: 73x1G | 958x10G |
1049x100G | 42x400G IH nm
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| X.br network requirements

- IXPs provide layer 2 connections between

PE1 SITE A SITE B PE2
autonomous systems. How to make sure P routers will
properly load-balance overlay
« Overlay networks using CLOS like topology in a traffic?
i _ L metropolitan area. l
/ \,’/ \\\b\\“\, . - Multivendor devices with different capabilities. PR P PE2
4.9 CORE Pl % (A "-h_.._.______.i-’—f)’ : — A
hll \ | | f '_ I _' - Flow-aware transport (FAT) labels and Control- '{K/“‘ Teesss -:'! X .,.;\" %
S " LaGs with .
31 400G or more I Word was always a requirement to properly T
L - — ) __t_l_sing 100G XCVR bal in ECMP d LAG
ﬂ“wf” - - %H dlance n an = Not all PE support Flow-Aware
{ & ’ Y { & ’ Y -
aew /P PlLw / - Need fast convergence in case of fiber cuts or Transport (FAT) Iabt?ls for EVPN
pe— = based services.
ﬂ H device failures.
‘u ;, ":.F . Operation must be kept simple.
W% o
\___PE3 SITE C PEA/ . Network must move from VPLS to EVPN.
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Why moving from LDP-VPLS to EVPN-ELAN?

Proxy-ARP/ND in EVPN Services (RFC 9161) Router B
A
PE2 l'l.,
1. ARP Request J"
for ‘F‘Ic:‘uter BIP f ‘
— ’ PE1 Router C
Y.L BGP EVPN
e “*T Awith ARP / ND entries) 1. Neighbor solicitation
Router A~ ~ _ L g 'EF#REI-I_EI c |__P':E
2. ARP Reply &« t"h;l
for Router B IP 2w )
PE3 T - _,i .-Fi;uter D

2. Neighbor advertisement
for Router C IPvE

Proxy ARP/ND in EVPN Services is essential to
Internet Exchanges to reduce the ARP/ND

EVPN is easy to configure and maintain
Better scale to more devices and more MACs
Enhances network visibility

Fast service convergence

Reduces BUM traffic

Smooth migration from VPLS (RFC 8560)

Interoperability among different vendors
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Why using SRv6 as the data plane for EVPN-ELAN services?

Label to reach destination PE -

Label for the L2 domain in the destination PE-

Labels for load balance in the path -

LDP-VPLS
Tunnel Label
VC Label

FAT Label
Control Word
Ethernet

IP

TCP/UDP

Data

q

EVPN ELAN + CSID SRv6

Ethernet
IP
TCP/UDP
Data

Load balance in the path

|

Version | Traffic-class | :Flow-Label:

Payload length

Source Address

I
IPv6 header

..... Destination Address
fdee 0004 i /157 22002 0000 : 0009 : 0000 : 0009

Locator SID CSID \CSID CSID CSID CSID
Block 1 2 4 5 6

]
Locator Avallable Instructions

Instruction of the L2
domain in the
destination PE

Instruction to reach
destination PE
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Why using SRv6 as the data plane for EVPN-ELAN services?

* SRv6 Compressed-SID (RFC 9800) is a
simple solution

 All the well-known benefits from Segment
Routing, like micro loop avoidance, fast
network convergence and source routing

» Flow-label field at IPv6 header assures
proper load-balance (don’t have to wait
vendor to implement FAT solution)

» Core devices just need to forward IPv6
packets (no device replacement to start
with the EVPN deployment/migration)

» Easier to deploy and migrate to.
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|X.br's LDP-VPLS to EVPN SRv6 Migration

Migration running for months with no impact to members

__________________________________________________________________________________________ >
Replace PE
Enable IPv6 mu‘:epr:?ne b EVPN SRv6
VPLS network - and ISIS in the R y R network
> . > one by EVPN > .
(LDP + OSPF) core devices SRv6 cabable providing
(no SRv6) P L2VPN services
routers
**Core forwards MPLS
labels and IPv6 during \ |
migraton !
B PE1 ST PE4
(A VPLS Bhly VPN + VPLS CE4
“n'f W JBD1 === D G BD1) A e ;r“
."f“.’;-;\". 4.9 ‘;! . .. W% "-\.l' luf'
|I ] # :,.-"._‘ _l,‘-
x"‘x i ¥
CE2 | ¢
: BD1 ;
VPLS PW - TA
u A % peg
» _ PE2 4 K,,- EVPN + VPLS
EVPN +VPLS"
Traffic between new EVPN enabled devices use SRv6 A
Traffic between new and old devices use MPLS network | ",: /CE3
M

No “gateway device” between VPLS and EVPN
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Address schema

Locators
F'n?.-fix I:l:{P' Device
1

| |
lfdee : uuml : l:leﬂﬂzl :lﬂﬂﬂﬂl :lﬂﬂﬂﬂl:lﬂﬂﬂﬂl:lﬂﬂﬂﬂl
| ] I | | I |
Locator CSID CSID CSID CSID CSID  CSID
Block 1 2 3 4 5 6

| Available Instructions
Locator

» Locators from Unique local address range (fc00::/7)
» fdee::/16 prefix exclusive for locators for all IXPs

 Bits 17 to 32 represents the IXP location / region
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Monitoring the SRv6 traffic evolution

last min avg max
- Incoming traffic IPV6 on interface  [avg] 248.66Gbps 0Obps 205.08Gbps 1.22Tbps
- Incoming traffic on interface [avg] 42537Gbps 0Obps 508.01Gbps 191Tbps

» Before the SRv6 implementation, all uplinks were forwarding only traffic encapsulated in MPLS

» As SRv6 adoption progressed, we could observe the IPv6 traffic increasing, comparing it against the total traffic on the interfaces
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|IXPs implementations timeline

Aug Sep

First IX.br EVPN
deployment
(IX.br Brasilia),
but using MPLS

Moved IX.br

Brasilia from

MPLS to CSID
SRv6

Enabled Proxy-
ARP/ND at IX.br
Brasilia

Nov Dec
2024 2024

——

First EVPN CSID
SRv6 device
implemented at

Moved IX.br
Porto Alegre to
EVPN CSID SRv6

IX.br Sao Paulo

Moved IX.br
Curitiba from
VPLS to EVPN

CSID SRv6

Moved IX.br
Manaus from
VPLS to EVPN

CSID SRv6

78% devices
EVPN CSID SRv6
enabled at IX.br

Sao Paulo

Planned to have
~100% devices
EVPN CSID SRv6
enabled, and proxy
ARP/ND enabled at
IX.br Sao Paulo
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Challenges

Lack of best practices that could help in the decision making and deployment process

Training is a must for all internal teams with a new technology and different ways of thinking

Getting updated documentation from vendors takes time

Few professionals in the market know how the technology really works

Solving problems via support teams may take more time since engineers have less experience with a new technology

One specific chassis model used in our MPLS network for several years does not consider the IPv6 Flow Label field for load

balancing. As a result, it can’t be used as P router

Some minor bugs with multiple vendors
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Thank you

WWW.IX.br

fponunes@nic.br [ fressoanunes

July 22, 2025
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