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Releasing SRv6

Seeing it as more then an MPLS/VPN evolution
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Bell High Level Modernization Strategy

» Leverage strength in fiber, wireless, augmented with LEO.
* Isolate methods to migrate while reducing footprint.

* Introduce technological evolutions while doing so (Coherent routing, SRv6, MOQ)

Network Modernization Product Modernization

* Define cost efficient and lean FMO
network

* Fibre black hole strategy
* Fiber build strategy
» Technology Evolution Plan

* CO exit strategy: Re-homing strategy,
replace CO by remote, emulation, Etc.

Evolve to “All IP” portfolio
Define optimal product portfolio

Enable future product development
and innovation.

Create transition plan to remove legacy
products with reduced impacts

Align product strategy across BUs

Customer Transition

* Design for low-touch/seamless
transition

* Reduce churn from clients dropping legacy
products

* Test Wholesale migration strategy
* Reduce legacy internal circuits
» Minimize CO exit costs
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Bell NaaS Platform - High-Level Architecture

Key architectural principles to evolve Bell Network

Decoupled Bell ServCO entities targeting specific markets with specifi

Bell BCE |
. . I
Go-To-Market experiences and offerings. 0 ServCO : p— |
, . . , Busi Wholesal .g. infl b
Common Infrastructure Abstraction Layer decoupling service Gonsumer, Business &Whalesale Sery(_:O | 32:;ainﬂc¥e§:nwd2nots e gp::‘:,z??e‘:,zzztors :
entities from the underlying infrastructure layers. Either Bell owned, B — (e.g. Affiliates, | | wholesalers, MVNOs) T ) |
wholesale or completely OFFNET. @ servicen-w §g Alternate brands) | |
S |

Evolution towards a Harmonized and Autonomous Network Engine
abstracting design complexities from the product and services entities.
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@ NaaS "Service Bridge" - APls, MCP/A2A, etc.

Massively Simplified InfraCO / NetCO entity reducing CAPEX and

OPEX while accelerating value-add creativity and agility
I Intent Based Automation ‘

InfraCO / NetCO

@ Bell Autonomous Network Engine
Wholesale Partners
Y — (e.g- CDNs, Colocation,
i PtP Global Transit Networks)

3rd Party Clouds
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TDM or PtP

Uhiveysal Fiber

Peering & Intergonnections

On-Demand Network
SRV() Fabric Mesh
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Gradual

Direct

How do we normally think about SRv6 ?

» Most current deployments of SRv6 are targeted at typical operator use cases (L3VPN, EVPN)
Most still replicate the CE-PE constructs
Most explain the rationale of doing a transition of MPLS(SR/LDP) towards SRv6 based architecture.

* How to build large scale CSID-NEXT scale ?
* How to scale SRv6 operations across domains ?

Current architecture always confines SRv6 into a "controlled domain”

With CSID-NEXT operations almost always contained into a single SID Space

ref; draft-mcbride-srv6ops-srv6-deployment-03
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Figure 1: Gradual vs Direct Figure 2: Overlay using 6PE Figure 3: Ships-in-the-night

What if we changed that ?
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SRv6 and SD-WAN Service Overlay Comparison

m SRv6 Service Overlay Architecture Traditional SD-WAN

Overlay Technology

Underlay Visibility

Service Insertion

Traffic Engineering

Scalability & Domains

Control Plane

Multipath & Load
Balancing

Encapsulation Overhead

Migration Flexibility

SRv6 encodes service/path info in IPv6 headers

Underlay is opaque to customer devices; can be
MPLS, IP, etc.

SRv6 Proxy/uA enables value-add insertion
without network changes

Per-flow, source-based path control with SRv6
segments and IGP TE

Multiple independent SRv6 domains; stateless
policy across domains

Cloudified, centralized; supports future overlay
slicing

Native via IPv6 flow label and SRv6 segments for
ECMP/load balancing

IPv6 extension headers for SRv6; compressed
headers (CSID-NEXT) for efficiency

Coexists with MPLS (6PE/6VPE); incremental
deployment

Tunnels (IPsec, GRE, VXLAN) between edge devices

Overlay unaware of underlay; uses any available
transport

Service chaining needs extra overlay
mechanisms/devices

Policy-based path selection; limited underlay control

Software scalability; complex domain separation/policy

Central controller manages policies/tunnels

Supported via overlay tunnels; less efficient underlay

GRE/IPsec/VXLAN overhead; may impact
MTU/performance

Transport-agnostic but needs SD-WAN edge at all
sites



Bell On-Demand Platform — SRv6 Overlay Architecture

Architecture Highlights :

- CSC type architecture (independent SRv6 domains running over a common » SRv6 Proxy allows value-add service insertion with 0 transport network change.

IPv6/SRv6 backbone) » Multiple SID Base Blocks only required at “service endpoints” who are
« Allows keeping the provider underlay opaque to customer premise devices. supporting multiple domains.
« Allows SRv6 Service-Plane even if underlay remains MPLS 6PE. » Cloudified service control-plane for agility, enhanced security, scale and

dedication (allows for future overlay slicing).

» Service Plane using flexible encoding (f4816 structure either in Wide GIB or ) , ) L , ) ,
Wide LIB mode). » |IGP based traffic-engineering allows for simplistic recursiveness without loosing

IGP flexibility (Flex-Algo, TI-LFA)

» SRv6 interop Gateway function only required for MPLS based service interop

Cloud / SaaS Control

Device requiring concurrent support

of multiple SID Base Blocks
£}, TR-369 USP or Network Policy
Qo Saa$S Control Engine

- ~
- N

Regional Edge Cloud 29" o v . Geo Distributed Clouds
é;glz)‘ # "On-Demand" Service Plane
v = GUA, flexible encoding ( {4816 ), Multiple SID Blocks

)
L TN ster




Leveraging IPv6/SRv6 to massively scale transport network while supporting complex realities
» Simple IPv6 BGP support (AFI2/SAFI1) needed.
» Simple 32 bytes overhead (single segment SRH).
* Fully aligned with RFC8402 architecture.

Achieving Simple Massive Scale — SRv6 Domain Layering

* Reduced requirements for massive scale uSID spaces.
* Minimize need for complex SID space transitions operations.
* Underlay transport backbone (e.g. InfraCO) remains opaque.

* Retains native Flex-Algo agility at all planes.

RP/0/RPO/CPUB:PE1#sh route ipv6 2001:DB8:102:/32 detail
Routing entry for 2001:DB8:102:/32
Known via "isis BELL", distance 115, metric 10, type level-1
New automatic association
of unicast peer with its uN
— )
Correlation of BGP next-hop
______ e, ,,’
Lo S, e Il
. o B
IPv6 IBGP '
_1PV6 AFI2/SAFI1 /
L = 1
,

Installed Jul 3 13:57:10.606 for 06:26:57
fe80::fcl6:ffff:fe00:0, from fccc:cc00:102::1/128, via HundredGigEe/e/e/4
SRv6 Headend: H.Encaps.Red [f3216], SID-list {fccc:cc00:101::} <— |
with underlay ISIS LSDB
IPv6 IBGP
Overlay Domain #2

e.g. Enterprise Services

SID Space 2001:4C0::/32

Perform correlation of next-hop-self IPv6 BGP routes
with existing uN Locator TLVs and build appropriate

Overlay Domain #1
e.g. Mobility

SID Space 5F00:AA00::/32

Routing Descriptor Blocks
IPv6 AFIZ/SAFH

NHID: @x20006 (Ref: 7)
MPLS eid:0x101e800000001

2001:088:201 /48 (Loc)

-

Route eid: ©x101e800000001

Overlay Domain #1

No advertising protos.

¢ Super Backbone
SID Space fcce:cc00::/32
\
feee:cc00:102::1/128 LoO

SID Space 5F00:AAQ0::/32
feee:cc00:101::1/128 Lo0
O foge:0000:102::/48 (Loc)

fcee:cc00:101::/48 (Loc)

e.g. Mobility

IPV6 | DA 2001:040¢:201:0901:

m DA fcce:cc00:102::
IPv6 | DA 2001:040c:201:e901:]
# Payload # Payload

Overlay Domain #2
e.g. Enterprise Services

SID Space 2001:4C0::/32

1Pv6 | DA 2001:040c:201:€901::]
Payload # Payload
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SRH [0]
Payload

1Pv6 | DA 2001:040¢:201:€901:]
# Peyload - Payioad

2001:DB8:101::/48 (Loc)

7



Layered SRv6 Architecture
Simplified transport layering allowing multi-plane

Even when transitioning across forwarding planes
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New Layered Architecture
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SERVICES PLANE

Cloud based Service Plane secured via eBFP

Responsible for making Locators reachable

REACHABILITY PLANE
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Extending to the workloads

» Leveraging widely adopted Cilium project in use by all major Kubernetes releases (in tech preview)
» Successful interop between Cilium with "locator auto-tuning" and I0S-XR using WideL.ib structure.

apiVersion: cilium.io/v2.CiliumNode
metadata:
name: nodel
spec:
srvé:
locators:
pool: default
prefix: fccc:cco@:al:ffol::/64
structure:
locatorBlockLenBits: 32
locatorNodeLenBits: 16
functionLenBits: 32
argumentLenBits: @

apiVersion: cilium.io/v2alphal.CiliumSRv6VRF
metadata:

name: vrf-blue
spec:

srv6LocatorPool:default

apiVersion: cilium.io/v2.CiliumNode
metadata:
name: node3
spec:
srvé:
locators:
pool: default
prefix: fccc:cco0:al:ffe3::/64
structure:
locatorBlockLenBits: 32
locatorNodelLenBits: 16
functionLenBits: 32
argumentLenBits: @

apiVersion: cilium.io/v2alphal.CiliumSRv6VRF
metadata:

name: vrf-blue
spec:

srv6LocatorPool:default

Cilium Operator decomposes cluster locator

Cilium SIDM
fom anager Cluster seen as a PE.

Workers as ”line cards”

apiVersion: cilium.io/vlalphal
kind: IsovalentSRv6LocatorPool

range to a per node sub-range metadata:
name: pool®
Cluster wide operator spec:

behaviorType: uSID

prefix: fccc:cc@@:Al::/48

structure:
locatorBlockLenBits: 32
locatorNodeLenBits: 16

eBGP functionLenBits: 32
fcce:ccO0:ALFFO1:/64 argumentlLenBits: ©
via <node IPv6 address>
Node Agent il
Node Agent

Node Agent

vrf-green
fecc:cc00:ALFFO3:FCOI:

l & cilium l— _____________

uSID “Wide Lib” for Kubernetes

40B SRvé Header

Ir A
8BTLV | 16B IPv6 Src Addr | 16B IPv6 Dst Addr

k8s worker identifier  micro-instruction

Inner IP and Payload

| Fecc:CC00:00A1:EF01:FF61:0000:0000:0000

uSID Block ulN

Wide LIB




