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Background

* The RIFT protocol has significant advantages in data centers, especially those used
for Al computing, due to its lightweight nature. Several implementations already
exist using RIFT for routing simulations in Al labs.

« draft-przygienda-rift-dragonfly already includes considerations for extending the
application of RIFT to DF+ scenarios.

* In practical applications, some Al calculations have very strict latency
requirements, necessitating the shortest possible paths.

» While DF+ significantly increases interconnect scale, it also increases the number
of hops between GPUs; therefore, DF topologies, or similar topologies requiring
only 2 or 2.5 hops to reach the destination, will also be deployed in some
scenarios, such as supernode scenarios.

» This presentation uses DF as an example to discuss the routing design that may
need to be considered when applying RIFT to this type of scenario.



Dragonfly Topology
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« DF's topology divides the network into multiple groups, each containing several switches
and servers. Switches within a group are interconnected in a specific way, called intra-
group interconnection. Inter-group interconnection occurs through global routing.

e As can be seen, unlike Clos/Fat Tree or DF+, DF's topology exhibits a flattened trend.

» The diagrams show a simplified scenario where each switch has only a few interfaces,
there are 9 groups, each group has 4 switches, and each switch connects to 2 servers,
enabling interconnection of 72 nodes. Switches with a larger number of interfaces can

provide a larger radix.



Routing requirements of DF/DF+

* The basic principle of DF/DF+ routing is that:

 when the destination node is within the same group, routing can be
achieved solely through the switches within that group;

* when the destination node is in another group, it needs to be reached
through global routing between groups.

* Reaching the destination via the shortest path is the most common
approach, but when the shortest path is congested, it's necessary to
consider using a non-shortest path.

* DF/DF+ routing requirements:
 Distinguish between intra-group and inter-group routing.

e Support both shortest and non-shortest paths.
* Prevent loops.



Routing solution of DF topology

* Currently, there are methods to support DF through other routing protocols, but
these require extensive and complex configuration.

Extending RIFT to support DF:

* All routers are Leaf nodes and also ToF nodes. Therefore, the
‘leaf_only_and_leaf_2_leaf_procedures’ flag needs to be set, and both LIEs and TIEs
must carry the Fabric_id". Based on this Fabric_id’, neighbors and routes inside
and outside the Fabric (Group) can be distinguished. North TIEs can be sent
within/between Groups.

* Through flooding, all Leaf nodes can receive North TIEs sent by other Leaf nodes.

* Problems to be solved:

* Duplicate flooding problem: Due to the large number of interconnected links, flooding can
easily cause routing storms.

* Route calculation problem: Calculating the shortest path is not a problem, but non-shortest
paths also need to be calculated to achieve load sharing or as alternative paths when the
shortest path is congested.



Solution to Problem 1

* Upon receiving a North TIE from another Group, mark it as not allowed
to flood to other Groups. Flooding within the current Group proceeds
normally, but other Leaves cannot forward it to other Groups.

* The North TIE within this group can be flooded normally. In fact, there
are also issues with duplicated flooding, but it is considered to be
within a controllable range.

* North TIEs within the current Group can be flooded to neighbors in
other Groups.

* If the fabric_id of the neighbor that needs to be sent for flooding
matches the fabric_id carried by the flooded North TIE, then flooding to
that neighbor is not allowed.



Solution to Problem 2

For routes within the same group,

If a next hop exists within the same group, it cannot be routed through other groups. Generally, all leaves other than the
current Leaf and the destination Leaf can be used as next hops.

To prevent loops, the number of hops between the source Leaf and the destination Leaf in a non-shortest path is limited
to 2 hops.

A non-shortest path with 3 hops can only be calculated if multiple link failures occur and the shortest path to the
destination Leaf within this Group is greater than or equal to 2 hops.

For routes outside the current group,

in principle, only one intermediate group should be used for transit; otherwise, transiting through multiple groups may
cause loops.

Therefore, when calculating the path, the number of hops from the source leaf to the destination leaf is limited to 4 hops.

When multiple link failures occur, causing the shortest path to exceed or equal to 4 hops, a non-shortest path can be

added 1 hop.
The path calculation is the same as the SPF algorithm, i.e., Dijkstra's algorithm can be used for route

calculation.
When a link between one Leaf and another Leaf fails, both of the leaves need to immediately update their

Node TIE.



* The purpose is to discuss the feasibility of this solution.
 Comments and suggestions are welcome.

 Thanks.
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