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Scope — OTN Support for CATS

⚫ The Big Picture: The CATS framework is highly versatile. Our draft supports and complements 

this framework by extending CATS awareness into the Optical Transport Network (OTN) domain 

as a key scenario extension.

⚫ The Objective: To complement existing CATS deployments by providing an additional underlay 

network option, especially for highly performance-sensitive workloads.

⚫ The Mechanism: Integrating OTN characteristics (deterministic path latency, link performance) 

with computing-layer metrics (GPU/NPU availability) to make joint compute-and-network-aware 

decisions.

⚫ The Scope: Focusing entirely on the applicability of CATS functional components (C-SMA, C-

NMA, C-PS, C-TC) operating over an OTN infrastructure.
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Why OTN/fgOTN for CATS?

⚫ Hard-Isolation Capabilities: Mapping service flows into optimized optical containers (ODUk or 

fine-grain OTN / fgOTN) provides dedicated physical resources for demanding tasks like large-

model training.

⚫ Deterministic Performance: Delivers sustained high-bandwidth and strict deterministic latency, 

essential for synchronizing massive distributed clusters.
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New Update — Distributed Accelerator-Assisted Compute Services

⚫ Note: This is the major addition in our latest revision (Section 4.5).

⚫ The Reality: Operators are deploying accelerator clusters (GPUs, NPUs, FPGAs) across 

geographically distributed sites. Capacity at any single site fluctuates dynamically based on 

concurrent workloads.

⚫ The Dual Requirement:

Compute-aware: The selected site must have available accelerator capacity.

Network-aware: The path to that specific pool must offer sustained bandwidth and bounded 

latency.

⚫ The Solution: Steering based on only one metric is insufficient. OTN for CATS enables the C-PS to 

jointly evaluate both domains, selecting the optimal site while simultaneously establishing a 

deterministic optical pipe.
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The CATS-Aware OTN Workflow

⚫ Metrics Distribution: C-SMA monitors real-time accelerator availability; C-NMA gathers available 

ODUk/fgOTN bandwidth and optical latency (e.g., via PCEP-LS extensions).

⚫ Classification & Joint Selection: The ingress CATS Traffic Classifier (C-TC) identifies the compute 

request (CS-ID). The C-PS then selects the optimal target instance (CSCI-ID) and computes the 

optimal optical path.

⚫ Deterministic Transport: The ingress edge node encapsulates the flow into a dedicated 

ODUk/fgOTN container.

⚫ Result: The accelerator workload executes over a hard-isolated connection, receiving proactive 

performance assurance from the first byte to task completion.
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Next Steps & WG Adoption

⚫ Request for WG Adoption

⚫ Applicability Analysis for Official CATS Use Cases

⚫ Protocol & Data Model Gap Analysis


