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Updates from Last Versions

* Presented at IETF#124, 125 and the comments and suggestions are very appreciated at the
meeting and on the mailing list from :

Adrian Farrel, Peng Liu, ErumWelling, Cheng L1, Guanming Zeng, Haomian Zheng, Chuanyang
Miao, Bin Zhang, Xueyan Mao, Jipeng Zhang and Shuai Zhang

 Updates from version -05(individual) to -01(WG)

1.

2.

Terminology: Removed “SI-OAM and SVC-OAM” and added new definitions”Push Mode and
Pull Mode”

Motivation and Problem Statement: Clarified the gaps and updated references to their latest
versions.

. Layering Model and Components: Aligned names with the layering model — Instance OAM and

Service OAM and clarified the E2E and trace mode.

CATS OAM Requirements: Revised and refined the requirements across Operations,
Administration, and Maintenance

Deployment Considerations: Added a new section to cover the Deployment Locations and
Configuration Parameters

Security Considerations: Included OAM-specific security considerations.



Motivation & Problem Statement

Critical Gaps in Existing OAM:

#__ |Problem

1 Network Reachability # Service Availability Traffic may be steered to unresponsive service instances
("service black-holing")

2 Volatility of Computing Metrics Stale telemetry data leads to sub-optimal decisions
3 Localization of End-to-end Faults Cannot distinguish network vs. compute bottlenecks
4 Verifying the Network and Computing Metrics Need to validate both network and computing dimensions

CATS OAM Key Requirement: Ensure the "Best" instance chosen by CATS i1s actually reachable and performing.

Traditional OAM CATS OAM
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OAM monitoring stops at Egress Router OAM monitoring extends into the Service Instance
Focus: Network connectivity& basic Focus: Network+Computing metrics, Service

performance(delay, Loss). Performance, Resource Vitality



Relationship with CATS System

This Draft Complements:

Draft_________Role ____________________|Reltionship

cats-framework Architecture (C-PS, C-SMA, C-Forwarder) Foundation
cats-usecases-requirements Problem statement & use cases Why we need it
cats-metric-definition Defines CPU, memory, load metrics What we monitor
cats-oam-fw (this draft) How to monitor & ensure CATS E2E service How to operationalize

Leverages Existing IETF OAM Standards:
« RFC 7276 (OAM tools overview)
* draft-opsarea-rfc5706bis (OAM guidelines)
 RFC 6291 (Guidelines for the Use of the "OAM" Acronym)
 BFD (RFC 5880/5881), TWAMP (RFC 5357), MPLS LM-DM (RFC 6374), IOAM (RFC 9378)

Note: The detailed design of the OAM protocol and its associated extensions are not within the scope of this draft.



CATS OAM Layering Model

The CATS OAM layering model extends the traditional connectivity and performance management into
the service instances and enables CATS-Forwarders and underlying network nodes to perform integrated
anomaly detection and performance monitoring.

NN PR Lovos _|scope  [Pupose
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| | | Forwarder 1| | nodes | |Forwarder 2| |instance| (Reuse) hop IP interfaces performance monitoring
R T — TR R R R R 4
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Service OAM CATS-Fwdl < Target End-to-end service quality,
Figure 1: CATS OAM Layering Model New! SI SLA compliance & fault
localization



CATS OAM Functional Components

Two New OAM Components & Function for CATS Framework:

B Instance OAM

» Status Monitoring: Periodic verification of availability and operational state

* Metric Monitoring: The collection of real-time computing resource telemetry , metrics as defined in
[draft-ietf-cats-metric-definition]. This data is subsequently integrated with the C-SMA system to
provide a standardized view of computing telemetry.

* Two Reporting Modes: 1)Push Mode —Computing nodes actively report dynamic metrics in real
time;2)Pull Mode —The egress CATS-Forwarder proactively retrieves computing metrics from
computing nodes.

B Service OAM
* Policy Verification: check classification rules, steering rules, and forwarding behavior
* Joint Performance Measurement: E2E latency = network latency + service processing latency
* Multi-Domain Fault Isolation: Correlate all 4 layers to pinpoint root cause for troubleshooting



OAM Requirements

Operation

Administration

Maintenance

O-REQ-1

O-REQ-2

O-REQ-3

O-REQ-4

A-REQ-1

A-REQ-2

A-REQ-3

M-REQ-1

M-REQ-2

M-REQ-3

Multi-Dimensional Status
Monitoring

Service ID and Location
Mapping

Telemetry Integration with C-
SMA

Computing Metric Freshness
Handling

Policy-Based Steering
Configuration

Differentiated Monitoring
Intensity

Security and Metric Integrity
Joint Fault Demarcation

Historical Traceability

Forwarding Plane Consistency
Check

Collect both network metrics (latency, jitter, packet loss) AND computing metrics
(processing capacity, load, availability)

Maintain binding between Service ID and network location; OAM probes MUST target
specific service instances

All collected computing metrics SHOULD be reported to C-SMA for real-time path
computation

Include timestamps; configure acceptable staleness thresholds

Define weighting factors for network vs. computing metrics; dictate how C-PS interprets
raw telemetry

Variable OAM intensities based on SLA: millisecond-level for high-priority, low-
frequency for standard services

Encryption and authentication for metric reporting; prevent sinkhole attacks and
oscillations

Distinguish network-layer issue vs. compute resource exhaustion; correlate multi-layer
OAM data

Record historical snapshots of network paths and computing status; enable post-mortem
analysis of "flapping" decisions

Verify actual packet path matches C-PS decision; trigger alarm and re-synchronization
on inconsistency



Deployment Considerations

Deployment Locations:

T I L

Service OAM Ingress CATS-Forwarder <> Target End-to-end measurement; intermediate probing for fault localization
SI

Instance OAM Egress CATS-Forwarder < Active: OAM originator at egress CATS-Forwarder;
Service Instance Passive: Flexible endpoint selection

Configuration Parameters:

Service OAM SLA Target Parameters Define performance objectives: latency, packet loss rate, throughput
Service ID Mapping OAM test packets carry CATS Service Identifier (CS-1D)
Instance OAM Instance Location &ldentification ~ Configure IP address, port number of target Service Instance

Collection granularity (interval, sampling period), reporting mode (Push/Pull)
Compute Metric Collection Policy



Security Considerations

B Protection of OAM Metric Reporting Channel

* All OAM metric reports authenticated and integrity-protected
* Reporting channel provides confidentiality for sensitive information
* OAM control messages protected against replay attacks

B OAM-Specific Considerations
 IOAM: Must not leak client-identifiable information
* Follow security guidelines per [RFC9197]
e Data Minimization: Collect only metrics necessary for telemetry

Note: General CATS threats are addressed in draft-wang-cats-security-considerations.



Next Steps

* Further review and feedback are very welcome!

* Alignment with CATS framework update.

Thanks!



