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Kemeleon: Encoding ML-KEM public keys and
ciphertexts as random bytestrings

Context: - ML-KEM public keys / ciphertexts are not uniformly random

- quantum-safe analog of Elligator (for elliptic curve points) for ML-KEM

Use: protocols for censorship resistance (hiding metadata), PAKEs, …
- incl. draft-vos-cfrg-pqpake (Hybrid Post-Quantum Password Authenticated Key Exchange)

Encoding: accumulate coefficients into big integer, represent uniformly (or reject)
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Kemeleon Variants

Main (prior to draft-01: “non-rejecting”), Section 4:

- encoding n-bit accumulated integer in redundant n+t bit representation
- following Elligator² technique
- result is uniformly distributed, with statistical distance at most 2-t

- draft-irtf-cfrg-kemeleon-02: we fixed t = 76
- avoids tunable parameter that could be set wrongly (too small, not byte-aligned)
- ensures byte alignment
- makes Kemeleon-encoded public keys match regular ML-KEM key sizes

- resulting distribution’s statistical distance is at most 2-76 (modulo MLWE)
- seems fine for censorship avoidance, PAKEs

- outputs sizes:
- encoded ek same size as ML-KEM
- encoded ctxt 20-50% bigger (due to decompression to recover uniform distribution)

Comments?
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Kemeleon Variants

Rejection (original [1]), Section 5.1:

- yields smaller outputs, at the cost of  ≥ 50% success rate
- ~2.5% smaller encoded encapsulation keys (-19/28/38B compared to ML-KEM/main Kemeleon)
- ~13-23% smaller encoded ciphertexts (-275/284/262B compared to main Kemeleon)

- draft-irtf-cfrg-kemeleon-02: ensure byte alignment, randomize/clear unused bits 
in top byte

Deterministic, Section 5.2:

- derive randomness for encoding deterministically from shared secret K

[1] Günther, Stebila, Veitch. Obfuscated Key Exchange. CCS 2024
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Overview of Properties

Output size (bytes)
ML-KEM-512 / -768 / -1024

Success probability Notes

ML-KEM regular ek:   800 / 1184 / 1568
ctxt: 768 / 1088 / 1568

Kemeleon
(non-rejecting, Sec. 4)

ek:   800 / 1184 / 1568
ctxt: 1152 / 1536 / 1920
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Kemeleon: 
Rejection variant
(Sec. 5.1)

ek:   781 / 1156 / 1252
ctxt: 877 / 1252 / 1658

ek:   0.56 / 0.83 / 0.62
ctxt: 0.51 / 0.77 / 0.57

Larger integer arithmetic 
(~750-1500B integers)
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Further Updates & Comments?

Implementation: github.com/ssveitch/kemeleon-py

Randomness:

- currently spec uses generic notation, e.g., rand <--$ [-1,0,1]
- gives flexibility, hinders KATs
- How would CFRG like randomness generation to be specified?

Main variant: statistical distance 2-76 vs. tunable?

Comments?

draft-irtf-cfrg-kemeleon-02 mail@felixguenther.info

Comments?
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