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Important Terminologies

• Entity: A participant in the ecosystem that either needs to discover other participants or make itself 

discoverable e.g. AI agents, tasks, NFs, workloads, services, data resources, etc.

• Discovery: The process of finding entities that offer a desired capability, service, function, or 

specified properties, obtaining sufficient information about those entities, and returning a set of 

candidate entities along with their associated information to enable initial interaction with them.

• Capability: A description of what an entity can do, including its functions, services, skills, supported 

operations, or actions it can perform.

• Minimum Discoverable Information (MDI): Minimum set of information that an entity 

provides to enable and facilitate discovery before further interactions.

• Discovery Substrate: The underlying infrastructure that enables entities to publish/advertise 

their MDIs and discoverable information, maintains and exposes this information to the broader 

ecosystem, and provides retrieval mechanisms of such information.
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A Network of AI Entities

• The network is evolving from connecting devices and services to connecting AI 

entities. 

• AI systems are becoming distributed Internet applications:

• Entities must first discover each other before they can start interacting with one 

another. 

• Today different frameworks devise their own discovery mechanism. Interoperability!

A common discovery mechanism is a key capability for AI 

ecosystems spanning across different org and admin domains.

• AI Agents • Models

• Tools & NFs • Data Sources

• Compute • Services

• Workflows • Users

User

|

+-------+-------+

|               |

Agent A         Agent B

|               |

+-----+-----+   +-----+------+

|           |   |            |

Tool      Model Service    Data

\ |        /

\ |       /

Compute Resources



4

Today Discovery Landscape

Today, discovery often relies on:
• Proprietary registries & vendor-specific APIs

• Static configuration & manual onboarding

• Cloud and platform specific catalogs

• Application-specific discovery mechanisms

Results:
• Vendor lock-in: Discovery mechanisms are tied to specific platforms or products.

• Poor interoperability: Incompatible discovery protocols, APIs, and metadata formats.

• Limited cross-domain discovery: Discovering entities across different organisations needs 

custom integration.

• Operational complexity: Increased deployment and mgmt. cost/effort for maintaining discovery 

across heterogenous environments.

Objective: Enable standardised discovery of entities across different 

administrative domains.
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The Discovery Challenge

Discovery in AI age should be able to answer the followings:

• What is the entity's type and classification?

• What capability, functionality, and properties does an entity provide?

• Is the entity currently available?

• What policies apply to the entity?

• Who does own the entity?

• What communication, security, etc. mechanisms does the entity support?

Discovery is evolving from locating endpoints to locating dynamic entities 

based on capabilities, policies, and other attributes.
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What is DAWN All About?

DAWN is an attempt to address the following questions:
• How can different entities discover each other in an interoperable manner?

• How do entities advertise themselves?

• How do entities convey their Minimum Discoverable Information (MDI)?

• How is discovery performed across domains?

• How can discovery information be delivered with integrity and protected from interference?

• How are the privacy of discovery queries, responses, and different entities’ MDIs preserved?

DAWN does NOT define
• AI models & behaviour

• Entities subsequent communications/interactions (including interviews after discovery)

• Entities’ selection mechanism

• Authentication (including MDI auth: trustworthiness of what entities advertise)

• Authorisation

• Orchestration

DAWN focuses on discovery only



7

Existing Mechanisms Solve Parts of the Problem

Discovery Requirement Typical Mechanisms Today
Resolve a name DNS

Discover a local service DNS-SD/mDNS

Discover a workload Vendor-specific

Remaining work:

• Discovering entities by properties (e.g. capabilities, skillsets, description, etc.) 

across different domains

• Defining MDIs

• Minimum requirements for information exchange

• Standardised APIs enabling interactions with external AI frameworks

DAWN addresses the remaining interoperability gaps rather than 

replacing the existing protocols.
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Design challenges for Internet-scale entity discovery

• Scale:
• Increasing number of dynamic entities. 

• Heterogeneity:
• Agents, Tasks, Tools, Data, Compute, Workloads, Network Functions, Services, etc.

• One mule capable of carrying different loads. 

• Trust & Privacy:
• Integrity of discovery information.

• Protection and privacy of discovery queries, responses, and MDIs.

• Cross-domain operation:
• Multiple organisations.

• Different policies and trust boundaries.

• Dynamic evolution:
• Potential support for Pub/Sub style notification mechanism.
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Motivation for standardisation

• Interoperability
• Common representation and semantics across vendors and domains.

• Distributed operation
• No central authority; discovery across administrative boundaries.

• Security and privacy by design
• Integrity, confidentiality, and privacy-preserving discovery.

• Leverage existing Internet architecture
• Naming and service discovery

• Identity and security mechanisms

• Application protocols

• Cross-domain interoperability

• An Internet-scale standard for entity discovery is needed.

An Internet-scale standard for entity discovery is needed.
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Thank you
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