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Removal of null recipes for header fields
Recall that DSNs are sent back along the forward path

Handling DSNs gets complex if that path traverses the same system more 
than once – it’s unclear which occurrence the DSN applies to

SImple fix is to undo everything that happened on the forward trip (so the hop 
that the DSN relates to is crystal clear)

That is incompatible with null recipes … but null recipes for header fields do 
not appear to have a use case. If they do – speak now!



Should we forbid specious Message-Instances ?
If you do not make any changes to a message then you will not need to add a 
Message Instance header field. An existing Message-Instance still applies

The spec was written with some MUST NOTs – and interworking experiments 
found people rejecting mail as a result

There might be a (very exotic) case for Message-Instance header fields with 
different hash algorithms, but no recipes

However, at heart this is not an interworking issue, transmission of messages 
will work just fine. So should we just discourage on environmental grounds



PQ Algorithm
We are (supposed to be) in the process of seeking advice from experts

If what they suggest has very long keys then we may have an issue with DNS 
operating over UDP (which DNSOP is currently considering)

One expert suggests making it a MUST that all algorithms pass (this would 
make use of non-hybrid PQ less controversial), however this is not what the 
WG thought was a good idea (some time back)

This is not an issue to settle today, except in so far as it informs the way our 
request to experts is worded



Case issues in JSON
At present header field names can be any case in the recipe JSON, but they 
must not be repeated

The proposal is to insist that they are in lower case

Implementations generally put header field names into lower case ASAP in 
order to meet the DKIM2 algorithm requirements

So this is probably non-controversial



DSN flagging
It is observed that in most cases the Message-Instance field associated 
with a DSN is entirely predictable from other information

So could we (in essence) omit it

But, this makes handling of DSNs “different” which complicates things

That said, is there a case for adding a flag to say “this is a DSN” in order 
to put them into a different code path. Although ESPs likely have special 
“bounce handling” arrangements with custom delivery addresses, not 
everyone will be operating in that manner



Alignment
The DKIM2 spec deliberately stays away from saying anything about 
DMARC, but we will need to put text about it into the BCP document

It is argued that we should expect alignment (sometimes fuzzy alignment) 
between the From header field of the original message, the MAILFROM 
when that message was first sent and the d= domain on the first 
DKIM2-Signature header field.

DKIM2 only requires the latter two to align

Discuss



Handling DKIM1 Messages
Again this is a BCP issue, the specification stays away from it

If you accept a DKIM1 message and forward it, then should you DKIM2 
sign it ? (more complex issues arise with DKIM2->DKIM1->DKIM2)

If you are a mailing list there are upsides to this (eg you will get DSNs, but 
issues of alignment may occur)

Otherwise there is little upside “today” (albeit DSNs may assist) and 
“tomorrow” you risk getting your reputation dinged by “DKIM replay”

Discuss



Feedback
A “feedback loop” is a mailbox provider reporting about message 
placement (or quality, or user actions) to a sender. It is not a bounce, but it 
assists senders in understanding whether their email is wanted/effective

DKIM2 has some flags related to feedback loops (since some mailbox 
providers use DKIM1 signatures to assure themselves that they are not 
giving feedback to random strangers)

However, there is nothing about what feedback looks like

Is there an appetite for trying to standardize anything in this space ?


