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The Problem: Agents Break Per-Request Forwarding

Traditional Gateway (Stateless)

POST /v1/chat/completions

-> pick low-load GPU -> forward -> return

Request A  ->  GPU-3

Request B  ->  GPU-7   (independent)

Request C  ->  GPU-1   (independent)

Agent Workflow (Correlated)

Agent Task: 'research + summarize'

step1: retrieve context   -> GPU-3

step2: call tool (search)  -> GPU-7  ?

step3: summarize           -> GPU-1  ?

step4: call tool (code)    -> GPU-5  ?

step5: final answer        -> GPU-2  ?

# Same 4K system prompt, recomputed 5x!

Root cause: requests carry NO attribution — the gateway can't tell which task a request belongs to.

1 Prefix Cache Miss

Step 1 computes KV for 4K system prompt on GPU-3. Step 3 lands on GPU-1 — prefix recomputed from scratch. In a 5-step workflow: 4x 
redundant prefill.

2 Priority Inversion

User waiting for chat response stuck behind overnight batch job. Gateway can't distinguish foreground interactive from background batch —
same queue, same priority.

3 Premature KV Eviction

Between steps, 10-30s gap while tool executes. LRU sees 'not recently accessed' and evicts. Tool returns, next step fires — KV gone. 
Recompute again.



Industry Response (1/2): Identity — Who Owns This Request?

Mooncake RFC #2098  (KV Storage Layer)

12-field agent_hints object in request body:

"agent_hints": {

"workflow_id": "wf-1",

"agent_id": "planner",

"step_id": "step-3",

"step_index": 3,  "total_steps": 7,

"parent_step_id": "step-2",

"children_step_ids": ["step-4"],

"tool_name": "web_search",

"expected_tool_duration_ms": 2000,

"cache_ttl_ms": 60000,

"shared_prefix_hash": "a3f8...",

"reuse_hint": "keep"

}
Consumer: cache scheduler (DAG tracking) + radix agent_aware eviction

Scope: Mooncake KV pool only. Does NOT touch router/scheduling.

Status: Proposal (Open)

SGLang RFC #24656: identical 12 fields, aligns with Harbor ATIF (not 
Mooncake).

LangGraph: thread_id + lc_agent_name in metadata — stays in 
orchestration, NOT sent to inference.

OpenTelemetry GenAI (Observability)

# All Development-level (not stable):

gen_ai.conversation.id   # session/thread

gen_ai.agent.{id, name, version}

gen_ai.workflow.name

gen_ai.tool.call.id

# NOT in registry:

# gen_ai.task.* / gen_ai.session.*

# (use conversation.id instead)

Consumer: trace/span attributes for observability. NOT for scheduling.

Key Insight
Identity fields are OBJECTIVE FACTS

Faking workflow_id only hurts yourself (lower cache hit rate)

-> Cache/storage layer can trust them directly

BUT: each project's identity stays siloed

Mooncake's workflow_id != SGLang's session_id

!= LangGraph's thread_id != OTel's conversation.id

No cross-engine identity resolution exists.



Industry Response (2/2): SLA, Cache Lifecycle, Traffic

NVIDIA Dynamo (Router)

"nvext": {

"agent_hints": {

"priority": 5,

"strict_priority": 1,

"osl": 1024,

"speculative_prefill": true

}

}

Consumer: router queue ordering + worker 
selection cost function
priority -> dequeue order; osl -> output block 
weight; priority passed down to engine

llm-d / GIE (Gateway)

POST /v1/completions

x-slo-ttft-ms: 500

x-slo-tpot-ms: 50

x-prediction-based-scheduling: true

# CRD: InferencePool, InferenceObjective

# EPP: XGBoost predicts TTFT/TPOT

# headroom = SLO - predicted

Consumer: EPP pipeline (predict -> filter -> score -> 
admit -> pick)
Sheddable requests (negative priority) get HTTP 429 
when SLO unmet

Anthropic + SGLang (Cache)

# Anthropic: manual prefix mark

"cache_control": {

"type": "ephemeral",

"ttl": "1h"

}

# SGLang PR#27058:

# session_id as radix eviction tag

# close_session -> batch release

Anthropic: single-request prefix only, no workflow 
awareness

SGLang: session_id groups KV for batch release on 
close

Traffic Detection & Mechanism Primitives

A2A v1.0: Content-Type: application/a2a+json — gateway identifies Agent traffic at entry, routes to Agent-specific path

KVFlow: Agent Step Graph + steps-to-execution metric -> prefetch next step's KV from CPU to GPU before it's needed (NeurIPS 2025)

vLLM: --scheduling-policy priority (lower=higher, preemptive) + KV Connector offloading + X-Request-Id. Provides mechanism, NOT policy.

Mooncake #2819: ReplicateConfig { session_id, priority(int32) } — soft retention in KV pool (higher priority = harder to evict)

Dynamo also: request_id + mark_prefill_complete + free(request_id) for router-side KV lifecycle accounting



The Full Landscape: Who Does What, Where

Project Layer Key Fields / Mechanism Consumer Status

Mooncake #2098 KV Storage workflow_id, step_id, cache_ttl_ms, 
reuse_hint (12 fields)

cache scheduler + radix 
eviction

Proposal

Mooncake #2819 KV Storage session_id, priority (int32) on 
ReplicateConfig

KV soft retention Proposal

Dynamo Router priority, strict_priority, osl, 
speculative_prefill

router queue + worker select Shipped

llm-d / GIE Gateway x-slo-ttft-ms, x-slo-tpot-ms, 
InferencePool CRD

EPP predict + admit Shipped

SGLang #27058 Engine session_id as radix eviction tag radix batch release Merged

SGLang #24656 Engine agent_hints (12 fields, = Mooncake) radix agent_aware eviction Proposal

Anthropic Model API cache_control: {ephemeral, ttl:5m/1h} server-side prefix cache Production

A2A v1.0 Protocol Content-Type: application/a2a+json gateway traffic ID Released

KVFlow Research Agent Step Graph, steps-to-execution KV prefetch + eviction Paper

vLLM Engine --scheduling-policy priority, KV 
Connector

engine scheduler Shipped

LangGraph Orchestration thread_id, lc_agent_name (metadata 
only)

LangSmith trace Shipped

Each project solves ONE slice, within ONE engine, with its OWN naming. 
None handles cross-backend (GPU + sandbox in same workflow).



The Fragmentation Problem

Same field name. Different semantics. No interop.

Mooncake  "agent_hints"

workflow_id: 'wf-1'

step_id: 'step-3'

cache_ttl_ms: 60000

reuse_hint: 'keep'

-> IDENTITY + CACHE LIFECYCLE

Consumed by: KV cache scheduler

Question answered: 'Who are you? How long to keep your KV?'

Dynamo  "nvext.agent_hints"

priority: 5

strict_priority: 1

osl: 1024

speculative_prefill: true

-> SLA DEMAND + SCHEDULING

Consumed by: router queue + worker selection

Question answered: 'What treatment do you want?'

SAME NAME

≠ MEANING

The naming chaos goes deeper:

SGLang RFC #24656: Same 12 fields as Mooncake, but aligns with Harbor ATIF (session / trajectory / parent_trajectory). 
Does NOT cite Mooncake.

LangGraph: thread_id + lc_agent_name. No workflow_id, no task_id. Must inject via config.metadata. Doesn't 
reach inference layer.

OTel GenAI: gen_ai.conversation.id (not session.id). gen_ai.workflow.name (not workflow_id). All Development-
level, may change.

Result: 4 projects, 4 naming conventions, 4 alignment targets, 0 interoperability.

If you build a system talking to multiple backends, you write N translation layers. N grows with every new engine.



Why Protocols Can't Converge Easily

1

Different layers, different consumers
Identity -> KV storage (eviction).  SLA -> router (queue).  Cache hints -> engine (radix tree).  One flat protocol 
can't serve all three without a mediation layer that translates per-consumer.
Example: Mooncake's cache_ttl_ms is meaningless to Dynamo's router. Dynamo's strict_priority is meaningless to Mooncake's cache scheduler.

2

Frontend vs. backend field divergence
Agent framework knows workflow structure (step 3 of 7, next is tool call). Engine knows KV state (4096 tokens 
cached on GPU-3). Neither speaks the other's language. Fields need MAPPING, not just naming.
Example: LangGraph's thread_id must be manually mapped to x-agent-* headers before it reaches inference. No automatic bridge exists.

3

Competing standards bodies
ATIF (Harbor), OTel GenAI semconv, A2A (Google), OpenAI-compatible headers — each has own governance, 
release cadence, backward-compat constraints. Convergence is political, not just technical.

Example: SGLang chose ATIF over Mooncake despite identical fields. Governance alignment > field alignment.

4

Maturity asymmetry
Anthropic cache_control: production (millions of req/day). Mooncake #2098: open proposal. KVFlow: research 
paper. Can't freeze a spec when half the inputs are still evolving.

Example: OTel gen_ai.agent.* is Development-level — may be renamed or removed. Building on it is building on sand.



SLA Fields Need a Neutral Judge

Identity = objective fact (trust directly).   SLA/Priority = subjective demand (must arbitrate).

Client decides?

Every client marks itself

priority: MAX_INT

Field becomes useless.

Tragedy of the commons.

Each backend decides?

Backend A: priority 5 = high

Backend B: priority 5 = medium

No cross-backend consistency.

User experience varies by luck.

Neutral gateway decides?

effective_priority =

min(requested,

tenant_quota,

cluster_capacity)

Global visibility. Fair. 
Consistent.

Evidence from the field:

• vLLM: provides --scheduling-policy priority (mechanism). Does NOT decide what priority a request should have. Explicitly leaves policy to the caller.

• llm-d: documentation states 'user-reported SLO cannot be directly trusted; platform admission/policy is required.' Sheddable requests get HTTP 429.

• Dynamo: priority is honored within its cluster, but only because Dynamo IS the router. In a multi-engine setup, who arbitrates across engines?

• Mooncake #2819: priority(int32) on ReplicateConfig controls KV retention — but only within Mooncake's pool. Cross-pool priority? Unaddressed.



What's Missing: The Assembly Layer

What Exists (per-engine, siloed)

Mooncake: identity within its KV pool

workflow_id -> cache scheduler only

Dynamo: priority within its router

strict_priority -> Dynamo queue only

SGLang: session within its radix tree

session_id -> SGLang process only

Anthropic: cache_control within its API

ephemeral mark -> Anthropic server only

llm-d: SLO within its EPP

x-slo-ttft-ms -> llm-d router only

Each works. None interoperate.

None cross the engine boundary.

None handle GPU + sandbox in one task.

What's Needed (cross-engine, unified)

1. Unified field naming

workflow_id means the same everywhere

2. Protocol translation at boundaries

LangGraph frontend -> vLLM backend

without custom glue code per pair

3. Neutral SLA arbitration

requested -> effective (min of 3)

cross-tenant, cross-backend fairness

4. Cross-backend workflow tracking

GPU pod + sandbox pod = one task

both see same workflow_id

5. Carrier consumable by all layers

router reads priority

engine reads cache hints

storage reads identity

This layer = a Gateway



We Need a Gateway.

Not another engine. Not another framework.

A neutral, cross-backend arbitration layer that:

unifies naming  |  translates protocols  |  arbitrates SLA  |  tracks workflows

The pieces exist. The assembly layer doesn't.

Like L7 replaced L4 when requests became stateful —

Agent workloads make requests correlated. Correlated requests need a state-aware gateway.

Thank you  |  Questions?


