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Background

Modern network applications, ranging from Al/ML training/inference to cloud services,

require networks to be adaptive to the presence of faults, degradation or congestion.

Existing routing and traffic management mechanisms often face limitations in
responsiveness, coverage, and operational complexity, particularly in large-scale and

high-bandwidth network environments, including the DC and DCI scenarios.

Fast network notifications can signal network adverse conditions (and their recovery) to
relevant nodes in a timely manner, enable fast and efficient actions to critical events, so

as to improve service experience and network utilization.

This document describes the problem statement and gap analysis of fast network

notifications

* Was used as the major supporting document in the incubation of the FANN WG



The Problem in an Example

* Take the Inter-DC Al Training Cluster case as an example
e Ultra low latency and high throughput is required to maintain

synchronization of Al training jobs oo ¥ oo
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* Why are the existing mechanisms not good enough?
* BFD detects the failure in 10s of milliseconds

* FRR lacks visibility of the global network situation, may cause
congestion on the local repair path

* The delay in route convergence may breach the strict
synchronization requirement of Al training



Problems and Gaps in Existing Mechanisms

Control plane based hop-by-hop  Delayed reaction to network Fast delivery of network
Slow distribution is slow adverse conditions (e.g. failures,  notifications (preferably in
Dissemination Signals to the sender/receiver has congestion) data plane)
round-trip delay
Coarse-grained Binary or threshold based Inability to make precise and fine- Fine-grained network
signals information granular action and adjustment condition information
Limited Local view of the network Sub-optimal decisions (e.g. local A wider view of the network
visibility conditions rerouting and load-balancing) for optimal actions
Overhead and Freauent and high-volume Excessive overhead and control Lightweight and selective
scalability information distribution plane churn notifications



Fast Network Notifications Problem Statement (1)

* Information of Fast Network Notifications

* Event type

* Location of event

* Fine-grained network status information
e Path identification information

* Flow/service identification information



Fast Network Notifications Problem Statement (2)

* Recipients of Fast Network Notifications

* Adjacent routers/switches

* Non-adjacent routers/switches
* Ingress routers/switches

* Edge nodes/end hosts

e Network controller

* The recipient nodes of specific fast network notifications may be

determined via configuration, signaling or subscription mechanisms



Fast Network Notifications Problem Statement (3)

* Delivery of Fast Network Notifications
* Unicast directly to the recipient node
e Multicast to a group of recipient nodes
* Hop-by-hop to a series of recipient nodes along a specified path

* Flooding in a specified range of the network

* Preferably the delivery of fast network notifications could be based
on existing messaging and transport mechanisms

* A new protocol may be introduced if the existing mechanisms cannot
meet the requirements



Fast Network Notifications Problem Statement (4)

* Actions to Fast Network Notifications
* Switches all traffic from a path to other available paths
* Steers specific traffic flows to alternate links or paths
* Modifies the load balancing ratio among a group of paths
* Sends the notification further to other recipients

* Whether the actions need to be explicitly indicated or not needs further

consideration



Updates since [ETF 125

* Draft is renamed to draft-dong-fann-problem-statement

* The scope of the draft is extended to cover gap analysis and problem
statement

* Text about previous work is added according to TSV review comments

* It is highlighted that delivery of fast network notifications needs to be
based on existing messaging and transport mechanisms if possible

* The operational considerations section is added

* Manageability, Interoperability, Coexistence, Observability, Partial deployment,

and Interaction



Next Steps

* As agreed between the RTGWG and FANN WG chairs, this document is
transferred from RTGWG to FANN

* Request for WG adoption

* Further review and contributions are welcome



Thanks
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