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1. Public use-cases for BMP performance drafts below

Set context: Deployments that motivate BMP export efficiency

2. Draft Update : Multi-peer header - draft-liu-grow-bmp-multiple-peer-header-02
Yisong Liu (China Mobile), Changwang Lin (New H3C), Prasad S. Narasimha (Cisco), Mukul Srivastava (HPE)

3. Draft Update : Route Mon Aggregation - draft-liu-grow-bmp-rm-aggregated-06
Yisong Liu (China Mobile), Changwang Lin (New H3C), Mukul Srivastava (HPE), Prasad S. Narasimha (Cisco)

4. Direction Update : Common Updates - draft-patki-grow-bmp-common-updates-02
Dhananjay Patki (Cisco), Prasad S. Narasimha (Cisco)

5. Direction Update : GEN & REL drafts - draft-sp-grow-bmp-gen + draft-ietf-grow-bmp-rel

GEN: Tarek Saad (Cisco), Prasad S. Narasimha (Cisco),
REL: Paolo Lucente (NTT), Camilo Cardona (NTT)

IETF 126 - GROW


https://datatracker.ietf.org/doc/draft-liu-grow-bmp-multiple-peer-header/
https://datatracker.ietf.org/doc/draft-patki-grow-bmp-common-updates/
https://datatracker.ietf.org/doc/draft-sp-grow-bmp-gen/
https://datatracker.ietf.org/doc/draft-ietf-grow-bmp-rel/
https://datatracker.ietf.org/doc/draft-liu-grow-bmp-rm-aggregated/

Section 1

Public use-cases and motivation

Public deployment signals that motivate BMP export efficiency before draft-specific updates.
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Public Use-case: Route Reflector deployments

RR/client scale creates common-update opportunities across peers and across pre/post RIB-views.

Production
Environment

Region BGP Paths Clients

North 38MIPv4
America 9M IPv6 300+
. g 6M IPv4
Asia Pacific oM IPV6 140+
Europe 21MIPv4
Middle-East | 5M IPv6 250+
Latin 3MIPv4 70
America 1M IPv6

Source: Netflix/Cisco RIPE 92 public deck

NETFLIX Open Connect
Backbone

London ._.‘

. .@— Tokyo

.— Singapore
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What the public deck shows

» 20,000+ external BGP sessions network-wide
* RR regions: 300+ clients with 38M IPv4 / 9M IPv6 paths;
250+ clients with 21M IPv4 / 5M IPv6 paths

* Future visibility direction includes BMP activation for real-time BGP visibility

Draft fit

» Common Updates direction: merge into Aggregated RMon for across-RIB-view

scale

* Aggregated RMon: common reflected updates across RR clients within one RIB-

view

Key point

RR use case: common route outcomes, policy visibility, and pre/post RIB-

view efficiency.

Use as scale/motivation signal



https://pretalx.ripe.net/media/ripe-92/submissions/RKCTUA/resources/Redefining_Netflix_B_2YNNG4M.pdf

Public Use-case: Edge deployment

High peer counts and route scale make repeated BMP export visible at routers, collectors, and downstream pipelines.

The network: Gcore.com

Global Cloud Al Compute and Security Provider

210+

PoPs Worldwide

200+

Tbps Capacity

2,800

BGP Sessions

194 M

Routes

4

Routing Platforms

Nokia - Arista - Cisco - Juniper

What the public deck shows

* 2,800 BGP sessions / 194M routes network scale
» Rotonda BMP-out pipeline observed 2,728 peers, 68.9M routes, 9.8 GB in ~318s
» Motivation: per-peer route-level visibility where SNMP/gNMI/full dumps are insufficient

Draft fit

» Multi-peer Header: aggregate common peer-scoped messages

» Aggregated RMon: same/similar UPDATE within one RIB-view across many
peers

» Peer Down/events: common reason/action across many sessions

Key point

Edge use case: peer-scale and repeated header/payload overhead across
many sessions.

Source: Geore/FastNetMon NANOG97 public deck
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Use as scale/motivation signal



https://nanog.org/events/nanog-97/content/5773/
https://storage.googleapis.com/site-media-prod/meetings/NANOG97/5773/20260531_Odintsov_Monitoring_2_800_Bgp_v1.pdf

Use-case split: Edge scale vs Route Reflector scale

The mechanisms are complementary, but each draft has a primary motivation.

Many sessions on a node; common update/withdrawal or Multi-peer Header + Aggregated RMon Reduces repeated co.mr.hon payloaq and per-peer
event affects many peers message overhead within one RIB-view

Edge

Common Updates reduces RIB-view duplicates;
Aggregated RMon reduces peer dimension

Common route outcomes across clients; pre/post views

useful for validation Common Updates + Aggregated RMon

Route Reflector

High ingest load, initial sync, repeated data in . s
ghing Y p All mechanisms Reduces repeated headers, common payloads and

Collectors/ pipelines storage/analytics pipeline shared metadata before collectors.

These drafts reduce BMP export / collector load and improve BMP convergence
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BGP group packing principle — BMP Route Monitoring aggregation

Aggregated RMon applies a proven BGP scaling principle to BMP export: package common route data once, retain peer-specific context.

BGP group packing

* Peers with common configuration are treated as
a packing group.

» Each route is packaged once and sent to all
peers in that group

» Example from draft: 100k routes x 100 peers —

10M peer packages; group packing — 100k
packages.

BMP Route Monitoring today

» Route Monitoring export is still per peer.

e« Common Header, Per-Peer Header, and
similar BGP UPDATE payloads may be
repeated N times.

* BMP export can lose the batching efficiency
BGP already used internally.

Draft direction

» Multi-peer Header: peer grouping
primitive.

» Aggregated RMon: common route
payload across peers.

» Common Updates: common payload
across RIB views.

Scale benefit: Fewer table walks, fewer BMP messages reduce router assembly/queueing, transport overhead, collector ingest, and downstream pipeline

work. The goal is BMP telemetry convergence while reducing router-side BMP export overhead during churn.
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What exactly gets reduced?

Best-case examples show the mechanism effect; aggregation reduces common information while preserving peer-specific differences.

. . Common parts reduce; peer-specific parts stay represented
lllustrative scenario

Current RMon x N Aggregated RMon x 1

» Same prefixes / common PATH attributes apply to N
peers in one RIB-view.

L Packing / assembly N 1
* Current BMP: N Route Monitoring messages.
* Aggregated RMon: 1 message with common payload +
N peer contexts. Common Header N copies 1 copy
» Best case: N:1 message-count reduction.
* If unchanged across 2 RIB-views, Common Updates Per-peer context N headers N peer entries
can also reduce the RIB-view dimension: up to 2N:1 in
the cleanest case.
Unique per-peer PATH attrs N if different N per-peer deltas
Note: Actual gain depends on commonality
Same PATH attributes N copies 1 shared copy
Prefixes N copies 1 shared copy

Takeaway: aggregation is not loss of peer semantics. Common route payload/shared attributes are
carried once; per-peer context and unique attributes remain per peer.
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Draft updates and direction updates

Summary of latest working text and agreed directional changes
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1- Draft Update: Definition for BMP Multiple Peer Header

draft-liu-grow-bmp-multiple-peer-header-02 - from format to reusable aggregation framework

Explicitly states the mechanism is a general framework for L Strongest: common BGP UPDATE payload or common attributes/prefixes
Route Monitoring

Framework positioning aggregating any BMP message type that includes a Per-Peer Header. across peers.

Adds Peer Down, Route Monitoring / Route Mirroring, Peer Up, and

Use cases added . Peer Down Strong: common failure/maintenance/restart reason across many peers.
Statistics Reports use cases.
Notes conditional cases: Route Mirroring may need precise ordering; . .
. - . gmay P o g . . Useful when common mirrored PDU matters more than precise per-peer
Applicability caveats Peer Up depends on commonality; Stats may need splitting/MTU Route Mirroring

timing.
controls. g

Requests BMP Message Type and creates Multi-Peer Message Types Bl Conditional: common capabilities/templates help; many details can still be

IANA/registry registry for future extensions. PEIRPEEIE

Conditional: header/packet-count reduction; counter values are typically

Security States RFC7854 security considerations apply. Statistics per-peer

Proposed WG direction: Request WG adoption as the generic aggregation framework for BMP

: = ?
S e Feedback requested: Is the broader use-case scope acceptable?
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2- Draft Update: Definition for Aggregated BMP Route Monitoring Message

draft-liu-grow-bmp-rm-aggregated-06 - BMPVv4/TLV alignment and clearer reconstruction model

What ch d / what it bl
BMPv4 Aggregated RMon format at changed / what It enables

Update in -06 Why it matters

Common Header
(Type = Multi-peer Header)

| BMPv4 format added Aligns Aggregated RMon with BMP-TLV / BMPv4 Route Monitoring.
Common Header + Common Multi-Peer Header + BGP
Common Multi-Peer Header Message TLV + optional TLVs
peer list / wildcard headers
optional per-peer PATH attrs
Per-peer PATH attributes are optional Shared attributes and prefixes are carried once; peer-specific deltas
| Length 0 when no peer-specific attributes are needed. are retained.
BGP Message TLV
BGP UPDATE PDU: shared attrs + prefixes Collector reconstruction clarified Preserves complete per-peer UPDATE semantics without repeating
Combine shared BGP UPDATE attributes with per-peer common parts.

PATH attributes when present.
I

Optional TLVs

shared or prefix-specific RIB-view composition noted Keeps peer-dimension aggregation complementary with Common
P P Can be used for Adj-RIB-In/Out and Loc-RIB when batching Updates across RIB-views.
is feasible.
Proposed WG direction: Request WG adoption of Aggregated RMon as the Route Feedback requested: Any concerns from the collector side ?

Monitoring peer-dimension optimization, with Common Updates folded into the same scale
story (more on that in next slide)
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3- Direction Update: Common BMP Route-Monitoring Messages across RIB-views for Routes Unchanged by Policy

draft-patki-grow-bmp-common-updates-02 - Merge this optimization into Aggregated RMon draft

Across-RIB-view problem

* When Pre/Post Adj-RIB-In or Adj-RIB-Out are both

monitored, unchanged routes can be exported more
than once.

* The repeated information is not across peers; it is

across RIB views for the same unchanged UPDATE.

* This matters for RR/policy-visibility deployments
where Pre/Post views are operationally useful.

Mechanism to retain

* Common Update TLV marks which RIB views share
the same BGP UPDATE PDU.

» Works with regular Route Monitoring and
Aggregated RMon.

* Prior WG direction favored TLV-based encoding
rather than adding more Peer Header flags.

Merge direction

* Fold Common Updates into Aggregated RMon so
one draft covers both dimensions.

» Within a RIB-view: peer dimension via Aggregated
RMon.

* Across RIB-views: unchanged-policy dimension via
Common Update TLV.

Combined goal: one Route Monitoring scale-optimization draft — peer aggregation within a RIB-view + common-update encoding across RIB-views.

Proposed WG direction: Merge Common Updates into Aggregated RMon
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Feedback requested: ok with merge direction ?



4- Direction Update: Generic Event Notification + Route Event Logging

draft-sp-grow-bmp-gen + draft-ietf-grow-bmp-rel - one common BMP event reporting framework

Agreement

GEN and REL authors agree directionally that
BMP should have one common event
reporting framework covering both route-
specific and operational events.

Goal: avoid parallel event mechanisms and
reuse shared event concepts.

What is being discussed

Specifics are still under discussion.

Option A: merge the full GEN framework
and initial use cases into REL.

Option B: merge the common framework
into REL and keep use cases modular.

Use cases to preserve

GEN use cases must remain covered:
* RIB-view unmonitor / purge

* Route import complete

» Configured peer down

* Operational scope / reason / action

» Timestamp / sequence behavior

Proposed WG direction: Define one common BMP event reporting framework; decide whether full GEN

content moves into REL or only the framework is merged.

Feedback requested: Full GEN merge vs framework-only merge?
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Thank you

Questions / feedback



Backup

Additional details

Draft deltas and message structure
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Backup: Multi-peer Header -02 detailed delta

Adds general-framework language for any BMP message type with Per-Peer Header; future

3. Definition Defines new BMP Message Type = Multi-Peer Header. message-specific formats can be added.

6. Use Cases TBD. Adds Peer Down, Route Monitoring / Route Mirroring, Peer Up, Statistics Reports.
7. Security TBD. States RFC7854 BMP security considerations apply.

8. 1ANA Requests new BMP Message Type. Requests recommended value 7 and creates Multi-Peer Message Types registry.
Author metadata Mukul Srivastava listed with Juniper. Mukul Srivastava listed with HPE.
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Backup: Aggregated RMon -06 detailed delta

Introduction Shows RFC7854 Route Monitoring structure. Adds BMPv4 Route Monitoring structure with BGP Message TLV and optional TLVs.
4.1 No separate BMPv3/BMPv4 subsection. Defines message formats for BMPv3 and BMPv4.
4.1 Figure 8 Not present. Adds BMPv4 Aggregated RMon with Common Multi-Peer Header + BGP Message TLV + optional

TLVs.

Clarifies batching feasible for Adj-RIB-In pre/post, Adj-RIB-Out pre/post, and Loc-RIB; cross-view

= S LI 2R batching can leverage Common Updates.

References Previous draft reference set. Updates BMP-TLV to -20, Multi-peer Header to -01, Common Updates to -02.
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Backup: Message structure before / after

Current per-peer RMon

Common Header
N

Per-Peer Header
N

BGP UPDATE PDU / BGP Message TLV

Repeated once per peer.

Aggregated RMon over Multi-peer Header

Common Header (Type = Multi-peer Header)
N
Common Multi-Peer Header
e peer list / wildcard headers
e optional per-peer PATH attributes
N
Common Information
e BGP UPDATE PDU or BGP Message TLV
e optional TLVs in BMPv4

Common payload carried once; peer-specific deltas carried per peer.
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