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Recap from IETF 122

● Chromium supported only Happy Eyeballs v1 for TCP
● TCP and QUIC run on separate code paths, and each do its own DNS 

resolution and wait for all DNS responses
● We were reworking connection management layer to improve the situation:

○ Develop a single cross-protocol coordination algorithm
○ Share DNS resolution between TCP and QUIC attempts
○ Start attempts without waiting for all DNS responses

● Since then we have been implementing this work in stages
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Shipping in Stages
Foundation

Async DNS 
Resolver
Pushes partial results as 
each answer (A / AAAA / 
HTTPS) arrives.

Stage 1

HEv2 (Shipping)
TCP connection attempts 
are driven directly by 
incremental resolution.

Stage 2

QUIC (Active)
QUIC session 
establishment moves to the 
same API, gaining 
address-family fallback.

Stage 3

Cross-Protocol
Cross-protocol coordination 
of attempts on top of 
shared resolution (full 
HEv3).

In Parallel
Optimistic DNS (Active)
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Shipping: HEv2 for TCP

● TCP connection attempts now consume incremental resolution:
○ Connect as soon as a usable address arrives, without waiting for all DNS responses
○ The resolver applies the Resolution Delay (50ms) per RFC 8305; When AAAA is still 

outstanding it holds IPv4-only results
○ IPv6/IPv4 attempt racing as before, now starting earlier

● Measurable performance improvement for our services
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In progress: QUIC on incremental resolution

● Currently a QUIC attempt waits for all DNS answers (like old TCP) and tries 
only a single IP address; if that address is unreachable, Chromium falls back 
to TCP even when QUIC would have worked over the other address family

● In progress: QUIC gains the behaviors TCP already has:
○ Start the handshake as soon as a usable endpoint arrives
○ If the first attempt fails or is slow, attempt the other address family; first success wins
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In progress: Optimistic DNS

● Motivation: draft-gakiwate-dnsop-optimistic-dns
● Idea: start "optimistic" connecting with the expired DNS cache, while 

simultaneously querying for fresh DNS responses
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https://datatracker.ietf.org/doc/draft-gakiwate-dnsop-optimistic-dns/


In progress: Optimistic DNS: how

● Resolver side: groundwork complete
○ a new cache usage mode, STALE_ALLOWED_WHILE_REFRESHING
○ stale addresses are served as intermediate results, while fresh resolution proceeds
○ the final result is always fresh

● Connection attempt layer:
○ TCP: largely implemented, a field experiment next
○ QUIC: planned as the step after moving to incremental resolution
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Planed: cross-protocol coordination (HEv3 model)

● What remains: a unified connection management logic across protocols and 
address families

● We actually started with cross-protocol coordination first, and learned a lot:
○ The existing code path carries years of optimizations and keeps evolving. Rewrite has to keep 

chasing it
○ In edge cases the new code path makes connection attempts stall or come out slower; 

solvable, but users should not have to wait for the whole rewrite
● Tackle cross-protocol coordination after we've gone through the staged 

implementation
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How do these works map to the v3 draft

● Most of the draft's individual behaviors have been implemented or are in 
progress

○ Incremental resolution, connecting on partial results, Resolution Delay, address-family racing 
for TCP and QUIC

● Remaining: cross-protocol coordination
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Summary

Shipping

HEv2 for TCP

Via incremental resolution, with 
measurable service performance 
gains.

In Progress

QUIC connects & racing
Partial-result connects and IPv4/IPv6 
racing.

Optimistic DNS
Stale cached addresses serving as 
intermediate results.

Planned

Cross-protocol Coordination

Attempt coordination across 
protocols and address families (the 
HEv3 model).
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