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AI Traffic : What We Found
Scope: Client/App → LLM inference endpoint streaming (not agent-to-tool or agent-to-agent)

Transport Layer — Standardized
TCP/IP (IETF), TLS 1.3 (RFC 8446), HTTP/2 (RFC 9113), 
WebSocket (RFC 6455), SSE (W3C/WHATWG)

Application Layer — NOT Standardized
gRPC framing (Google spec), Connect+proto (Buf spec), 
SignalR hub protocol (Microsoft), MCP (AAIF/LF), AI 
streaming JSON payloads (each vendor independently)

Key Observations

Long-lived & open-ended streams
AI streams have no Content-Length and no HTTP/2 
END_STREAM

Proxy compatibility risks
SSE degrades gracefully to HTTP/1.1; gRPC and 
Connect+proto break under HTTP/1-only

HTTP/3 (QUIC) patterns
Likely the same patterns will be observed on HTTP/3 (QUIC) 
transport

The Core Protocol Gap
The pipes are standard — what flows through them is not
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Protocol-by-Protocol Breakdown
Mix of public APIs and proprietary protocols

Provider Transport App-Layer Framing Token Path API Type RFC
?

OpenAI HTTP/2 + SSE SSE data: lines choices[0].delta.content Public No

Anthropic HTTP/2 + SSE SSE event: + data: delta.text Public No

Google Gemini HTTP/2 + SSE SSE data: lines candidates[0]...parts[0].
text Public No

Github Copilot 
/Azure WebSocket SignalR 0x1E framing Hub invocation JSON Proprietary No

Cursor/Windsurf HTTP/2 Connect binary framing Protobuf / JSON Proprietary No

• Even within Connect+proto: Cursor keeps HTTP/2 streams open indefinitely (no END_STREAM),
  while Windsurf sends END_STREAM. Same protocol, different stream lifecycle.
• SSE is used per spec today, but nothing prevents vendors from diverging on event types,
  field names, and payload schemas.
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The Standardization Gap
The gap is narrow — only the payload layer needs agreement

Layer Defined By Status

TCP / TLS 1.3 IETF RFCs Standard

HTTP/2, HTTP/1.1 IETF RFCs Standard

WebSocket IETF RFC 6455 Standard

Server-Sent Events W3C / WHATWG Standard

gRPC / Connect framing Google / Buf (vendor specs) No Standard

SignalR hub protocol Microsoft (proprietary) No Standard

AI streaming JSON Schema (SSE) Each vendor independently No Standard

↑ This is the standardization target
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Who Benefits from Schema Standardization
1 Middleware integration

LangChain, LiteLLM, Vercel AI SDK, Portkey each
maintain N vendor-specific streaming parsers.
Standard payload = one shared implementation.

2 New provider compatibility

New LLM providers gain instant framework
compatibility by conforming to the spec.
No custom integration on either side.

3 Cloud format proliferation

Bedrock, Azure AI, Vertex AI each wrap models
in proprietary formats. Standard payload gives
hosting platforms a common format to converge on.

4 Compliance auditing

EU AI Act requires auditing what was generated.
Generated text, model ID, token counts all live
in the payload. One parser for any provider.

5 Regulated observability

Regulated industries cannot route prompts through
third-party gateways. Standard event types enable
observability within their own infrastructure.

6 Browser-native AI

EventSource API handles SSE transport natively.
Standard payload schema enables a single JS
library for any provider's streaming responses.

7 Protocol stack completeness

MCP (agent-to-tool) is standardized. A2A is
emerging. Inference streaming is the gap in the
middle. This draft fills it.

8 HTTP intermediaries

Proxies and security appliances extract generated
text with one parser, one canonical field
(delta.text), any provider.
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Proposal: Keep SSE, Standardize the Schema
SSE (text/event-stream) stays — only the JSON schema inside data: lines needs agreement

SSE transport : No changes needed:

• Already W3C/WHATWG standard

• Works on HTTP/2 and HTTP/1.1

• Used by OpenAI, Anthropic, Google,

  Cohere, Mistral

• WebTransport binding as future phase

JSON schema : Needs agreement:
• Standard event: types (TLV-style)

  T = event type (content.delta, ...)

  L = implicit in SSE framing

  V = JSON body with standard schema

• Text always at delta.text

• Sequence numbers for ordering

Today:

event: message
data: {"choices":[{"delta":{"content":"Hello"}}]}

event: content_block_delta
data: {"type":"content_block_delta",
       "delta":{"text":"Hello"}}

data: {"candidates":[{"content":...}]}

Proposed:

event: content.delta
data: {"v":"1.0",
       "seq":1,
       "type":"content.delta",
       "delta":{"text":"Hello"}}

Same SSE transport — standard JSON inside.
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The Opportunity — Why Now
Industry convergence is already happening:

• MCP donated to Linux Foundation (AAIF) — Dec 2025

• OpenAI, Google, Anthropic all participating in AAIF

• Google A2A, IBM ACP emerging for agent interaction

• Industry appetite for standards is proven

But nobody is working on the wire format:

• AAIF/MCP covers agent-to-tool interaction only

• No IETF work on inference streaming payloads

• Each vendor treats their API schema as a product decision

• Window is open while the ecosystem is still forming
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Proposed Approach / Next Steps

1.  Standard media type
     application/llm-request+json — one Content-Type for all AI inference

2.  Converge on SSE + JSON
     Already the dominant transport; works on HTTP/1.1 and HTTP/2

3.  Standard event taxonomy and JSON envelope
     stream.start, content.delta, tool.call, stream.end
     Generated text always at delta.text; sequence numbers for ordering

4.  IETF Internet-Draft targeting agentproto
     Narrow scope: payload schema and event types only

Looking for: co-authors, feedback, and interest from vendors
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Thank You
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