
Presentation 
Title.
Presented by:

Using a Little’s-Law-Based Queueing-Theoretic 
Approach for Congestion-Window Updates

Improving throughput–delay efficiency through stationary-delay regulation

Dumisa W. Ngwenya
IETF ICCRG · 22 July 2026

Based on the article:
D. W. Ngwenya, M. C. Hlophe, and B. T. Maharaj, "TCP Congestion Control Algorithm 
Using Queueing Theory-Based Optimality Equation," Electronics, vol. 14, no. 2, p. 263, 
Jan. 2025, doi: 10.3390/electronics14020263.



The throughput–delay operating-point problem
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Existing TCP algorithms generally select their operating points through loss, delay 
response or bandwidth probing. They do not explicitly regulate the sender around a 

queueing-theoretic stationary-delay operating point.

This leaves a measurable throughput–delay efficiency gap, in terms of normalised
Kleinrock Power.



Existing TCP Approaches vs Proposed Method

3

Approach Primary mechanism Main limitation

Loss-based TCP
Responds to congestion 

loss
High standing queues and 

loss cycles

Delay-based TCP
Regulates delay or queue 

estimates
May underutilise variable 

paths

BBR
Estimates bandwidth and 

propagation RTT
Does not explicitly enforce 

Kleinrock optimality

Proposed method
RTT-regulated queueing-

theoretic control

Requires a suitable RTT 
target



Network-as-queue model plus Little’s Law
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Little’s Law 𝑳 = 𝝀𝑹 relates the mean number of items in a queueing system to the mean throughput 
and the mean time spent in the system

In TCP, Little’s Law gives the fundamental relationship between in-flight data, throughput and RTT



Queueing optimality motivates stationary-delay regulation

• Sensitivity to load
– From Little’s Law, 𝑳 = 𝝀𝑹, differentiating with respect to 𝝀,

𝒅𝑳

𝒅𝝀
= 𝑹 + 𝝀

𝒅𝑹

𝒅𝝀
.

– At a stationary-delay operating point,
𝒅𝑹

𝒅𝝀
= 𝟎 ⇒

𝒅𝑳

𝒅𝝀
= 𝑹.

• TCP interpretation:
𝑹target = 𝜶𝑹min, 𝜶 ≥ 𝟏.

– Regulating RTT around R Target provides a sender-side mechanism for approaching the 
stationary-delay operating condition
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Under the adopted single-bottleneck model, this condition motivates operation 
near the base BDP and a favourable throughput–delay trade-off.



RTT deviation becomes a congestion-window correction

• Predictor step: Estimate the in-flight operating point implied by the measured RTT deviation:

𝑳𝑘+1|𝑘
𝑝𝑟𝑒𝑑

= 𝑳𝒌 +
𝑹target − 𝑹𝒌

𝑹target
𝑾𝒌

RTT above target reduces the predicted in-flight level; RTT below target increases it.

• Corrector step: Convert the predicted in-flight correction into a congestion-window update:

𝑾k+1 = 𝑾𝒌 +
𝑹min
𝑹𝒌

𝑳𝑘+1|𝑘
𝑝𝑟𝑒𝑑

− 𝑳𝒌

The delay-normalised correction moves the congestion window towards the target 
operating point.
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Measure 𝑾𝒌, 𝐿𝒌, 𝑅𝒌 Predict 𝑳𝑘+1|𝑘
𝑝𝑟𝑒𝑑 correct 𝑾𝒌+1 Network

Sender-side inputs only: congestion window, in-flight data, current 
RTT and minimum RTT.



Practical implementation considerations

• Minimum RTT tracking
– Periodic RTT probing, similar to BBR
– Update min RTT when a lower RTT sample is observed
– Detect persistent min RTT increases due to path changes

• Fairness and coexistence

– RTT probing drains queues and refreshes base RTT estimates
– Reduces bias from stale min RTT values
– Supports fairer operation with competing flows

• Slow-Start until 𝑅target is almost attained then QtSDR phase kicks in

• Default of 𝛼 value of 1.2 chosen empirically

• Denoted TcpQtSDR (Queuing-theoretic Stationary-Delay Regulator)

7



NS-3 Simulation Results
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Simulation Topology: Shared Bottleneck Scenario
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Btlneck link: 100Mbps

One-way btlneck delay: 20ms 
Base RTT: 40ms

Buffer size: large, approximately 5 × BDP

Access links: much greater than 100 Mbps

Access delay: 0.01 ms
Send/receive buffers: greater than 5 × BDP



QtSDR keeps in-flight data close to the base BDP
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Loss-based algorithms sustain large standing queues, while QtSDR remains near the 
intended operating region.



QtSDR reduces both RTT level and dispersion
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QtSDR delivers the strongest throughput–delay efficiency
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Median Normalised Power: QtSDR ≈ 0.79; BBR ≈ 0.49; loss-based TCP ≈ 0.20.



QtSDR remains efficient as buffer size changes
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QtSDR retains high fairness, although BBR is highest
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Jain index: QtSDR 0.962; BBR 0.998.



Conclusion

Queueing theory provides a practical RTT-regulation principle

• A stationary-delay condition can be translated into a sender-side 
predictor–corrector congestion-window update.

• In the evaluated shared-bottleneck scenario, QtSDR stays near the 
base BDP, substantially reduces RTT and achieves higher Normalised 
Power while retaining high fairness.

• The results support explicit operating-point regulation as a 
complement to loss response and bandwidth probing.

• The next step is adaptive target selection under variable capacity, 
heterogeneous RTTs and coexistence with deployed TCP algorithms.

15



Presentation 
Title.
Presented by:

Can an RTT target be 
adapted online without 
losing stability, fairness or 
coexistence?
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