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From Centralized to Distributed Artificial Intelligence (DAI)

Core Concepts of DAI

Distributed computation, storage, and learning

for agents to collaborate toward shared goals

• Key Paradigm Shift

From: Data travels to compute

To: Compute travels to data

Localized
Processing

+ Parallel
Computation

= Faster
Intelligent Responses

Key Requirements

• Communication-efficient model sharing

• Real-time responsiveness

• Location-independent execution

• Dynamic task allocation

Distributed AI

“Moving Algorithms to Data”
Autonomous multi-system processing

Edge AI

“Near-source Processing”
Static edge servers

෍.

Federated Learning

“Coordinate Local Training”
Central aggregator + Distributed data

Centralized AI

“Moving Data to Algorithms”
Cloud/server Processing
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Open Challenges

AI-Driven Apps

Multimodal inputs and frequent model updates 

require scalable exchange & real-time 

processing across distributed systems

Images/ Video 

Streams
Text DataIoT Sensors

Increasing AI Complexity

Large models and datasets place increasing 

demands on computing infrastructure

Server-Centric Limitations

Poor scalability and responsiveness for tasks 

operating on high-volume network data flows

Serverless Struggles

Current serverless platforms struggle with 

compute- and latency-sensitive AI workloads

Communication Bottleneck

Frequent AI model updates create excessive 

communication bottlenecks
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Existing DAI Approaches

• Federated Learning: Central aggregator creates single point of failure, network overhead from 

client-server model, depends on stable end-to-end connectivity

• Distributed Multi-Agent Systems: Tight coupling to host location, increased latency during 

mobility, complicated service discovery

• Open problems: Computation is bound to endpoints, not to data (centralized aggregation, 

complex discovery, and mobility disruption)

Conventional Network

• Endpoint-centric computation

• Lack of in-network processing

• Excessive data movement

Information-centric Networking (ICN) for DAI

• On-path result reuse

• Coordinator-free inference and aggregation

• Multipath, multicast model update distribution

Network

Receiver
Sender

ccnx:/robot/status

Network

Cache

Receiver

Distributed AI

coordination
In-network

computing



• NFN: named functions locate remote compute and trigger in-network execution

• NFaaS: function placement, dynamic execution via lightweight unikernels, runnable at any node

o Limitation: compute-intensive tasks hold long-lived PIT state, increase scalability, DDoS risks

• RICE: decouples function invocation from result retrieval with thunks, no persistent network state

o Limitation: overload Interest semantics for parameter passing and execution control

• CFN: builds on RICE for distributed edge computing

o Limitation: Users need to know available services in advance

• Research gap: Low-cost service discovery, manages contextual state across dependent AI tasks

for stateful, multi-step AI workloads
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Prior Work on In-Network Computing

Requirement for DAI

The network must resolve AI functions on demand and preserve contextual state 

across dependent tasks as named data



• Adaptive In-Network Task Execution for Low-Latency DAI

o AI functions/inference tasks invoke as in-network services (object detection, anomaly analysis)

o Request-to-computation (R2C): Treats intermediate outputs/computation as named functions 

o State management: contextual state and intermediate results as versioned named data objects[3]

o version tags ensure dependent tasks fetch the correct result, not a stale one

o enables reuse of prior computations and seamless handover without recomputation
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System Design

𝒇𝟑, 𝒇𝟒

1

38

4
cachecache

5 coordinate 

function6

fetch 

data
𝒇𝟏, 𝒇𝟐

7 2

Task requester 

(agent)

Task requester 

(agent)

AI tasks
𝒇𝟏, 𝒇𝟐 , . . 𝒇𝒏

User-defined 

model

Comput

e node

Data 

producer

[3] H. Asaeda, H. H. Hlaing, and M. Mosko, “CCNx Content Versioning,” IETF, Internet-Draft draft-asaeda-icnrgccnxcversioning-00, Mar. 2025, work in Progress.
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Content-Aware Function Execution

1. Contextual state management mechanism

• Task requests via data-centric expressions “𝑡𝑎𝑠𝑘1(𝑑1)” or “𝑡𝑎𝑠𝑘2(𝑑2)” referencing named data

• Extended ICN naming with versions (v1, v2, …) for stateful function execution by tracking task evolution

• E.g., Vehicular object detection via ICN Interest “/vehicle/task 1/ v1” (function + data)

• Version progression : 𝑣𝑡+1 = ∅(𝑣𝑡, 𝛿), where ∅ = sequential counter, 𝛿 = update event

ICN routerR2 R1
CN2CN1

execute

execute

cache

cache

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2

𝒅1 𝒅2

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2

Int: 𝑡𝑎𝑠𝑘1(𝑑1)

Int: 𝑡𝑎𝑠𝑘2(𝑑2)

Int: 𝑡𝑎𝑠𝑘1(𝑑1)

𝒕𝒂𝒔𝒌𝟐𝒕𝒂𝒔𝒌𝟏

Int: 𝑡𝑎𝑠𝑘2(𝑑2)
Int: 𝑡𝑎𝑠𝑘2(𝑑2)



8

Function Execution

2.1 Node Selection: A compute node receives Int and confirms its eligibility

o 𝜌: ℱ → 2𝐶𝑁, 𝑓 ↦ 𝐶𝑁𝑘 ∈ 𝐶𝑁 𝐶𝑎𝑝 𝐶𝑁𝑘, 𝑓 = 1}

o Select the optimal compute node (capacity score + available resources): 𝑎𝑟𝑔 max
𝐶𝑁𝑘∈𝑝(𝑓)

(𝐶𝑎𝑝 𝐶𝑁𝑘 , 𝑅𝑒𝑠 𝐶𝑁𝑘 )

o Minimize communication and execution cost: min
𝐶𝑁𝑘∈𝑝(𝑓)

𝑙 𝑟, 𝐶𝑁𝑘 = σ(𝑖,𝑗)∈𝑝(𝑟,𝐶𝑁𝑘)

𝑠𝑖𝑗

𝑐𝑖𝑗
+ 𝑑𝑖𝑗 + 𝑇𝑒(𝑓, 𝑑, 𝐶𝑁𝑘)

2.2 Computation: Computes 𝑓 𝑑 → 𝑟𝑒𝑠𝑢𝑙𝑡, returns D = (Name(𝑣𝑡+1), result) with the incremented version

ICN routerR2 R1 CN2CN1

execute

execute

cache

cache

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2

𝒅1 𝒅2

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

D: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2

Int: 𝑡𝑎𝑠𝑘1(𝑑1)

Int: 𝑡𝑎𝑠𝑘2(𝑑2)

Int: 𝑡𝑎𝑠𝑘1(𝑑1)

𝒕𝒂𝒔𝒌𝟐𝒕𝒂𝒔𝒌𝟏

Int: 𝑡𝑎𝑠𝑘2(𝑑2)
Int: 𝑡𝑎𝑠𝑘2(𝑑2)
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Adaptive Data and Function Coordination

Int1: 𝑡𝑎𝑠𝑘1(𝑑1)

R1 ICN router CN2CN1

executecache D1: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

D1: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘1

DP

Int2: 𝑓𝑒𝑡𝑐ℎ (𝑑1)

D2: 𝑔𝑒𝑡(𝑑1)

Int1: 𝑡𝑎𝑠𝑘1(𝑑1)

Int3: 𝑡𝑎𝑠𝑘2(𝑡𝑎𝑠𝑘1 𝑑1 )
Int4: 𝑓𝑒𝑡𝑐ℎ (𝑓2)

D4: 𝑔𝑒𝑡(𝑓2)

cache D3: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2
D3: r𝑒𝑠𝑢𝑙𝑡_𝑡𝑎𝑠𝑘2

execute

𝒕𝒂𝒔𝒌𝟏 𝒕𝒂𝒔𝒌𝟐 𝒅1

Missing Data or Function

Neither 𝑓 ∈ 𝐹 nor 𝑑 ∈ 𝐷 is colocated on 

compute node 𝐂𝐍𝟏

3. Coordination Process

1. 𝐂𝐍𝟏 receives 𝐈𝐧𝐭𝟏 but lacks data 𝒅𝟏
2. Issues 𝐈𝐧𝐭𝟐 to fetch missing data from DP

3. Once 𝒇 and 𝒅 available, executes task

4. Returns 𝐃𝟏 with result to requester

Function Coordination Example

𝐢𝐧𝐭𝟑 : 𝒕𝒂𝒔𝒌𝟐(𝒕𝒂𝒔𝒌𝟏(𝒅𝟏))

Uses previous result as input, fetches 𝒕𝒂𝒔𝒌𝟐
logic from 𝐂𝐍𝟐 if needed
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Evaluation Scenario

Parameter Specification

ICN implementation 
PiCN: Open-source Python ICN 

Framework[4]

Task Image-based object detection

Models YOLOv3, YOLOv5, YOLOv7[5]

Dataset nuScenes dataset[6]

Avg. data object size 180 KB (images)

Communication delay 2 ms

Bandwidth 10 Mbps

Network topology 30-node BA topology

Nodes
5 requester, 10 data producers, 3 

compute nodes, and 12 ICN routers 

Workload Poisson arrival: 5 requests/sec/requester

[4] U. of Basel, “PiCN: Named Function Networking Project,” Source Code Repository on GitHub, 2023, visited on 03/02/2025. [Online]. Available: https://github.com/cn-uofbasel/PiCN.

[5] G. Jocher, J. Qiu, and A. Chaurasia, “Ultralytics YOLO,” 2023. [Online]. Available: https://github.com/ultralytics/Ultralytics.

[6] H. Caesar et al., “nuscenes: A multimodal dataset for autonomous driving,” arXiv preprint arXiv:1903.11027, 2019.

Fig. Evaluation topology



• Fig. (a): Supports multiple model complexities, 4.2 s (YOLOv3), 3.6 s (YOLOv5), and 4.1 s (YOLOv7)

• Fig. (b): Lower task completion time (mean: 3.6 s) vs. cloud (4.7 s) and edge (4.1 s)

• Fig. (c): Improved inference throughput (0.2768 inf/s), edge (0.2588 inf/s) and cloud (0.2244 inf/s)

• Summary: ICN with latency-aware task placement → practical for scalable/responsive DAI

11

Experimental Results

Fig. (a). Avg. inference latency Fig. (c). Task execution throughputFig. (b). Task completion time



• Fig. (d): Highest task success rate within 100-ms threshold 96.6%, edge (90.5%), cloud (80.2%)

• Fig. (e): Maintains > 99% accuracy under increasing detected objects; edge 95.2%, cloud (94%)

• Fig. (f): Successful real-time detection of diverse urban objects with high confidence scores

• Summary: Low-latency, reliable detection under complex conditions validates applicability for

safety-critical applications (e.g., traffic monitoring and autonomous vehicle perception)
12

Experimental Results

Fig. (d). Task success rate Fig. (e). Compute accuracy Fig. (f). Object detection on an urban street scene
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Experimental Results

Fig. (g). Data availability

Fig. (h). Fault tolerance

Retransmission Pressure

Interests per satisfied Data during jitter/loss:

3.5-4.0

Edge/Cloud

1.2

Ours

Key Resilience Advantages

• State-aware execution avoids redundant recomputation

• Adaptive node selection redirects tasks upon failures

• ICN multicast forwarding bypasses lossy links

Scalable under high request loads in unreliable DAI

Fault tolerance and Resilience

Under 5% packet loss: 96.3% availability vs. edge (82.7%) 

and cloud (78.9%)



• Adaptive in-network task execution for real-time decision-making in latency-

sensitive intelligent services
[1]

• Design

o Dynamic resolution and fetching of named functions using ICN
[2]

o Contextual state management to preserve intermediate results with versioning

o Seamless function handover, faster recovery, and efficient reuse of prior computations

o Low-latency task coordination with a minimum inference latency and task success rate

• Future directions

o Adaptive function placement based on workload patterns

o Predictive task scheduling using workload patterns and network dynamics

14

Summary

[1] H. H. Hlaing and H. Asaeda, "Inference by Name: Adaptive In-Network Task Execution for Low-Latency Distributed Intelligence,” Proc. IEEE GLOBECOM, 2025.

[2] H. H. Hlaing and H. Asaeda, "Accelerating Collaborative Edge Learning through Verifiable Data-Centric Gossip Protocol,” Proc. IEEE INFOCOM, 2026.



E-mail: htethtethlaing@nict.go.jp
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