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BGP BFD Strict Mode Problem

* RFC 5880 defines BFD. RFC 5881 says what to do for single-hop
BFD. RFC 5883 says what to do with multi-hop BFD.

* RFC 5882 says “Here’s generically how you use BFD for your
protocol!”
e ...and there’s not a ton of details involved.

* Allimplementations using BFD to protect BGP sessions
consistently takes the session Down when BFD goes down.

* The real issue is consistency with when you wait for BFD to go Up!



When does BGP care about BFD Up?

* Some implementations, under some circumstances, cared that
BFD was Up before you let the BGP session go up.
* Especially for features like “BFD Hold-down” where an implementation

keeps the BGP session down after a session bounce until BFD has been
Up and stable for a period of time.

* Other implementations were happy to let BFD go to Up after BGP
has gone up.
* ... but how long should you wait? And what happens if it never goes
down?

* These two contradictory behaviors can lead to deadlocks where
one side is waiting on BFD to go Up first and the other is waiting for
BGP to go to Established first.



Solution, pick one.

* The chosen behavior is to not let BGP transition to Established by
sending a KEEPALIVE without BFD being Up.

* To make sure implementations agree this is how we do things, a
new BGP Capability is used - BFD Strict-Mode.

* Easy... right?



FSM

* The entirety of our desired behavior, “wait to send your KEEPALIVE
until BFD goes Up” is what most people need for their code.

* To add these cases to BGP documents, you need a giant amount
of text.
* What you also need is new events. BFD strict-mode, along with

SendHoldTimer (RFC 9687) required us to add new events.
Centrally coordinating these things hasn’t been done in prior FSM

impactful work like Graceful Restart.
* One of our choices was to model this as sub-states.



FSM (2)

* Most of the churn in the versions was due to needing to adjust the
text from discussing whether we were waiting in OpenSent and
OpenConfirm.

* We figured out we had a bug partially because we were evaluating BGP
FSM modeling as part of BGP over QUIC

* After fixing a large amount of text, the behavior change on the wire
was... zero. Thisis a reminder how noisy and burdensome the
FSM is.

* Partially motivates questions about what we do about the FSM in
RFC4271-bis.
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* The simple answer was an “administrative” draft to create an IANA
registry for BGP events.

* The contents of this draft was solely “what do we need to support
SendHoldTimer and BFD strict-mode”.



Ready to last call

* BFD strict mode is shipping and has multiple interoperable
Implementations.

* SendHoldTimer has been a shipping RFC for a while.
* The IANA FSM registration draft is also ready to go.

e Time to last call.



Questions?
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