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Motivations
• Hyperscale AI training clusters (~100K GPUs) 

increasingly adopt multi-plane scale-out 
topologies to reduce the total number of switches 
and links.


• Each RNIC is multi-homed across all disjoint 
planes, with a dedicated physical port or breakout 
subport attached to one leaf switch per plane.


• As no inter-plane switching links exist, the RNIC 
assumes full responsibility for cross-plane path 
selection and global load balancing:


- it continuously evaluates per-plane reachability and 
even path bandwidth to implement weighted ECMP.
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FARE-in-SUN vs FARE-in-MPSON
• FARE-in-SUN [I-D.xu-rtgwg-fare-in-sun] 

extends FARE-BGP [I-D.xu-idr-fare] from 
switches to GPUs for multi-plane scale-up 
networks. 


• The same adaptive routing logic applies to 
multi-plane scale-out networks, with two 
core differences:


- FARE-BGP sessions terminate on RNICs 
rather than GPUs.


- Without route table suppression, multi-plane 
scale-out networks require route tables 100× 
larger than those in scale-up networks.
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Route Table Suppression
• Rationale for route table suppression:


- In a multi‑plane scale‑out network with 100K GPUs and four planes, each plane 
may propagate up to ~100K host routes – a total of 400K routes. 


- Storing ~400K routes on an RNIC is impractical. 


- Installing ~100K host routes into the FIB of switches is also suboptimal.


• Two approaches for routing table suppression:


- Route aggregation with unreachability notification.


- Selective route filtering via Prefix ORF [RFC5292].
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Route Aggregation with Unreachability Notification
• Route aggregation is applied as leaf switches advertise routes to spine switches. 


• Unreachability notification resolves the blackholes issue via two methods:


- Normal route advertisement with the Path Bandwidth extended community set to zero. 


- Unreachable prefix advertisement defined in [I-D.wang-idr-bgp-upa] and [I-D.krierhorn-idr-upa].


• Upon receiving an unreachability notification, the RNIC updates its forwarding table as 
follows:


- Locate the longest-matching aggregated route covering the unreachable host route prefix.


- From the aggregated route’s next-hop set (populated with next-hops across multiple planes), remove 
the next-hop corresponding to the plane from which the unreachability notification was received.


- Install a host route for the affected destination using the remaining next-hops from the aggregated 
route.



Selective route filtering via Prefix ORF
• Each GPU only communicates with a limited, predefined peer set, due to 

collective communication patterns in distributed AI training clusters. 


• RNICs need not to store host routes for all remote RNICs.


- Address Prefix ORF [RFC 5292] may be used to request only required host routes.


• Switches could avoid installing host routes for RNICs into FIB. 


- Upon receiving host routes from attached RNICs, leaf switches mark these routes 
with the FIB-Suppress Extended Community, indicating the routes could be 
omitted from FIB installation.


- The FIB-Suppress Extended Community is a transitive AS-Specific Extended 
Community.



Next Step
• Any suggestions or comments?
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