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The Problem

What every operator wants

An IPv6-only network: 
• one addressing plan · one IGP 
• one resolution protocol 
• one filter surface

What endpoints still demand

IPv4 connectivity, for years to come: 
• applications still speak it 
• customers still buy reachability on it 
• the ecosystem still expects its shape

The standard answers today: dual-stack, or translation (464XLAT, MAP, DS-Lite, ..). 
The first keeps a full dual architecture, the others share addresses and trade away per-host endpoint identity.

Missing: a standard for native IPv4 as a service on an IPv6-only segment.

Lived cost of the parallel architecture: 10,000 hosts, 500,000 ARP requests per second.



Completing the Picture

RFC 8950

Published 2020 · deployed at scale

IPv4 routes carried with 
IPv6 next-hops (BGP)

DEPLOYED

draft-ietf-intarea-v4-via-v6

In Last Call

Router-to-router IPv4 
forwarding over IPv6-only 
interfaces

IN LAST CALL

draft-vanmook-intarea-ipv6-
resolved-gateway

Requesting adoption

Host-to-router first hop: 
no ARP, no IPv4 subnet

THIS DRAFT

+ +

Together: single-stack network architecture, dual-stack endpoints



The Ecosystem Expects an IPv4 Address

Default Gateway:  ___ . ___ . ___ . ___

1

Everything expects it

Every API, IPAM, provisioning and billing 
system expects an IPv4-shaped address as the 

IPv4 default gateway.

2

Changing that: decades

The notion of what a gateway looks like is 
baked into every textbook and every software 

implementation everywhere.

3

So don't change it

One sentinel value in the existing field — 
192.0.0.11 — triggers the new behavior. 

Everything else stays as-is.

Keep the shape. Change what it means.



Already In Production — Without A Standard
Provider Workaround

Hetzner routes: [ to: 0.0.0.0/0, via: 172.31.1.1, on-link: true ]

OVH post-up route add <x.y.z.254> dev eth0

Scaleway iface eth0 inet static ... pointopoint 62.210.0.1

None of this is in any RFC. None of it is interoperable across providers. 
Every IPAM, provisioning and billing system knows what an IPv4 gateway looks like —  
these workarounds exist because changing that is harder than working around it.



The Mechanism

DHCPv4 Router Option (Option 3)  =  192.0.0.11

1 Host receives 192.0.0.11 as IPv4 default gateway

2 Instead of ARP → consult IPv6 neighbor cache for router MAC

3 IPv4 packet sent in link-layer frame to first-hop router

4 Router forwards natively — no IPv4 address on any interface No subnets 
No ARP 

No tunneling 
No translation



Incremental Deployment — No Flag Day

Unmodified hosts

Router answers ARP for 192.0.0.11 
IPv4 forwarding works unchanged 
Zero host-side changes required

Updated hosts

Link-layer address resolved from IPv6 neighbor cache 
ARP eliminated entirely

✓  No changes to DHCPv4 clients or servers

✓  Host stack implements new resolution behavior (Section 4)

✓  Router needs no per-host state

✓  Deploy one host at a time



Verified — Both Tiers

Windows 11 macOS Android iOS

Linux FreeBSD ChromeOS

Unmodified hosts - verified. Router answers ARP for the sentinel, no changes to OS or DHCPv4 config

Updated hosts — reference implementations.  New resolution path per Section 4.

Hosts: Linux daemon (functional) · systemd-networkd patch · FreeBSD daemon — no kernel patches

Conformance lab (zero-ARP assertion) · router example configs for five vendor platforms

github.com/remcovanmook/v4-with-v6-nh



The Router Side — Three Duties
1 · Own the sentinel (ARP tier for unmodified hosts)

ip addr add 192.0.0.11/32 scope link dev eth0

2 · Return path per RFC 8950  - one host route per /32, however learned

ip route add 198.51.100.7/32 via inet6 fe80::7 dev eth0

3 · Section 5.2 — never forwarded, either direction

nft add rule inet filter forward ip daddr 192.0.0.11 drop 
nft add rule inet filter forward ip saddr 192.0.0.11 drop

Vendor examples in the repo:  IOS XR · JunOS · SR OS · EOS · RouterOS — router/vendor-configs/



Security

ARP attack surface: eliminated on updated segments; reduced to a single predictable exchange per 
unmodified host.

The sentinel address itself:

Topology-independent

Carries no subnet membership information; reveals nothing 
about the network it serves.

Never in forwarded packets

MUST NOT appear as source or destination in any forwarded 
packet (Section 5.2).*

Unreachable and unspoofable from off-link

Any attack involving the address is confined to the local link, 
volumetric or otherwise.

ARP inspection becomes trivial

The router is the only legitimate ARP responder on the segment. 
Inspection collapses to one port rule; no snooping or binding 
table required.

* -01 erratum: the -01 text derives the off-link properties from Source=False; the correct basis is the Section 5.2 forwarding prohibition (IANA table requests Source=True). Fixed in next revision.



Status and Next Steps

Document draft-vanmook-intarea-ipv6-resolved-gateway-01 (June 2026)

History RIPE 91 lightning talk (Oct 2025) · IETF 124 (Nov 2025) · -00 Apr 2026 · -01 Jun 2026

Discussion int-area@ietf.org — all -00 feedback incorporated in -01 · RIPE Labs + ipv6-wg review

Implementation
3 host implementations · conformance lab + matrix · 5 vendor router configs 
github:remcovanmook/v4-with-v6-nh

Open issues Source-basis erratum (fix queued) · ND health prerequisites · MAY-level ARP fallback (WG 
input wanted) · vendor configs not hardware tested

Requesting WG adoption — comments welcome.


