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Motivation: Different Communication Algorithms and Network Architectures

Shape Network Efficiency
Different network architecture for

Different comm. algorithm for All-Reduce primitive LLM training workload
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(b) 3D-Torus: distributed, (c) Rail-Optimized: centralized.
All-Gather Step 0 All-Gather Step 1 symmetric switching capacity. hierarchical switching capacity.
Ring Algorithm In-network Computing * Torus arch.: efficient for adjacent comm., but
(reduce-scatter+all-gather) (in network reduce+broadcast) less suitable for imbalanced workloads

* GPU would receive redundant data + GPU receive final reduced result | + Rail-optimized arch.: efficient for imbalanced

« Inefficient implementation - Efficient implementation workloads, but may incur multi-hop forwarding

Question: Can we define metric to quantify network efficiency for LLM training?
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Requirement: Defining a Meaningful Efficiency Metric

communication network data subsequent
data generation communication reduction neural network
A \ r 2 \ ———*—— computation
GPU 1 GPU 1
GPU 2 GPU 2
GPU 3 : GPU 3
T 1
data awaiting intermediate data computationally
reduced in communication effective data

Requirement 1 | Distinguishing
Computationally Effective Data
* Not every byte advances computation.
* Metrics should measure “effective” data.

(a) Comumunication
i in PTD-Parallelism. L

HBD (Scale Up)

HBD (Scale Up)

(b) 3D-Torus: distributed.
symmetric switching capacity.

Requirement 2 | Characterizing architecture -
traffic fit

 Training traffic is sparse and non-uniform.

(c) Rail-Optimized: centralized.
hierarchical switching capacity.

» Metrics should characterize topology-traffic fit.

Requirement 3 | Being diagnostic
* Pinpoint the source of inefficiency.
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Switching Efficiency (7): measuring computationally effective data throughput per
provisioned switching capacity

GPU1 GPU1

GPU2 GPU2

Point-to-Point I
comm.

GPU3 GPU3
@ Ap=3-D
GPU1

GPU2

GPU3
= = [

©Ap=3-2.3-1) k

Computationally effective data increment/T YA, /T

Total switching capacity LRy
GPU1 GPU1 GPU1 GPU1 GPU1 GPU1
- i3 E - E | Spine Spine
A o Switch 1 *** Switch M
GPU 2 o 'GPUZ GPU 2 . .5 GPU2 GPU2 Aii - GPU2 SW|tCh|ng . .
-Gather educe-scatter- ., - .
= comm. & I comm. | l oorir:.ce n Resource R.S'Pine —>
GPU3 . GPU3 GPU3 GPU3  GPU3 GPU3 Leaf Leaf
= - . Switch 1 *** Switch N
— RLea . .
M Ap=3-2-(3-1) (©Ap=3-2 () Ap=3-D \ )
GPU1 GPU1 GPU1
GPU
-® s EON ol B = | R mml-- m .l/ \. Hl---lmllm
Allto-All cPU2 cPu2 All-to-All ki In—-GPU = -
dispatch _ % oo % . . _ combine i ) e e
g‘x;f:f)’ : (:xfé'rﬁf EE.E /htgerver In-Server In-Server In-Server
Rin—server Switch *** Switch Switch °*** Switch
N | I e i - O | [ O

(DAD=3-3Q‘(3~])~1

N;D P2P, All-Reduce
Ko D(N; —1) All-Gather, A2A-comb.  (D: size of full gradient/
o D Reduce-Scatter activation tensor per GPU.)

D(N; — 1)k, All-to-All disp.

Effective data increments associated with
different communication primitives
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lllustrative aggregate switching capacity in a two-tier
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Breakdown: Decomposing n supports diagnosis of data, routing, and port-
utilization efficiency
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n quantifies the efficiency gap; its decomposition shows where efficiency is lost
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What 7, 6, and y reveal beyond Algbw:

« n — Shows each algorithm'’s remaining gap
to the network’s ideal AllReduce performance

e fandy

= Show whether 7 is limited by unused
switching capacity or by received data that
does not become effective

= reveal why some algorithms achieve
higher algorithm bandwidth than others

 Experiment with ForestColl — A declining 6
reveals underused switching capacity as GPU
scale increases

NS-3 AllReduce efficiency metrics across 16-128 GPUs
8 GPUs/server with NVSwitch; 3,600 Gb/s GPU-NVSwitch and 400

Gb/s inter-server comm. via a single switch (DGX H100 configuration)
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» Appropriate bandwidth
allocation can improve 6 in
3D-Torus
(0:0.32 = 0.57)

Rail-Optimized
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Different network design choices affect y, 4, and 0 differently

> Larger servers can improve 6
and & for MoE training on Rail-
Optimized network
(9:0.21 - 0.58,6:0.41 > 0.99)
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» In-Network Computing
effectively improve y for
Dense-model training
(v:0.64 — 0.99)
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Dense and MoE model training workload reveal y, §, and 0 limits

« Data Efficiency (y) — Redundant data reception is an important communication-efficiency bottleneck

» Routing Efficiency (6) — MoE All-to-All traffic poses a major Routing Efficiency challenge in current
network architectures

» Port Utilization () — Rail-Optimized shows higher 8 in this evaluation, while MoE workloads remain

challenging
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Large scale evaluation: 4,096-GPU simulation comparing 3D-Torus and Rail-Optimized. Each point is one simulated parallelism-
configuration experiment: Dense varies TP degree from 1 to 8; MoE varies EP degree from 2 to 128. 8/9
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From an individual draft to interoperable IPPM work

Summary
« n— How large is the efficiency gap?
* ¥, 8, and 8 — Why does the gap occur?

- ¥: data-related loss
- 6: routing-related loss
- 0: capacity-utilization loss

Question

« How to design representative workloads to make Switching Efficiency results
meaningful?

» How can the required measurements be collected conveniently and reproducibly?

Our draft

* draft-ye-ippm-switching-efficiency-02 9/9



