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RPKI and the Role of Relying Parties

O Resource Public Key Infrastructure (RPKI)

@®RPKIl is a public key infrastructure that represents the allocation hierarchy of IP address

space and AS numbers

@ Resource holders use RPKI to publish cryptographically verifiable signed objects, such as

ROAs and ASPAs, to provide authoritative information for secure BGP routing

O Relying Party (RP) links the RPKI repository to routing system
@ Retrieves RPKI objects from distributed RPKI repositories
@ Validates resource certificates, CRLs, manifests, and signed objects

€ Generates validated output, such as Validated ROA Payload (VRP), for use by routing

systems



Motivation

O Why Do We Need RP Benchmarking?

®Various RP implementations are available, and they may differ in their internal validation

workflows and processing strategies

€ Some deviations from RFC requirements can be difficult to identify without controlled

repositories and well-defined test cases.

€ Operators and implementers currently lack a common methodology for evaluating RP
validation behavior

O Key Question

®How can we consistently evaluate and compare the correctness and processing

performance of RP implementations under reproducible conditions?
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Document Scope

O In scope
€®Benchmarking RPKI RP implementations in controlled laboratory environments
®Black-box assessment based on externally observable output
€ Functional correctness of required validation procedures as the primary evaluation
objective)
€®End-to-end processing time from validation start to VRP availability
O Current output focus
#Validated ROA payloads (VRPs) generated by RP
®\alidated output of other signed objects are outside current scope

Correctness is the most important property of an RP: performance improvements are
meaningful only when the RP produces the correct validated output
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Black-box Benchmarking Model

O Servers: Host and publish the controlled RPKI
repositories.

O SUT: Retrieves and validates the RPKI objects
published by the Servers, and provides its validation
output to the Controller.

O Controller: Controls the repository contents, starts the

tests, and compares the SUT" s output with the

expected output.

No access to the RP’ s internal validation process is required



General Test Methodology

O Start from a known-valid repository
O Introduce one test condition at a time

O Keep unaffected baseline VRPs distinguishable

Build a valid baseline repository
Run the SUT and vlerify baseline VRPs
Modify one objlect or condition
Perform a coId—stlart validation run
Compare generated VRlPs with expected VRPs
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Functional Correctness Tests

O The test cases are derived from validation requirements defined in the relevant RPKI RFCs
€ cvaluate whether an RP correctly performs the required validation procedures and produces RFC-
conformant output

Category Test Cases

Baseline processing Valid repository

Encoding and syntax validation DER, certificate, CRL, manifest, ROA

Certificate signature, resource containment,
issuer relationship

Signed object validation Invalid signed-object signature

Certification path validation

Manifest processing Hash mismatch, missing object, extra object

O Each test defines:
€ Objective: the RFC requirement being evaluated
€ Procedure: the controlled repository condition introduced
€ Expected Results: the expected change in tlge generated VRP set



Examples

Example #1: Malformed ROA

Baseline Repository

TA
|

CA-1

+--Manifest
+--CRL
+--ROA-1 - VRP-1

+--ROA-2 - VRP-2 Replace ROA-2

+--ROA-3 - VRP-3

Baseline: {VRP-1, VRP-2, VRP-3}

Expected result:

VRP-2 are absent
Other VPRs remain present

>

Test Repository
TA
|
CA-1
|
+--Manifest
+--CRL
+--ROA-1 - VRP-1
+-- Malformed ROA-2
+-- ROA-3 - VRP-3

Example #2: Malformed Manifest

Baseline Repository Test Repository

TA TA

| |

CA-1 CA-1

| |

+--Manifest +--Malformed Manifest
+--CRL +--CRL

+--ROA-1 - VRP-1 +--ROA-1 - VRP-1
+--ROA-2 - VRP-2 Replace Manifest +-- ROA-2 - VRP-2
+--ROA-3 - VRP-3 _—> +-- ROA-3 - VRP-3

Baseline: {VRP-1, VRP-2, VRP-3}

Expected result:
* VRP-1, VRP-2, and VRP-3 are absent
* VRPs from other publication points (if any) remain present



Processing Time Test

O Objective

€ Measure end-to-end processing time for a one-shot validation run

O Measurement interval
& Start: the Controller starts the validation run

€®End: the SUT makes the generated VRP set or equivalent validation output available

O Procedure
@ Prepare a test repository with a predefined set of RPKI objects
€ Record start and end timestamps

& Calculate total elapsed wall-clock time



Next Step and Open Discussion

O Expand the Test Coverage
€ Add additional test cases, such as CRL processing and processing-time tests under

daemon-mode operation

O Feedback Requested
@ Should the test setup define a fixed baseline repository and its expected baseline VRP set?
@ Should each test case define the exact repository modification and the corresponding
expected VRP set?

O Comments and suggestions on the test coverage and level of specification

are welcome!

Thanks to Jorge Cano and the FORT RP development team, and Mikhail
Puzanov for their reviews and constructive feedback



