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What this document focuses on
Define a repeatable and controlled benchmarking workflow for routers implementing ROV.

Provide standardized metrics that allow side-by-side comparison across products and 
software versions.

Keep the DUT at the center and isolate external noise so that observed differences are 
attributable to ROV behavior.

Draft progress
draft-lg-bmwg-benchmarking-methodology-for-rov-00, IETF 125

draft-lg-bmwg-benchmarking-methodology-for-rov-01, 9 Apr., 2026
The updates are based on the comments from Christian Giese (RtBrick) during the IETF 125 meeting

draft-lg-bmwg-benchmarking-methodology-for-rov-02, 7 June, 2026
The updates are based on the comments from Maria Matejka (BIRD Team) in the SIDROPS mailing list

draft-lg-bmwg-benchmarking-methodology-for-rov-03, IETF 126

Overview of the Document
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Motivation

Growing deployment, no common 
yardstick
 ROV deployment is increasing, but there 

is still no standardized device-level 
benchmarking methodology.

Need apples-to-apples comparison
 Without common inputs, timers, and 

metrics, results across products and 
software versions are hard to compare.

Scale and churn matter
 Operationally relevant evaluation 

depends on VRP scale, update churn, 
CPU and memory cost, and convergence 
impact.

BMWG-style discipline is needed
 The draft follows the BMWG approach: 

controlled variables, repeatable 
procedures, and comparable reporting.

Move beyond feature demonstration
 The goal is to characterize speed, 

stability, and recovery behavior, not just 
to verify that a feature exists.

The draft fills a clear gap:

There is no standardized and 
repeatable way today to 
benchmark ROV behavior on 
routers.
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Test Setup

RTR Emulator

DUT (ROV enabled)

 Router under test with 
ROV enabled, stable 
RTR session, and a 
defined policy on 
affected BGP routes.

BGP Generator
 Provide the baseline RIB-in 

and injects precisely selected 
prefixes whose state will be 
impacted by ROV.

Data-plane Tester
 Controlled forwarding 

load to study how 
traffic load is affected 
by control-plane ROV 
behavior.

RTR

BGP

Load

 Mirror a real cache or 
generate synthetic VRPs, 
overlap/conflict cases, and 
controlled resets.

DUT configuration
 Disable unnecessary 

protocols, telemetry, and 
services; rate-limit logging; 
record knobs such as 
multipath and max-prefix.

RTR input requirements
 Support controlled 

bursts such as 100 to 
10,000 VRPs/s; support 
additive updates and 
withdrawals.

Baseline BGP load
 Use a stable full-table 

RIB-in; the document 
gives an example on 
the order of 800k to 
1M prefixes.

Traffic profile
 Record frame size, 

traffic rate, pattern, 
and whether traffic 
hits prefixes affected 
by ROV events.
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Benchmarking Tests

Latency-oriented Scale & Stress Robustness/Recovery

ROV Update Processing Latency
 Time from RTR update 

transmission to the DUT 
applying the VRP change.

ROV Validation Latency
 Time until affected prefixes 

finish revalidation after the 
VRP change is installed.

BGP Convergence with ROV
 Convergence for routes 

affected by ROV state changes, 
compared with an ROV-
disabled baseline.

VRP Scalability
 Behavior across larger VRP 

tables such as 50k, 100k, 500k, 
and 1M.

VRP Churn and Stress
 Bursts and sustained churn, for 

example 100 to 10,000 VRPs/s, 
queueing, delay, and correctness.

Resource Utilization
 CPU, memory, and saturation 

thresholds under idle, sync, 
churn, and ROV-driven 
convergence.

RTR Session Behavior
 Session reset, 

primary/secondary failover, 
full resync timing, and 
malformed-PDU robustness.

Together, these tests answer three 
questions:
1) How fast is ROV processing?
2) Where is the scalability limit?
3) Does the implementation remain 
stable during faults and churn?
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C1: I have spotted that you never consider the RTR data scale and structure in 

your draft. That may have significant impact on the measured values. The 

parameters are:

 Scale: Total count of ROAs

 Coverage: Percentage of the whole address space covered by ROAs, compared to the 

address space announced by routes

 Structure: Probability that a randomly chosen ROA is also covered by another ROA

Revisions

 Extending VRP/ROA dataset input conditions: The draft now asks tests to report not only 

VRP set size and churn, but also the total number of ROAs/VRPs, VRP coverage relative 

to the announced routing space, and VRP overlap characteristics.

Comments on V-00 and Our Revisions
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C2: In Section 6.1, it may be different whether the one single RTR update 

should modify one or more VRPs, and also whether it is invalid-by-bad-asn or 

invalid-by-too-long.

Revisions

 Clarifying VRP update and validation-change characterization: Section 6.1 now clarifies 

whether an RTR update affects a single VRP or multiple VRPs, and whether the operation 

is an addition, withdrawal, or modification. The draft also asks tests to document the 

type of validation-state change triggered, such as origin-AS mismatch or prefix-length 

violation.

Comments on V-00 and Our Revisions
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C3: In Section 6.2, the measured data may be different based on 

scattering of the changed VRPs; i.e. whether the VRPs hit the same or 

different parts of the ROA tree.

Revisions

 Adding affected-prefix locality control: Section 6.2 now asks tests to control and report 

whether affected prefixes are localized within the same region of the validation structure 

or distributed across different regions.

Comments on V-00 and Our Revisions
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C4: In Section 6.3, I am confused by step 3 which should probably say “via 

BGP”, not “via RTR”; also in step 5 the start time of the timer does not 

make much sense to me.

C5: Probably this is another test to consider, i.e. checking also how long a 

single BGP change propagates with versus without ROV.

Revisions

 Refining BGP convergence tests: Section 6.3 now separates VRP-triggered BGP 

convergence from BGP-triggered convergence with and without ROV. It also clarifies 

timer definitions by distinguishing end-to-end convergence from post-VRP-installation 

BGP convergence.

Comments on V-00 and Our Revisions
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C6: In Section 6.7, you are measuring dry RTR convergence but why not 

measure full BGP recalculation afterwards as well?

Revisions

 Extending RTR recovery measurements: Section 6.7 now includes BGP recalculation and 

convergence after RTR session recovery, cache failover, or full resynchronization. This 

treats RTR recovery as a special case of ROV-triggered BGP convergence when restored 

VRP state affects installed BGP routes.

Comments on V-00 and Our Revisions
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Summary of Main Updates

Extended VRP/ROA dataset input 
conditions1

Clarified VRP update and 
validation-change characterization2

Added affected-prefix locality 
control3

Refined BGP convergence tests4

Extended RTR recovery 
measurements5

Expanded reporting requirements6
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Seek feedback and comments

Collaborations are welcome

Finish the prototype implementation

Participate in the IETF 127 Hackathon

Next Step
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Thanks! 


