Reasoning Agents,
Rethought Data Structures

If agents can reason and talk, can they settle differences in operational models and instances themselves
— leveraging thin and flexible standard references?
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THE MOMENT

Two shifts — flip sides of one coin

° Agents can think and talk e Data structures can be optimized
Cognitive agents reason about their own models and hold We can design lexicons, ontologies and models to support
a real conversation with a peer. The integration no longer cognitive-agent capabilities and workflow — lightening
has to be pre-agreed and frozen into a common model — the traditional requirement to extend and maintain
it can be worked out between them. models for strict adoption.

One coin: because agents can reason, the data structures they consult can be thinner — and thinner data structures are more
flexible, and more easily extended and maintained.
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THE IDEA

A thin reference — a lexicon, not a shared model

Rather than adopt a common data model or ontology, each agent is given the Data model - ontology - lexicon
other’s effective reference lexicon — which may be a reference lexicon proper
(going forward), or one distilled from its own data model or ontology — and the Data model — a grammar (e.g. YANG) carrying
two are aligned to each other. meaning implicitly; concrete, but rigid.
Ontology — rich, relational, expensive to agree, and
What one lexicon entry carries rarely present.
id a stable identifier
— thin, identity-only, cheap to publish.
preflabel + synonyms the names people use Minimally fixed, maximally flexible.
shallow class the kind of thing it is
disambiguating definition a gloss that separates true from false matches The relationships each side needs stay in its own model
or ontology. The reference only has to pin identity.
canonical example one instance — often the decisive tie-breaker
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THE DEMO C WALKTHROUGH 1/6 >

Two agents, two different native models

Agent T fronts an optical/OTN domain as ONF TAPI. Agent | fronts the same physical network as IETF TEAS/OTN. Neither adopts the other’s
model.

@ Agent T — ONF TAPI proxy tap y / tapi-co ivity @ A2A message bus cl nd £ Agent | — IETF TEAS proxy R + otn-topo-yang

Boot. Operator-X optical/OTN domain, exposed as ONF TAPI. I hold my Agent T (TAPI) message/send - Boot. Peer controller, same physical domain, exposed as IETF TEAS.

own lifted ontology; I will NOT adopt a foreign model. I keep my own ontology too.
Lifting my data model to my ontology (entities + my own Agent T opens the exchange over the A2A-T bus: interoperate
relationships) with no model agreed in advance — lift, disclose and align our
) references, take what corresponds for free, converse over only v Entities: te-node » TP » link ; per-layer networks ;
the residual. TTP. Layering: STACKED networks via supporting

» Lifting mine.

te
v Enti de(FD) » NEP(LTP) » Link ; layer-protocol-name tags ;
Connecti Service » SIP. Layering: ONE multi-layer topolog)

Agent I (IETF) eSSs¢ accept-method

Agent I accepts the method over the bus.

THREE KINDS OF ONTOLOGICAL DIFFERENCE — AND THE AGENTS SETTLE EACH

C LEXICAL naming ) ( DETAIL abstraction / granularity ) C SCOPE composition / coverage )

The setup: same physical domain, two independently authored data models. They open an A2A bus and agree a method — lift, disclose
references, align, take what corresponds for free, converse over only the residual.
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WALKTHROUGH - ALIGN, PASS 1 < WALKTHROUGH 2/6 >

Label pass — cheap candidates, including a trap

tapi:Link el

tapi:ForwardingDomain = candidate ietf:node

tapi:NodeEdgePoint = candidate ietf:termination-point

= candidate

tapi:NodeEdgePoint letf:tunnel-termination-polnt

Matching on names alone over- and under-proposes.

The false cognate: tapi:NodeEdgePoint label-matches ietf:tunnel-termination-point — buta T TTP is a tunnel head, not a link end.
Everything here is a candidate, unconfirmed — the label pass only proposes what the next pass must check.
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WALKTHROUGH - ALIGN, PASS 2 < WALKTHROUGH 3/6 >

Gloss + example pass — confirm, reject, gap

Four outcomes from four candidate rows:

tapi:NodeEdgePoint | & closeMatch - hi | jotf:termination- point

X rejected

tapi:NodeRuleGroup | *closeMatch -med | jatf.connectivity-matrix

tapi:ServiceInterfacePoint | Mo correspondent

The definition and canonical example decide: TTP is rejected (its example is a tunnel head); node-rule-group € connectivity-matrix,

labels differing, is confirmed by gloss; ServicelnterfacePoint is a scope gap. Survivors are published — relate once, reuse many; the rest goes to
the conversation.
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WALKTHROUGH - SETTLE WALKTHROUGH 4/6

Start with lexical gaps — resolving them begins to settle the rest

None of the three gaps — lexical, detail, scope — is easily fully closed. But lexical alignment is where you start — and good lexical references create a better starting point. And
resolving lexical gaps helps to surface and characterize detail and scope gaps.

DETAIL - abstraction / granularity SCOPE - composition / coverage

1 multi-layer node 2 1 te-node per layer + supporting-node TAPI self-extends: PHOTONIC NEP + OTSi + mapped SIP

The same ROADM is one element in TAPI, several in IETF — closed by a derived transform, A layer the IETF model doesn’t carry — the deficient side self-extends and records it
not a rename. against the reference.

identity = settled by reference cor ondence alone (same entry, references joined by a ¢ ource mapping — published or established at runtime). = structure = correspondence pins identity but the

scope = one side has no apt reference and self-extends, recorded against the space
KIND REFERENCE ENTRY WHAT HAD TO HAPPEN SETTLED BY
identity ref:ForwardingElement node 2 te-node
identity ref:LinkTerminationPoint NEP 2 termination-point
identity ref:TopologicallLink link 2 link
identity ref :SharedRiskGroup risk-characteristic 2 te-srigs
identity ref :ForwardingConstraint node-rule-group & connectivity-matrix
structure ref :ForwardingElement + ref:Layer 1 multi-layer node 2 1 te-node per layer + supporting-node
structure ref:LinkTerminationPoint layer-tagged NEP stack 2 TPs placed in per-layer networks
structure ref:LayeriSignalType ODU type + capacity 2 tributary-port/slot allocation

structure ref:Service endpoint-intent 2 path-oriented tunnel

scope ref :TunnelAnchor TAPI self-extends (PHOTONIC NEP+OTSi+mapped SIP)

scope ref:ClientAccessPoint IETF self-extends (inter-layer client TP + te-service-mapping)
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WALKTHROUGH - INSTANCES

A separate step: which specific instances co-refer

A separate matching probler
with a confidence — not b

PHYSICAL ELEMENT AGENT T HANDLE

Node A1 t-ne-01

Node A2 t-ne-02

Node A3 -ne-e3

ROADM R1 -rd-11

ROADM R2 -rd-12

ROADM R3 -rd-13

AGENT | HANDLE

node Al

node A2

node A3

R1

R2

R3

AGENT V HANDLE

site S-Al

site S-A2

site S-A3

MATCHED ON

shared key: mgmt-addr 10.0.0.1

shared key: mgmt-addr 10.0.0.2

shared key: mgmt-addr 10.0.0.3

shared key: mgmt-addr 10.0.1.1

ere one

< WALKTHROUGH 5/6 >

, then attribute agreement, then topology/structure), each

structure: spurs to A2 (near-miss vs R3, resolved by topology)

structure: spurs to A3

Type alignment said which Kinds correspond. This settles which individuals are the same thing — from

evidence, not names.

Evidence, in order: a shared key where one exists (mgmt-addr) - attribute agreement - topology. The ROADM near-miss (R2 vs R3) is
resolved by structure — its spurs. A vendor’s proprietary handles co-reference the same way.
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PUTTING IT TOGETHER

Two reconciliations, one shape — types, then instances

Align the types Each model binds to its own lexicon; the two align by reference — near-identity, high-confidence.

What doesn’t correspond is closed by conversation — detail by a derived transform, scope by self-

Reconcile the residual ;
extension.

Which individuals co-refer — from evidence: a shared key - attribute agreement - topology, not
names.

Reconcile the instances

Translate, translate back, compare — both directions. Only a faithful round-trip lets a real network

Validate before acting e

Steps 1-2 settle which kinds correspond; step 3 settles which individuals are the same thing.
Same shape — reference-anchored, evidence over names — but instances match on keys, attributes and topology, not definitions and examples, and only once the types align.
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WALKTHROUGH - SCALE C WALKTHROUGH 6/6 >

A third model joins — the work scales as N, not N?

3 models : 3 binding sets — the generation work scales as N, not N2

The pairwise translators still exist, but you do not author N2 of them: each model binds once into the shared space (N binding sets) and the path between any two is composed through the references — relate once, reuse many. This holds on one condition: the cross-
source mappings are shared, published infrastructure. Re-derive them per pair and the work returns to N2. Each agent keeps its own ontology and reconciles structure by conversation only where it must.

The generation work The pairwise translators

2

binding sets — each model binds once into the shared paths still exist — but you compose them from the N bindings,
reference space. Relate once, reuse many. rather than authoring each one from scratch.
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TAKING IT BACK TO THE IETF

How to make data structures fit an agentic Al ops world

Declare reference bindings

Write disambiguating text + a canonical
example

Make relationships machine-readable

Stand up a public lexicon layer

Give instances stable keys

IRTF NMRG - Vienna 2026

Say, machine-readably, which lexicon entry each model element denotes — so
binding is a lookup, not a guess.

The example is often what breaks a false cognate. Ship one per concept.

Correspondences and cross-source mappings as first-class, published artefacts —
not prose in a PDF.

Thin, identity-only, reusable. This is the condition that keeps the binding work at
N, not N2.

Instance co-reference rides on real keys and attributes; provide them so agents
don’t have to guess.
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