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Motivation
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• Collective communication (AllReduce, MoE dispatch/combine) is a key bottleneck 
for large-scale AI training and inference in data centers

• In-Network Aggregation (INA): switches aggregate data in flight

– Traffic reduction, lower latency, frees host cycles

– Forms an overlay tree on DC fabric 

– Coupled with a reverse multicast process, which also forms a tree

• This draft: a forwarding-layer framework — unified encoding for both trees 

and drives data movement in both directions

• Use cases:

– All-Reduce (aggregation first, multicast second)

– MoE (dispatch/multicast first, combine/aggregation second)

– Reliable Multicast (multicast first, ack aggregation second）



Core Idea: One Encoded Set, Two Directions
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• Every endpoint gets an index

• A set of endpoints = a bitmap or a node list; a 
tree = bitmaps or lists registered at nodes

• Aggregation direction (leaves → root):

– Packet carries P-set = whose contributions are 

inside the packet

– Node merges payloads based on the registered A-

set

• Multicast direction (root → leaves):

– Same set encoding = destination set; stateless 

replication based on port-set mapping (BIER-like)

• The two opposite directions use the same set

encoding method (but possibly different tree 
shape)



Why a Unified Encoding 
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Compact
Efficient encoding of the destination set, the provenance 
set, and the tree state

Hardware friendly
AND / OR / equality → wide bit-wise logic at line rate

Stateless multicast
No pre-built tree, no per-flow state; aggregation state = 
one host set per node per job

Highly dynamic sets
Target set is on per packet basis — changes with zero 
signaling (essential for MoE)

Exact & self-describing
Idempotent operation; no fragile counters; partial results 
name their missing contributions

Direction agnostic
One tree drives both directions; MoE combine tree auto-

installed by dispatch; reliable multicast ack aggregation 
tree auto-installed by multicast

Topology independent
An index names an endpoint, not a path; rerouting 
changes nothing



Why Not BIER
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• Multicast direction can adopt BIER's bit-position encoding (as a set encoding method) + 
replication behavior — but RFC 8279 alone cannot realize the framework

1.  Direction
Same bitmap, two meanings: destination set (multicast) vs. 

provenance set (aggregation). Aggregation terminates, 

buffers, modifies — outside BIER forwarding.

2.  Job / tenant ID
Bit space and A-BM / C-BM state are per job; packets must 

bind to their namespace. Multi-tenant isolation.

3.  Sequence number
Pair contributions per chunk / token; keep pipelined chunks 

apart; de-duplicate retransmissions before OR(P-BM).

4.  Encoding type
Flat bitmap is not always right (next slide), and a node list is 

better in sparse case — header must say how the endpoint 

set is encoded.

Scope: only what nodes need to forward / replicate / aggregate correctly. Header format → companion document.



Encoding Efficiency at Scale
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• Flat bitmap length grows with domain size N — 10⁴–10⁵ endpoints exceed header budget and 
switch match width

Dense sets (large K)

Hierarchical bitmap: pod-level + intra-pod levels, matching the DCN topology and 
per-level trees
Multiple parallel trees: partitioned bit spaces, per-partition roots + second-stage 
aggregation

Sparse sets (small K)
Node list: K × log₂N bits (indices of set bits)
Worth it only when the domain is very large AND K is very small — INA payloads are 
big (MTU gradient chunks, multi-KB tokens), so header cost is a ratio, not bytes

Processing trade-off
Flat bitmap: fixed offset, single-cycle wide logic — the default
Hierarchical bitmap: multi-part parsing, split/merge at branches
Node list: variable length, set ops; hardware converts to internal bitmap, bounding K

Encoding style selected per job (encoding-type field); translation possible at domain boundaries.



Status and Next Steps
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• This draft (-00): forwarding-layer framework, three first-class use cases (AllReduce, 

MoE, reliable multicast), gap analysis, scale/encoding analysis, security 
considerations.

• Questions to the group:

– Is the unified encoding framework a useful basis for INA standardization?

– Preferred home: extension of BIER encapsulation vs. new encapsulation reusing node 

index semantics?

– Interest in reviews and collaborations — feedback welcome on the list

Thank you!   — haoyu.song@futurewei.com  ·  zhoutianran@huawei.com



Backup Slides



Use Case 1: AllReduce  (aggregate → multicast)
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• Setup: control plane maps a Virtual Aggregation Tree (VAT) onto switches; each node 

registers its A-set (the set of the leaves below it)

• Aggregation phase (up the tree):

– Worker sends gradient chunk with P-set = its own index

– Node buffers + reduces; when OR(P-sets) = A-set, sends merged chunk upward with P-set = A-set

• Dissemination phase (down the tree):

– Root's A-set is reused directly as the multicast group — BIER-like stateless replication to all workers

• Timeout → partial result; its P-set says exactly who is missing → selective repair, no 

restart



Use Case 2: MoE Expert Parallelism  (multicast 
→ aggregate)
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• Dispatch: token multicast to its top-K experts, D-set = the K selected indices

– Every token picks a different expert set — per-packet stateless multicast is the natural fit

• Tree self-installation: at each branch node the dispatch packet leaves behind a C-set

(indices sent down each branch)

– The combine (reverse) tree is a free by-product of dispatch — no tree-construction protocol

• Combine: weighted expert outputs flow back; nodes merge until OR(P-sets) = C-set, 

then forward toward the source

– Gating weights applied at end hosts; switches only replicate and sum

• C-set state is transient — installed per token (group), reclaimed on completion or 

timeout



Use Case 3: Reliable Multicast  (multicast → 
aggregate)
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• Workflow: data multicast to selected nodes, and these node needs to send the 

acknowledgement to the source node

– In-network ACK aggregation can be applied to reduce the source load and accelerate the process

• Multicast follows the stateless replication

• Aggregation tree could adopt two approaches

– Tree self-installation: at each multicast branch node the multicast packet leaves behind a A-set

(indices sent down each branch)

– The aggregation (reverse) tree is a free by-product of multicast — no tree-construction 

protocol

– Independent aggregation tree is installed on selected tree nodes through A-sets



Security Considerations (highlights)
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• INA is more exposed than plain forwarding: switches read/modify user data; endpoints 

influence forwarding via bitmaps/nodelists

• Deployment assumption: single administrative fabric; control plane authorizes jobs, bit 

assignments, resources

• Per-job isolation: sets from different jobs must never combine (job ID binding)

• Set validation at ingress: a crafted D-set is a traffic-amplification vector

• State exhaustion: transient C-set state needs per-job quotas + timeouts

• INA header confined to the INA domain boundary; Considerations of RFC 8279 also 

apply to the multicast direction
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