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Problem Statement & Scope
• Question arose during the mcast4ai side meeting about extending 

existing protocols vs creating new protocols for this problem space.
• AI training and inference generate P2MP traffic patterns
• Training collectives require identical delivery to many receivers
• Unicast replication does not scale to large GPU clusters
• Draft evaluates mechanisms. SR-P2MP, PIM-SM, and BIDIR-PIM are 

valid for stable-membership actions like model distribution and 
AllReduce, but none of them solve ACK aggregation or dynamic MoE 
membership.

• BIER is good with dynamic membership. 
• Should we extend BIER's bitstring for AI or does this warrant a new 

protocol? 
• Draft does not define a protocol. Intended to help evaluate the 

problem space and may help form a new mcast4ai wg someday.



AI P2MP Traffic Patterns
• Training collectives (AllReduce, AllGather..) have stable group 

membership for dense models
• MoE All-to-All expert dispatch are dynamic, per-token receiver subsets; 

gradient sync across replicas still uses stable-group AllReduce
• Checkpoint/weight distribution is P2MP in shape; in scope only when 

carried over RDMA/RoCEv2
• Inference-serving patterns often have per-request/per-token dynamic 

membership, unlike stable training collectives



Transport-Layer Requirements
• Latency/jitter sensitivity: straggler effects make tail latency a critical 

metric
• RDMA/RoCEv2 compatibility: BTH-in-UDP transport model
• ACK aggregation: N receiver ACKs must collapse to one before 

reaching the sender's NIC, avoiding ACK implosion
• Congestion control: integration with PFC/DCQCN; packet spraying 

complicates per-flow signals
• Scalability: thousands of endpoints, multiple simultaneous 

communication groups



Extending BIER for MoE, etc
Arguments For:
• Existing IETF standard, multi-vendor implementations, faster path to 

deployment
• Changing which receivers get a packet requires no control-plane 

signaling, unlike tree-based mechanisms that must rebuild state on 
membership change

• BIER well-suited to highly dynamic membership (e.g., MoE)
• Header is payload-agnostic, carries RoCEv2/BTH without modification
Limitations:
• No native ACK aggregation, a fundamental gap for AI P2MP
• Bitstring size limits scale; hierarchical domains add complexity
• BIER has no defined congestion-control interaction and its BGP/OSPF-

based control plane converges on network timescales not the 
millisecond, per-iteration group churn MoE workloads require.

• ACK aggregation requires per-group state, contradicting BIER 
stateless design



Defining a New Protocol
Arguments For:
• Purpose-built for ACK aggregation, RoCE/BTH compatibility and 

congestion control from the ground up
• AI data center is a distinct environment from WAN/campus
• Enables co-designed interworking points (source ToR, smart NIC/DPU) 

for ACK aggregation
Limitations:
• Requires new implementations across ASICs, NICs and control-plane 

software
• Needs a new or expanded IETF working group charter
• Operators may be reluctant to deploy without an established track 

record
• Risk of vendor fragmentation if a timely standard doesn't emerge



Comparative Analysis
• ACK aggregation is required for correctness at RDMA/RoCEv2 P2MP 

scale
• Interactivity is poor for every existing protocol. Biggest unsolved 

problem.
• BIER / PIM-SM / SR-P2MP: one-way trees, no return path
• BIDIR-PIM: bidirectional tree topology, but still pure replication. No 

reduction/combining semantics
• Highly dynamic group membership (e.g., MoE expert routing) requires 

fast, lightweight group formation. Not long-lived tree setup
• Adding stateful, per-group ACK aggregation to BIER abandons 

stateless design. 
The result is effectively a new protocol wearing BIER's forwarding header, 
without the benefit of being designed that way from the start

• Authors current leaning: a purpose-built protocol designed around 
these requirements from scratch



Open Issues (Apply Regardless of Mechanism)
• ACK aggregation point: source ToR (needs BTH-aware silicon), host 

software agent (breaks kernel bypass), or smart NIC/DPU (cleanest, 
needs programmability)

• BTH classification in the network: opcode is buried in the UDP 
payload, invisible to standard switch forwarding, requires P4 or DPI

• Interaction with packet spraying: ACK path can't be assumed 
symmetric with the data path; source ToR aggregation is robust to 
spraying



Where to go with this
• Very early. Informing and getting feedback, not proposing adoption
• No mcast4ai wg exists yet to hold this and other mcast4ai drafts
• pim wg is equipped to evaluate multicast protocol-mechanism 

tradeoffs, chartered for IP multicast protocol development
• Future option: add mcast4ai protocol language to PIM's charter
Scope boundary, if worked on in PIM:
• BIER extensions  BIER WG→
• Routing control-plane extensions  RTGWG (etc.)→
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