Artificial Intelligence In
Standards Participation

Some thoughts and some (early) tools




Al is increasingly used to
research, write, Implement,
and participate in Internet
standards efforts



Not Inherently Bad

... maybe even good - really good

« Saves time for busy people

* "Help me construct an agenda for my WG"

e "Catch me up on what's happened"”
 Deepens understanding

* "Help me understand this issue”

« "Evaluate my proposal, considering others' stated views"
 Equity and accessibility

e "Translate this into my native language”

e "Translate my contribution into English”



But Also Deeply Problematic

* Groups are being flooded with Al-generated drafts
e Participants are sending voluminous Al-assisted messages
* Some semi- to fully-autonomous bots appear to be participating

* Distinguishing between "l use Al as assistive technology"” from "I
am cognitive bypassing" takes effort and time

» Old signifiers (eg effort to write an I-D, engagement on mailing list)
less valuable

 Meanwhile, more of our understanding of proposals and
consensus is mediated by LLMs
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... Or Even an Existential Threat?

* LLMs significantly lower the barrier for participation
 Bad actors
 Those who just don't want to put the effort in
* "Shower ideas"”

* |[ETF's authority comes from its pool of expertise - we produce
high-quality protocols based upon deep experience and
understanding

* All of this means that the IETF's openness may be a vulnerability

* It's hard to recommend taking serious work to a circus
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‘Rough consensus and running code’
are dogmas under direct and obvious threat
from LLM-assisted participation.”

Jon Peterson






Tool: 1etf-llm



ietf-llm

* Allows gathering a corpus of IETF materials
so that LLMs can query it

* Meetings, mailing lists, transcripts, issues, drafts, ballots, RFCs...
e Python, ~22,000 LoC -- local or cloud-hosted

 Three modes of operation

1. Local stdio MCP server <-- start here

2. Shared cloud HTTP MCP server

3. Gathering files for import into an LLM (e.g., NotebookLM)

« pipx install 1etf-1lm[local-embeddings]
# see docs to configure your harness
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"Explain why inference is such a contentious topic in AIPREF."
"What drafts are being actively discussed in HTTPBIS?"

"What objections are likely to my proposal to WEBBOTAUTH,
given concerns raised previously?"

"Review the last interim meeting of the AIPREF WG and
characterise any bias by the chairs.”

"Tell me what's going on in the TLS WG recently.”
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Tool: 1etf-skill



ietf-skill

Assistance for participating in the IETF

* Three skills (and growing).

 Markdown-only, no scripts, no dependencies.

« git clone https://github.com/mnot/ietf-skill.git
cd ietf-skill
make install

* OR, can install from ietf-lim if you're already using that:

ietf-11lm —--install-skills

e Just my opinions - still early days!
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https://github.com/mnot/ietf-skill.git

letf-interpreting skill

Norms for reading what a group decided before you claim it

* Feeling resolved # resolved — convergence among vocal participants is signal, not
outcome; nothing's decided until a chair declares it

 Consensus vs. votes — consensus is chair-declared, not counted; session polls just
read the room

* Finality — an uncalled point isn't open, and a called consensus can reopen; nothing's
final until Last Call, and WG agreement isn't IETF agreement

* Affiliation — aggregate implementer signal, don't attribute positions to companies;
email domain isn't affiliation

* Draft names — the prefix shows process posture, not weight; unadopted drafts have
no IETF status

* RFC streams — not every RFC is a consensus standard; check the stream

* Early stages — DISPATCH and BoFs mean "being considered," not "being worked on"
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letf-contributing sKill

Norms for putting words into the IETF record under your name

* Accountability — you draft, the human sends; they must understand and
defend it, not just approve it

* Disclosure — flagging Al involvement and how closely supervised

* The record — contributions are permanent, public, and bound by IETF rules

* Register — terse, technical, no boilerplate or filler

* Scope — staying within charter and on the actual question

* Grounding — anchoring claims in real, retrievable sources; no invented citations
* Fitting in — engaging with work in flight rather than dropping cold proposals

* Not re-litigating — respecting settled questions and the chairs' procedural calls

* Consensus — persuasion is by argument quality, not volume or "+1" floods
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letf-http skill

Creating and reviewing HTTP-using specs

 Based upon BCP56 + HTTP editorial style
 Early days

* Very promising
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Time to Discuss Policies



IETF Policy Considerations

Tools are probably not enough

* |Is pointing an LLM at a list and asking it to argue a point
autonomously disruptive conduct?

* |s stating that you believe another participant is an autonomous
LLM and so you're ignoring it harassment / unprofessional?

* What if it's someone who's just using an LLM in a "sloppy"
fashion? (both questions)
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IETF Policy Considerations

Tools are probably not enough

« Some have talked about disclosure requirements. Can we
make them stick, and are they worth the effort?

* Could changing how we consider new work (e.g., discounting
drafts until we agree on the use cases) help?

 We are a radically open community. Previously, there was friction
against participation due to the effort required. Do we need to
reconsider the balance?

e Just as important as the rules:
what norms should we develop in our community?
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Links

 https://github.com/mnot/ietf-skKill

git clone https://github.com/mnot/ietf-skill.git

cd 1etf-skill
make install

* https://pypi.org/project/ietf-lim

pipx install ietf-llm[local-embeddings]

 Want both?
ietf-11lm --install-skills

 Both are moving very fast
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