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Methodology
1. Statistical analysis

• Take text statistics from each sampled draft 
document. About 2-3K tokens from each.

2. LLM ensemble

• Statistical results are passed on to a model 
ensemble in addition to the draft text.

• 4 models rate the text on 5 prose 
dimensions (0-10).

• Consensus rating reached.
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Style statistics: Disclaimer
• Algorithms are borrowed from stylometry and AI-detection 

literature [1]-[4].
• Each signal is weak alone. Moderate signal is 
• Technical documents are formal and may appear like AI.
• Non-native English prose triggers the tool [6], with or 

without AI.
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Style statistics
Statistic What it captures AI signal

Hedging density Common filler words (e.g., "load-
bearing")

r = 0.46

Average word length [1] Mean word length, in characters r = 0.45

Zipf exponent [2] Slope of the word-frequency distribution r = - 0.29

Guiraud index [3] Vocabulary richness, corrected for 
length

r = 0.25

Hapax ratio Fraction of words appearing exactly 
once

r = 0.23

Function-word ratio [4] Share of grammatical words (the, of, 
and)

r = - 0.22
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Sample draft
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Model ensemble
• Dimensions: uniformity, hedging, 

specificity, depth, originality 
(0-10).

• Prompt calibrated toward 
"probably human"; ties resolve to 
"review".

• Models default to clear when 
confidence is low, due to 
technical writting text 
characteristics [5].

{

  "signal": "clear",

  "ai_pct": 20,

  "agreement": "strong",

  "n_models": 4,

  "signal_votes": {

    "clear": 3, "review": 1

  },

  "scores": {

    "uniformity": 3, "hedging": 1,

    "specificity": 2, "depth": 2,

    "originality": 4

  }

}
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Timeline
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Style deviation
• Snapshot of the Jan-Apr 2026 with a 1,473 

draft corpus.

• using different models than current 
version.

• Machine-shaped style is present but lmited, 
does not seem to be growing (early to say).

• Strong signals often have non-AI 
explanations (drafting stage, non-native 
English).

• AI usage for draft writing appears more 
common but drafts are probably curated 
before submission.
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AI use by WG
Median score per group. The ranking tracks 
subject matter, not authorship:

• Top: abstract, framework-level work (AI, 
management), abstract prose.

• Bottom: wire formats and crypto, byte 
layouts, concrete mechanisms.

Group median n

dmsc 56% 14

nmrg 38% 19

ai 33% 10

... ... ...

mls 14% 9

nfsv4 13% 9

cbor 12% 13
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Deployment: Website & API
Website: ietf.jaime.win/is-it-ai: paste a 
datatracker/RFC URL, generates a report.

Open API: same data. Free to use, both 
filtering to datatracker entries only.

$ http -b POST ...\

  | jq '{draft, signal, ai_pct, agreement, signal_votes}'

{

  "draft": "draft-jimenez-t2trg-mud-coap",

  "signal": "clear",

  "ai_pct": 16,

  "agreement": "unanimous",

  "signal_votes": {

    "clear": 4,

    "review": 0,

    "flagged": 0

  }

}

Endpoint Returns

GET /api/result/

{draft}

Cached full JSON

POST /api/analyze Analyze new draft

GET /api/stats Scan count + cost

Every scanned draft is a stable permalink. 
Corpus and live scans share one key.
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Cost
• ~$0.035/draft ➼ ~$35 per 1,000.
• Each model sees the same ~2.5k-token 

excerpt.

• Output varies: Grok "reasoning" is 
more expensive than concise GPT-4o. 

• Anthropic generally more pricey (Opus 
would be $0.026 per draft)

Model In Out $

Sonnet 
4.5

2716 369 0.0137

Grok 4.5 2646 969 0.0109

GPT-4o 2451 170 0.0078

Gemini 
Flash

2585 654 0.0024

Total 10.4k 2.2k 0.0348
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Whishlist
• Currently limited to v00 drafts. We could scan every new submission by default.

• Is it wise to add something like this to idnits? At least to check for hedging?
• Wider analysis instead of 2-3k tokens only
• IMO result are too lenient atm, how to improve?

• return Opus model to ensemble and increase its weight?
• Other statistical methods?

• English-as-a-second-language reproduce the same surface signals and get 
flagged more often [6]. Can account for that somehow?
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Q&A
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