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Background
• Network becomes the new performance bottleneck in AI clusters.
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➢ Explosive Growth: LLM parameters are growing from 
billions to trillions. The required GPU cluster scale is 
moving from 10K → 100K → 1M+ chips

➢ The Performance Equation:
Cluster Computing Power ∝ GPU Computing Power × 
Chip Count × Network Efficiency × Effective Run Time
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Theoretical
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Cluster scale

Network delay → 
Computing power loss

➢ Network Sensitivity: RDMA throughput degrades to 0 
with just a 2% packet loss rate

➢ Scale-Out Dependency: Driver of cluster scaling, 2× 
Switching Capacity enables 4× Network Scale
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Challenges in network performance
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• Why traditional Ethernet falls short in AI scenario: load imbalance, traffic 
incast, traffic randomness.

Load Imbalance (Hash Collisions)

Predominant large AI flows cause load 

imbalance and trigger congestion

Collective communication performance:
400G downlink / 200G uplink, drops by ~30%
100G downlink / 100G uplink, drops by ~100%

Traffic Incast

Incast traffic causes congestion and 

computing power loss

➢ Traditional Ethernet senders blindly push 
flows without receiver awareness → Packet 
loss, GPU idle, computing power waste

Traffic Randomness

➢ MoE models: Dominant by EP → constantly 
changing communication patterns, increased 
traffic randomness
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➢ PD disaggregation: Lots of small messages 
(7KB) → latency-sensitive, traffic bursts



About this draft
• This document introduce a Global Scheduling Ethernet (GSE) 

architecture for data centers used for AI computing.
➢ The GSE architecture aims to minimize the probability of packet forwarding 

congestion in the network and improve the efficiency of packet interaction.
• Implementation status:

➢ The forwarding function defined in the GSE architecture has been implemented in 
prototype hardware/software.

➢ Early performance data shows significant gains over traditional RoCE.
• This draft represents one of the current implementations used for AIDC. 

Hopefully, this draft will provide some information and get feedback and 
suggestions.
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• Divide network into three layers: 
➢ Control layer (Controller)
➢ Network layer (Leaf/Spine switch)
➢ Computation layer (GPU/XPU, NIC, etc.)

• This document mainly focuses on the implementation 
for network layer. The collaboration between network 
layer and computation layer is also required.

• Core GSE features:
➢ Credit-based authorization: Ensure the last hop 

does not lose packets due to insufficient bandwidth.
➢ Packet aggregation: packets are aggregated into 

uniform-size segments for forwarding.
➢ Improved ECMP: Distribute packets evenly across 

ECMP links and ensure that packets arrive at the 
receiver in an orderly manner.

➢ Working with PFC and ECN
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Scenario: GPU1 (Server1) sends traffic to GPU20 (Server3) 
• Precondition:

➢ Leaf1 knows the port-ID between Leaf3 and GPU20
➢ Port-ID is advertised via BGP (see draft-zhang-idr-portid-ec)

• Step 1 -- Credit Request:
➢ GPU1 sends a credit authorization request to GPU20
➢ Request queries whether the link bandwidth between Leaf3 

and GPU20/NIC20 is sufficient
• Step 2 -- Credit Grant:

➢ GPU20 responds with a successful reply
➢ Only after receiving the grant does GPU1 begin sending traffic

• Step 3 -- Data Transmission:
➢ Packets are aggregated into uniform-sized 

containers/segments with GSE header
➢ Packets are evenly sprayed across ECMP links at Leaf/Spine 

switches
• Request/response messages have a specific format.

GSE deployment scenario 1 --- Intra PoD
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Scenario: GPU1 (Leaf1) sends traffic to GPUX in another PoD

• Similar to Scenario 1, except that the credit negotiation 
devices are Leaf1 and Sspine. 

• GPUX routes may be learned from multiple SSpine. Leaf1 can 
negotiate credits with multiple links connected to Cores from 
multiple SSpines. 

➢ SSpine and its ports information linked to the Core is 
advertised via BGP (see draft-zhang-idr-portid-ec)

• Considering that different PoDs may be built by different 
switch vendors, GSE supports two deployment modes:

➢ Other PoD switches do not support GSE: GSE restores 
original packet before sending to Core layer.

➢ Other PoD switches support GSE: GSE encapsulation is 
maintained end-to-end.

GSE deployment scenario 2 --- Inter PoD
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• GSE header encapsulation is implemented using new Ethernet packet types. 

• GSE header encapsulation is used for transmission of uniform-size segments/containers. 

• GSE header encapsulation can also be used for credit negotiation before traffic transmission. 

• Switches need to support GSE header recognition and forwarding.

GSE header
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• The current version is only an overview. If you have more interest or think this 

work is meaningful, please let us know and we can add more information in future 

versions.

• Comments are welcomed. 

• Thank you!
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