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MOTIVATION

Operators already mix in non-RPKI data —
but there's no shared semantics

Today, in the field

SLURM (RFC 8416) already lets operators fold

local assertions & filters into RPKI validation

Local whitelists to avoid RPKI mis-config black-

holing customers

IRR-derived filters where ROAs don't yet exist

Vendor / regulator / consortium feeds

The problem

Each source is bolted on ad-hoc, in vendor-

specific ways

No consistent rule for who wins when sources

disagree

Supplemental data can silently weaken RPKI —

with no one noticing

This draft doesn't add a new data source. It gives operators a common, priority-aware way to combine the feeds

they already rely on — while keeping RPKI's authority intact.



THREE PRINCIPLES

What operators decide vs. what the framework guarantees

① Operator-defined

Priority assignment

Operators define the priority

tiers and which source sits in

which tier — data source,

assurance level, or local policy.

② Framework-guaranteed

Priority ordering (invariant)

A higher-priority result MUST

NOT be silently overridden by

lower-priority data. Conflicts are

surfaced, not hidden.

③ Operator-defined

Action per tier

Each tier maps to a local action:

drop / deprefer / warn /

monitor. Freely configurable &

need not differ.

Mechanism (②) is fixed and normative. Policy (① and ③) is entirely local.



THE ONE HARD RULE

Authoritative RPKI stays authoritative

// normative
Supplemental data MUST NOT silently
override a validation result derived
from higher-priority authoritative RPKI.

Default merge rule = highest-priority-wins; where tiers

disagree, the conflict is surfaced to the operator rather

than resolved silently.

What this protects (and what it doesn't)

Lower-priority Valid cannot quietly rescue an

RPKI Invalid — no silent weakening.

Operators may still assign any source the same

priority as RPKI if locally trusted.

Overriding is still possible — but only as an

explicit local exception, never silently.

We don't ask anyone to break RPKI. We make deviations
explicit.



WORKED EXAMPLE

Same inputs, operator-chosen tiers → operator-chosen actions

Priority tier Example source On Invalid Rationale

High Authoritative RPKI (ROA/ASPA) drop Strongest assurance

Medium Consortium / IRR-derived feed deprefer (lower loc-pref) Useful, not authoritative

Low Experimental / observational warn / monitor Visibility only

Flexibility is the point. Operators freely map each

source to a tier, and each tier to an action — the same

inputs can yield very different, locally-correct policies.

All of that flexibility sits under one guarantee: a lower

tier can never silently undo a higher one. → Flexible

policy, uncompromised RPKI.



DEPLOYMENT

Three models — a cost ladder, not a rewrite

Model A

Multiple caches / tables

One validation table per priority;
separate RTR sessions. Router
differentiates via existing route
policy.

No RTR / object-format change

No vendor code change

Per-tier action via operator
route-policy

BIRD already supports this today.

Model B

Priority-aware merge on router

Router pulls per-priority sessions,
merges into one table (highest-
priority-wins), then applies per-tier
action.

No RTR protocol change

Priority-aware ROV +
no-override

(vendor)

Per-tier action (operator config)

Model C

Explicit metadata in RTR

Priority / provenance carried in-
band; visible to downstream policy.
Richest, most explicit.

RTR extension

Router + RP change

Optional / future

Baseline (Model A) requires zero protocol & zero vendor-code changes. Move up the ladder only for stronger

explicitness.



SCHEMATIC

How the three deployment models actually work
Sources RP / Cache RTR Router

Model A

multiple
tables

Authoritative RPKI

Consortium / IRR

Experimental feed

Cache / RP #1

Cache / RP #2

Cache / RP #3

Router

table P1 (authoritative)

table P2 (consortium)

table P3 (experimental)

route policy differentiates

3 standard RTR sessions

Model B

merge on
router

Authoritative RPKI

Consortium / IRR

Experimental feed

Cache / RP #1

Cache / RP #2

Cache / RP #3

Router

priority-aware merge (highest-wins)

1 merged table

per-tier action, simpler policy

3 standard RTR sessions

Model C

RTR
metadata

Authoritative RPKI

Consortium / IRR

Experimental feed

RP tags priority
+ provenance

Router

1 table
per-object priority + provenance

metadata visible to policy

RTR extension

(in-band priority tags)

Three sources across three tiers. A keeps three tables (differentiated by route policy); B merges into one table on the router; both
leave RTR unchanged. Only C carries per-object priority in-band, needing an RTR extension (dashed orange).



DEPLOYMENT COST

What each stakeholder actually has to touch

Changes required Model A Model B Model C

RTR protocol none none extension

RP / cache software config only config only moderate

Priority + no-override logic via route policy in ROV engine in ROV engine

Per-tier Invalid action operator config operator config operator config

RPKI object formats none none none

Operators: can start with Model A on today's stacks — BIRD
/ OpenBGPD already validate via existing route policy.
Incremental and reversible.

Vendors: A needs no new code. B adds priority-aware ROV,
no-silent-override, and per-tier action on the router — but
no RTR change. Only C touches the RTR protocol.



IETF HACKATHON POC

OpenBGPD PoC — one prototype, three deployment models

Example levels
source ↔ priority ↔ action is fully reconfigurable

Level Data On Invalid

L1 RPKI-like deny

L2 local supplemental localpref 50

L3 AI / IRR-like large-comm 65001:100:3

Validation runs top-down: a decisive Valid / Invalid at one
level is not silently overridden by lower levels; NotFound →
check next level.

How each model realizes it

Model A — multiple tables

• Unmodified RTR + native ROV

• L1 = 1 RTR session

• L2/L3 = source-separated origin-sets in policy

Model B — merge on router

• RTR payload unchanged; 3 sessions @ priority 100 / 50 / 10

• Decisive priority kept: import → ROV → filter → bgpctl
• Supports ovs invalid priority N

Model C — RTR metadata PoC

• 1 session carries mixed-priority VRPs

• Per-VRP priority in reserved byte of Prefix PDU

• Proves per-object priority; changes RTR semantics (capability /
version negotiation)



CORRECTNESS

Prioritized, differentiated actions are correctly enforced

Input route Expected Actual result

10.0.1/24, AS65010 L1 valid → accept in Loc-RIB; ovs valid; localpref 100

10.0.2/24, AS65021 L1 invalid → deny invalid in Adj-RIB-In; not in Loc-RIB

10.0.3/24, AS65099 L1 invalid → deny; L2 valid can't override invalid in Adj-RIB-In; not in Loc-RIB

10.0.4/24, AS65041 L1 not-found; L2 invalid → localpref 50 in Loc-RIB; ovs not-found; localpref 50

10.0.5/24, AS65050 L1 not-found; L2 valid → accept; L3 no override in Loc-RIB; ovs not-found; localpref 100

10.0.6/24, AS65061 L1/L2 not-found; L3 invalid → community in Loc-RIB; large-community 65001:100:3

No lower-priority evidence overrode a higher-priority Valid or Invalid. B/C additionally surface the decisive priority (e.g. ovs
invalid, priority 50) in bgpctl show rib detail; A reaches the same routing action via source-separated policy input.



SCALE @ FULL-ROA RUN · 941,946 VRPS + 250K LOCAL SUPPLEMENT + 250K IRR-DERIVED

Cost comparison — same validation cost, different footprint

Model A configuration size (MB)

R/B/C configs at full scale: 448 B / 781 B / 632 B.

Full-ROA end-to-end validation time (s)

Incl. load, parse, index build & 250k-route validation.

Full-ROA measurement R: current RPKI Model A Model B Model C

OpenBGPD config 448 B 16.61 MB 781 B 632 B

bgpd -n parse 0.0042 s 1.035 s 0.0046 s 0.0045 s

ROV lookup (250k routes) 2.12 s 3.36 s 2.31 s 2.30 s

RTR payload 21.47 MB 21.47 MB 32.65 MB 32.65 MB

End-to-end validation time 11.98 s 17.51 s 16.45 s 16.39 s

Validation records 941,946 1,441,946 1,441,946 1,441,946
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FULL-ROA OUTCOMES

Priority turns "more data" into differentiated action

Supplemental data improves coverage

NotFound routes

83,469 73,746
−9,723 resolved

+8,764
newly Valid

+959
newly Invalid

Newly Invalid routes are not blanket-dropped — the action
follows the operator's decisive-priority policy for the tier that
produced the verdict.

Decisive-priority actions on Invalid

1,167 Rejected

142 Depreferred

817 Audit-tag only

The value of priority is not more filtering, but letting data of
different trust levels safely drive reject / deprefer / alert /
monitor — while high-priority verdicts stay intact.

high-priority confirmed Invalid

lower loc-pref

visibility / monitor



DOCUMENT STATUS

Version history & key changes from v01

-00
Oct 2025

first submission

IETF 125
Mar 2026

presented · Shenzhen

-01
Apr 2026

-02
Jun 2026
current

Key changes

RPKI stays authoritative

Signed RPKI data remains

authoritative; the draft does not

change global RPKI

authorization semantics.

Priority-safe semantics

Priority applies when inputs

differ in authority / assurance;

lower-priority data must not

silently override authoritative

RPKI.

RTR-first → three models

Mandatory RTR extension

replaced by Models A / B / C

with trade-offs; applies to both

ROA origin & ASPA path

validation.



SUMMARY & DISCUSSION

Necessary · Safe · Affordable

Necessary
Operators already blend sources; we
give it shared, RPKI-safe semantics.

Safe
One invariant: authoritative RPKI is
never silently overridden.

Affordable
Baseline = zero protocol change;
A/B/C is an incremental ladder.

We would welcome the working group's questions, feedback, and discussion.

DRAFT

draft-zhang-sidrops-prioritized-route-valid
ation-02

DEMO

github.com/joycezhangjia/Validation-with-Pr
ioritized-Resource-Data-demo

Thank you!


