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One slide recap: why a new syncing protocol?

▶ Some quirks in Rrsync:
▶ Poor scaling properties (lots of on-the-fly state computation)
▶ Weak consistency guarantees, key(fname + modtime + fsize)

▶ Some quirks in RRDP:
▶ Lot’s of retransmission (the RRDP envelope is opaque)
▶ History is replicated in full (even when passed by later events)
▶ Failure path is costly: full resync
▶ RRDP doesn’t harmonize with Rsync (or any other transport)
▶ Ergo: poor scaling, like Rsync, but for different reasons

▶ Quirks the above protocols have in common:
▶ No mirroring without explicit coordination/cooperation
▶ Full-mesh fragility: every client must sync to every source
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One slide pitch: what’s Plan C here?

▶ Data replication system using Merkle trees
▶ Content-addressable naming scheme
▶ Concurrency control: monotonic increasing sequence numbers
▶ Modern transport: HTTP
▶ Static: no on-the-fly state calculation (unlike Rsync)
▶ Stateless: no client/server shared session state (unlike RRDP)
▶ Byzantine fault tolerance: through relay rotation

The Erik protocol design is intended to be efficient, fast, easy to
implement, and robust in the face of partitions or faults in the
network.
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Deployment model
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Changes since last time

IETF 125 in China gave a lot of inspiration!

▶ Improved fetch-in-bulk via “Write-Ahead Log” segment buffers
▶ Simplification: removed time-trimmed tail queue
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“Segments” in Erik Protocol

▶ Relays start a new segment every few minutes (5
recommended)

▶ Segments are simply concatenated DER-objects (write-ahead
log)

▶ Segments are append-only buffers
▶ open(path, O_WRONLY | O_CREAT | O_APPEND, 0644)

▶ Separate segments for each FQDN

Conceptually:

$ export SEG=$(($(date +%s) - $(date +%s) % 300))
$ cat foo.roa ca.mft ca.crl | gzip | tee -a ./${SEG}
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What clients can do with Segment Buffers

▶ Fetch the ErikSegmentIndex to discover URLs for segments
▶ Fetch interesting segments (everything later than ‘last sync’?)
▶ Split the segment into distinct DER-objects:

▶ just pop ASN1 SEQUENCES one by one
▶ Calculate SHA256 for each object
▶ Stash in local Key/Value store: (key=SHA256 value=BLOB)
▶ Perform merkle tree descent:

▶ Fetch partitions, manifests, signed objects
▶ pull from K/V store, or fetch individually via

/.well-known/ni/sha-256/...

Segments are for cache pre-fill.

The relay does not guarantee a consistent or complete state after
fetching segments, it’s just a boost for merkle tree descent.
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ErikSegmentIndex ASN.1 syntax

ErikSegmentIndex ::= SEQUENCE {
version [0] INTEGER DEFAULT 0,
segmentScope IA5String,
segmentTime GeneralizedTime,
hashAlg DigestAlgorithmIdentifier,
segmentList SEQUENCE (SIZE(1..ub-Segments))

OF SegmentRef }

ub-Segments INTEGER ::= 36

SegmentRef ::= SEQUENCE {
segment GeneralizedTime,
index Digest }
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Example ErikSegmentIndex
$ cd /var/www/htdocs/rpki/erik/
$ der2ascii < segmentindex/rpki.ripe.net
SEQUENCE {

OBJECT_IDENTIFIER { 1.2.840.113549.1.9.16.1.59 }
[0] {

SEQUENCE {
IA5String { "rpki.ripe.net" }
GeneralizedTime { "20260721071914Z" }
SEQUENCE {

# sha256
OBJECT_IDENTIFIER { 2.16.840.1.101.3.4.2.1 }

}
SEQUENCE {

SEQUENCE {
GeneralizedTime { "20260721072000Z" }
OCTET_STRING { ‘b8d05b4c1a1ecd9873d9d32cd59983882b44d0d132c069cebdce27ac7f329f15‘ }

}
SEQUENCE {

GeneralizedTime { "20260721072500Z" }
OCTET_STRING { ‘c1768a3f9f635cd31c86b67dcfb998458e96871d021f7d45a2d0fdf8b836a0ed‘ }

}
}

}
}

}
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Example directory with static segment buffers

$ ls -alht segment/chloe.sobornost.net/ | head
total 10892
drwxr-xr-x 2 root wheel 29.5K Jul 20 19:21 .
-rw-r--r-- 1 root wheel 3.2K Jul 20 19:21 1784575200
-rw-r--r-- 1 root wheel 2.4K Jul 20 19:21 1784575200.gz
-rw-r--r-- 1 root wheel 3.2K Jul 20 18:51 1784573400
-rw-r--r-- 1 root wheel 2.4K Jul 20 18:51 1784573400.gz
-rw-r--r-- 1 root wheel 3.2K Jul 20 18:21 1784571600
-rw-r--r-- 1 root wheel 2.4K Jul 20 18:21 1784571600.gz
-rw-r--r-- 1 root wheel 3.2K Jul 20 17:51 1784569800
-rw-r--r-- 1 root wheel 2.4K Jul 20 17:51 1784569800.gz
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Implementation guidance

▶ It is optional for clients to use segments or snapshots
▶ but, doing more with fewer requests is cheaper for both sides

▶ Relays are basically just key-value databases
▶ The Erik client is a key-value database for the RP
▶ Erik clients locally generate ErikParitions/ErikIndexes

▶ then fetch & compare with the relay
▶ Long rentention on relays is cheap

▶ 5 years worth of RPKI data fits in 1TB of SQLite

I’m happy to do phone calls to help developers implement Erik
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Next steps

▶ Requested an extra OID from IANA (for ErikSegmentIndex)
▶ Implementation efforts:

▶ APNIC erik-demo
▶ RIPE NCC
▶ rpki-prover
▶ eriksync
▶ . . . you?

▶ Restructure draft text for readability
▶ feedback loop with implementers

▶ Run measurements for a few months
▶ Simmer, stir, shake, WGLC?
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Additional resources

Do you prefer to listen to a podcast or read text? We got you!

▶ PING Podcast: The Erik protocol: Improving RPKI data fetch
▶ Geoff Huston: blog on Data Synchronisation
▶ Taxonomy of shared state approaches in distributed systems
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https://blog.apnic.net/2026/06/11/podcast-the-erik-protocol-improving-rpki-data-fetch/
https://ispcol.potaroo.net/2026-07/synch.html
https://bsd.nl/publications/dfu.txt

