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Background (Why is this necessary?)

AI-Driven Cross-Domain Collaboration Demand

01. Emerging AI frameworks 
New frameworks decouple training and inference processes. Cross-domain collaborative training and 
distributed inference are becoming popular, breaking the physical boundaries of single data centers.

02. The gap between DC & WAN:
It is critical to making cross-data center interactions as efficient and controllable as within a single 
data center. Mature lossless mechanisms such as PFC（Priority-based Flow Control)  in RoCE data 
center networks, need to be extended to the WAN. 

WAN
PD Separation Inference  & Collaborative Training

• SPRING Mailing List discussion: Previously, this draft was discussed on the mailing list. There was a 
consensus that defining a new SRv6 behavior is the preferred approach (June–July 2025).



 Problems：Upgrade Costs & Flow Control Granularity
Hop-by-hop backpressure, full network upgrade for PFC? Too costly & complex

l High cost : Full WAN nodes upgrade is financially unfeasible.

l Routing challenge: Backpressure signals have to pass through legacy non-PFC devices to reach upstream 

PFC capable devices— no standard mechanism exists.

Port-level backpressure? Too coarse for WAN

l Multi-tenant shared link congestion risk: Fine-grained flow control delivered to specific sub-interfaces or 

slice queues for tenant traffic isolation.
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Defining, Advertising, and Encapsulating End.X.PFC SID

1.New SRv6 Behavior: End.X.PFC behavior

Extends End.X: Maintains interface forwarding + enables PFC-triggered reverse tunneling.

• Identifies PFC-capable devices and interfaces along the path.

• Serves as the destination segment in SRH for reverse backpressure tunnels.

2.Behavior Distribution & Discovery

• The End.X.PFC behavior is flooded within the domain via IGP (OSPF/IS-IS) and BGP-LS to a 

controller.

3.PFC Frame Encapsulation via Reverse SRv6 Tunnel

• PFC capable devices encapsulate PFC frames into a reverse SRv6 tunnel.

• The final segment in the SRH is the End.X.PFC SID of the target upstream interface

 

Extending Data Center Lossless Networking to WAN via SRv6



p Two Data Centers (DC) are interconnected via L2VPN/L3VPN over SRv6 Policy. SRv6 explicitly steers 

backpressure frames across non-PFC legacy devices to the precise upstream PFC-capable device’s interface.

Workflow Example: Inter-DC PFC Coordination

• Forward traffic segment list: {A.End.X.PFC → B.End.X → C.End.X.PFC → D.End .X→ E.End}

• End.X.PFC indicates PFC-capable interfaces.

• Based on the upstream-downstream topology, the controller/PFC-capable node can provision a reverse 

SRv6 tunnel (E→C,C→A) prior to congestion events.

• Reverse Tunnel Segment List: {E.End → C.End.X.PFC},{C.End → A.End.X.PFC}
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Data Plane Logic：End.X.PFC Behavior Pseudocode

// SRH Processing (Standard Forwarding)
When an SRH is processed {
    If (Segments Left == 0) {
        Proceed to process the next header (Upper-Layer)
    }
    If (IPv6 Hop Limit <= 1) { Send ICMP Time Exceeded; Discard }
    // ... (Standard validation: max_LE, Last Entry checks)
    
    Decrement Hop Limit and Segments Left
    Update IPv6 DA with Segment List[Segments Left]
    Submit the packet to interface J for transmission
}

// Upper-Layer Processing (New PFC Logic)
When processing the Upper-Layer header of a packet destined to End.X.PFC:
    S01. If (Upper-Layer header type == 143 /* Ethernet */) {
    S02.     Remove the outer IPv6 header with all extension headers
    S03.     If (Dest MAC == 01-80-C2-00-00-01 /* PFC Multicast */) {
    S04.         Interface J performs flow control actions 
                 based on the PFC frame content.
    S05.     } 
    S06. } Else {
    S07.     Process as per Section 4.1.1 defined in [RFC8986]
    S08. }

Two packet processing phases:

Ø Phase 1: follow standard SRH processing

 

• When packets arrive at PFC-capable node, if 

Ethernet frame → remove outer IPv6 & SRH 

headers.

• If PFC frame→specific interface executes 

precise flow control.

• Otherwise →  process the packet following 

RFC 8986.

Ø Phase 2:  Upper-layer processing with new 

PFC logic

• Once all SRH segments are proceesd, 
moves to Phase 2



Next Steps

• Ask for more reviews and comments from the SPRING WG.

• Welcome interested individuals and operators to join us in future revisions.

If you are interested in draft or have suggestions on how we can enhance our draft. Please contact us!
Email:  hanzx21@chinaunicom.cn, ruanz6@chinaunicom.cn, liu.yao71@zte.com.cn

THANKS!


