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Reminder

• SRv6 uSID AI Backend
• Deterministic Path Placement 

• Minimum MTU 

• Congestion Feedback Loop 

• Open Standard 

• Ease of operation (no black-box) 
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Resilient AI Supercomputer Networking using MRC and SRv6

• Multipath Reliable Connection (MRC) 
• Extends the RoCE Reliable Connection (RC) semantic layer

• Employs packet spraying, adaptive load balancing based on ECN, 
out-of-order memory placement of received data, selective 
retransmission, and uses packet trimming to mitigate incast. 

• Multi-plane
• 8 links of 100Gb/s each Instead of one 800Gb/s link

• 512 ports at 100Gb/s switch instead of 64 ports at 800Gb/s. 

• 131,000 GPUs with only two tiers of switches

• SRv6

• keep the network simple: Switches just forward traffic. Everything is 
statically configured. No resilient ECMP hashing, no BP convergence, 

• End-hosts can deterministically steer traffic: MRC mechanism 
around failures within one RTT

• Reliable path-probing without the need for a peer: probe paths by 
creating a loopback SRv6 probe. 
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OpenAI, Microsoft,... Resilient AI Supercomputer Networking using MRC and SRv6 (May 2025). [Link]

https://cdn.openai.com/pdf/resilient-ai-supercomputer-networking-using-mrc-and-srv6.pdf


What is new in rev04

• New Sections: 
• Statically Provisioned Fabric and simplicity of operation 

• MRC + SRv6 Deployments (OpenAI, Microsoft, and Oracle). 

• New co-authors:
• Microsoft 

• Oracle
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Next Steps

• Welcome your review comments and suggestions

• Requesting WG adoption
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Thank you!

6


	Slide 1: Draft-filsfils-srv6ops-srv6-ai-backend-04 
	Slide 2: Reminder
	Slide 3: Resilient AI Supercomputer Networking using MRC and SRv6
	Slide 4: What is new in rev04
	Slide 5: Next Steps
	Slide 6: Thank you!

