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One unique, universal well-known location for sustainability data — with a minimal,
optional, backward- and forward-compatible schema for publishing the actual numbers,
verification link-outs, and extensible fields, for any reporting target (an organization,
a website or path, a device, a service) on any HTTP origin: websites, blockchain
gateways, IoT, and beyond.

-02 submitted (with the ISE) - -03 prepared from feedback


Note
speaker notes (20s): I'm Andrei Besleaga, presenting remotely. In one sentence: a unique, universal well-known location for sustainability data — a minimal, optional, backward- and forward-compatible schema publishing the actual numbers, with verification link-outs and extensible fields, for any reporting target on any HTTP origin: websites, blockchain gateways, IoT devices, and beyond. Revision -02 is with the Independent Submissions Editor; the prepared -03 is what I want your input on.


What this defines - Goals - Non-Goals - Readiness

What this defines Goals
e Auniversal /.well-known/sustainability URI: any

Readiness — by design, all four at once

e Asingle, discoverable location for e Web-ready — plain HTTPS GET on a fixed

web server or digital service publishes aggregated
energy + carbon metrics as machine-readable J[SON
— out-of-band, asynchronous, no overhead

Any HTTP(S) origin (RFC 8615), not just conventional
websites: IoT/embedded devices (the analogous
discovery convention: CoAP's /.well-known/core,
RFC 6690) and Web3/Blockchain infrastructure (RPC
gateways, validator dashboards, node operators —
ordinary HTTP origins)

Not limited to a server's own electricity bill:
provider names the entity operating the origin;
measurement-method is free-form; the enterprise

environmental metrics, per origin entity

Minimal, machine- and human-readable
JSON, suitable for broad adoption
Interoperability between clients and servers
Mitigate security & privacy risks of publishing
the data

A universal, informational, backward- and

forward-compatible schema for reporting any
sustainability data

Alignment with GHG Protocol, EU CSRD, and
other initiatives

well-known URI; standard HTTP caching +
conditional requests

e API/M2M-ready — stable JSON wire format;
formal CDDL + JTD schemas; deterministic
query/response semantics

e Human-readable — self-describing member
names + a mandatory methodology link

e Al/agent-ready — machine-discoverable at
a fixed location, schema-validatable, safe to
ingest with no negotiation or prior
arrangement

Properties of the specification itself, not add-ons:

Non-Goals any conformant document has all four at once.

e No specific calculation/measurement

adapters (Salesforce NZC, Microsoft Sustainability Mgr,
Watershed) already publish organization-level figures

— a discovery surface for the entity's regulatory
reporting (CSRD and analogues). Precedent: EU MiCA
already mandates a crypto-asset's consensus-
mechanism energy (+ renewable share, per-tx
intensity, GHG above a threshold) — exactly this
schema's optional fields, for an entity that is not a
website

methodology mandated

No in-band verification/attestation — links to
external attestations instead

Does not replace domain reporting standards:

discovery + semantics + a linking surface to
authoritative reports


Note
speaker notes (40s): One slide of orientation: a universal well-known URI where any HTTP origin — a website, an IoT device, a blockchain gateway, or an enterprise entity — publishes its energy and carbon numbers as one machine-readable JSON document, out-of-band with no per-request overhead. The goals: one discoverable location, minimal interoperable JSON, engineered security and privacy, and a backward- and forward-compatible schema aligned with GHG Protocol and CSRD. Deliberately NOT here: methodology and verification — those link out. And by construction every conformant document is simultaneously web-, API-, human-, and AI-ready. Revision -02 is with the Independent Submissions Editor; a prepared -03 is what I want your input on.


The core problem — fragmented ESG telemetry

e Enterprise sustainability numbers already exist —
Salesforce Net Zero Cloud - Microsoft Sustainability Manager - Watershed - cloud billing

e But they are published as static PDFs and unstructured pages

e Automated systems cannot parse them:
o CI/CD pipelines and carbon-aware schedulers

o grid balancers and energy-aware routing
o aggregators, researchers, regulators' tooling
e Regulation (CSRD/ESRS, MiCA) is forcing the data into existence

e The data gap is documented: RFC 9547 (IAB e-impact workshop).
Per-request carbon headers (expired drafts) were rejected for their rebound effect; a
cached out-of-band document costs ~nothing

Sometimes the gap is publication, sometimes measurement —
and sometimes simply no universally known location to publish.


Note
speaker notes (1 min): The quantitative telemetry already exists inside enterprise platforms and cloud billing, but it's published as PDFs and web pages that no automated system — CI/CD, grid balancers, aggregators, regulators' tooling — can parse. Regulation is forcing the data into existence; nothing standardizes its publication. Sometimes the gap is publication, sometimes measurement — and sometimes simply that there is no universally known location to publish to. This draft supplies that location.


Human Reader
[Person]

reads the self-descri
JSON in a br

GET (browser, HTTPS)

Who produces, who consumes — one picture

Consumers

Regulators / Auditors
[External System]

Aggregators / Crawlers
[External System]
cross-origin sustainability

CSRD / ESRS E1/ MiCA

disclosure checking datasets

crawls origins with

GET [well-
known/sustainability consumer:
fetch - validate - transform
- conformance-check

GET/ conditional GET
(ETag)

HTTPS Origin (RFC 8615)

nginx / Apach atic file or
reverse pro

reverse-proxies /.well-
known/sustainability

Publisher Gateway
[Software System]
sustainability-wellknown-
publisher:
any data source — one
standard
.well-known/sustainability
endpoint

pulls org-level metrics
(HTTPS APIs)

pulls energy/carbon data
(PromQL / HTTPS)

Enterprise & telemetry data sources

Enterprise Carbon Energy Telemetry & Models
Platforms [External System]
[External System] Kepler/Prometheus -

Salesforce Net Zero Cloud - Climatiq -

MS Sustainability Manager CO2.js - static/computed
- Watershed values
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Carbon-aware Tooling

schedulers, dashboards,

Al Agents
[External System]

schema-validatable
ingestion at a fixed URI

GET - schema-validate -
ingest

Site / Service Operator

registration requested (well-

known-uris #95)
configures & runs

IANA Well-Known URIs
Registry
[External System]
‘sustainability’ suffix (RFC
8615), requested

bidirectional discovery:
serves carbon.txt - links via
disclosure-uri

carbon.txt Ecosystem
[External System]

Green Web Foundation
disclosure index (TOML)



Note
speaker notes (talk-over, ~15s — continues the previous slide's narration): Same story as a picture: the consumer classes across the top — regulators, aggregators, carbon-aware tooling, AI agents — one well-known URI on the origin in the middle, and below it the publisher gateway pulling from the enterprise platforms and telemetry where the numbers already live; IANA registration and the carbon.txt ecosystem on the right.


"Bibliography vs. dataset" — two complementary layers

carbon.txt — the bibliography

e Discovery / index layer

e Where disclosures live

e Links, lineage, policy graph

e Green Web Foundation convention

/.well-known/sustainability — the
dataset

e The quantitative numbers

e Typed, schema-validated metrics

e Queryable: period, granularity, target
e Cacheable single JSON document

The bridge: the document's disclosure-uri member links out to indexes/reports —
and carbon.txt entries can point here. Layers, not competitors — our implementation serves

both (bidirectional, implemented).



Note
speaker notes (2 min): The nearest neighbor is carbon.txt, and the architecture is bibliography versus dataset: carbon.txt is the index that says where disclosures live; this well-known URI is the dataset itself — typed, validated, queryable numbers. The disclosure-uri member is the bridge between the layers: each points at the other, our implementation serves both, and I've verified the IANA registry has no competing entry. These are complementary layers, not competitors.


The schema and payload

GET /.well-known/sustainability

{
“version": "2.0",
"updated": "2026-03-01T12:00:00Z",
"capabilities": "basic",
"provider": "Example Corp (sustain@example.org)",
"measurement-method": "cloud-billing",
"“methodology-uri": "https://example.com/sustainability",
“reporting-period": "2026-02",
"target": "example.com",
"energy-consumption": 1250,
“energy-unit": "kWh",
"carbon-footprint": 345000,
"carbon-unit": "gC02e"

(the prepared -03 draft's own Basic example)

e Typed metrics: gCO2e, GHG Scopes 1/2/3, SCI
score, intensity, renewables

e Formal validation: CDDL (RFC 8610) + JTD (RFC
8927) — token-identical, open schemas

e Unknown members: clients MUST ignore

-02 (submitted) — 11 mandatory + 12 optional;
negative value = "not reported" sentinel; optional
target-path

-03 (prepared, "2.0") — 8 mandatory + 15 optional;
omission model; mandatory free-form target
(reporting subject); kWh/gCO2e defaults; uniform
CO2e naming


Note
speaker notes (2 min): One I-JSON object. Typed metrics — gCO2e carbon, GHG Protocol scopes, the GSF SCI score — and the whole thing is formally defined twice, in CDDL and JTD, token-identical and deliberately open, with must-ignore for unknown members. As submitted, -02 has eleven mandatory plus twelve optional members, a negative not-reported sentinel, and an optional target-path. The prepared -03, labeled 2.0, simplifies to eight mandatory plus fifteen optional: omission replaces the sentinel, energy and carbon get kWh and gCO2e wire defaults, naming is unified on CO2e, and target-path becomes a mandatory free-form target naming the reporting subject — which is what generalizes this beyond websites. Legacy compatibility is field-driven, so version stays a purely informational label.


Time-series and queries (Extended, MAY)

Basic — no parameters -~ sorted array, one object per month (condensed):
GET /.well-known/sustainability [ { "reporting-period": "2025-01",
“energy-consumption”: 1100, "energy-unit": "kWh",
. . . . “carbon-footprint": 302, "carbon-unit": "kgC02e",
~one object, whole origin, latest period (previous 'renewable-energy”: 45, ... },
slide) { "reporting-period": "2025-02",
) “energy-consumption”: 1050,
Yearly trend, monthly granularity "carbon-footprint": 288, ... } 1]
GET /.well-known/sustainability R scoped object (condensed):

?period=2025&granularity=monthly

{ "target": "/api/v1l",
Scoped to a path, one day "reporting-period": "2026-03-15",
"energy-consumption": 40, "energy-unit": "kWh",

GET /.well-known/sustainability carbon-footprint": 11040, "carbon-unit": "gC02e", ... }

?target=/api/v1&period=2026-03-15
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Note
speaker notes (1.5 min): The mandatory Basic service is one static GET. The optional Extended service adds query parameters following the WebFinger precedent: period plus granularity returns a sorted trend array — here a year at monthly granularity — and target scopes the report to a published path prefix, like an API subtree, against an explicit allowlist. These responses are condensed from the draft's own Example Usage section.


The -03 data model, one picture

Array rules — MUST: ascending reporting-period,
non-overlapping, uniform period precision,

same target in every entry; max 366 entries recommended.
A single object == a one-element array.

«union»
SustainabilityDocument

single SustainabilityMetrics object
OR array of SustainabilityMetrics — a trend

1
1.366

«8 mandatory members»
SustainabilityMetrics

+version : string — informational label "2.0"; never reject or branch on it
+updated : string — RFC 3339 date-time of generation

+capabilities : "basic" | "extended" — query-parameter support only

+provider : string — entity operating the origin

+measurement-method : string — free-form; recommended values exist
+methodology-uri : string — link to calculation methodology

+reporting-period : string — YYYY | YYYY-MM | YYYY-MM-DD

+target : string — reporting subject: origin host, path prefix, entity, tenant, product

Minimum-reporting rule — SHOULD: at least one numeric
metric or a disclosure/attestation URI; else the mandatory
methodology-uri MUST lead to the substantive disclosure.

1
MAY carry extensible via

«15 optional members — omission is the ONLY not-reported mechanism>»
OptionalMetrics

+energy-consumption : number — MUST NOT be negative
+energy-unit : "Wh" | "kWh" | "MWh" | "GWh" — default kWh when absent
+carbon-footprint : number — gross, MUST NOT be negative 0.*

+carbon-unit : "gCO2e" | "kgCO2e" | "mtCO2e" — default gCO2e, also scales scopes
+carbon-accounting : "location-based” | "market-based”
+scope-1 : number — MAY be negative: removals, net accounting

«open schemax»
VendorExtensions

+scope-2 : number — MAY be negative
+scope-3 : number — MAY be negative
+sci-score : number — non-negative; REQUIRES functional-unit

+any additional member : any — clients MUST ignore unknown members
+namespacing : vendor- prefix, domain-qualified, or URI key

+functional-unit : string — e.g. per-request

+carbon-intensity-gCO2e-per-kWh : number — non-negative
+estimated-annual-emissions-kgCO2e : number — non-negative
+renewable-energy : number — percent, 0..100 inclusive
+verifiable-attestation-uri : string — W3C Verifiable Credential link
+disclosure-uri : string — disclosure index, e.g. carbon.txt
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Note
speaker notes: The data model in one picture: the document union — single object or trend array with the array rules — the 8 mandatory members including the free-form target, the 15 optional members where omission is the only not-reported mechanism, the minimum-reporting rule, and open vendor extensions under must-ignore.


Deployment topologies

Topelogy 5 — Serverless / edge function

Any adapter source

HTTPS GET—

Function handler wraps
handleRequest(publisher,
query)
framework-agnostic
HandlerResult {status,
headers, body}

Topology 3 — Static file + web server

Pre-generated
sustainability json
(publisher CLI --once, or
hand-written;
validated by schemas-

validators/) =

draft-besleaga-sustainability-wellknown -

HTTPS GET

/

nginx location block /
Apache Alias
server-configurations/:
application/json,
Cache-Control max-
age=86400, auto
ETag/Last-Modified,
CORS *, GET/HEAD anly
(405 + Allow)

*, J
. /
. - 4

Consumers
browsers - M2M -

Topology 2 — Embedded middleware

Any adapter source

aggregators - Al agents J.*'-\

HTTPS GET

expressSustainability() /
fastifySustainability()
mounted at /.well-

Topology 4 — Reverse proxy in front of the gateway

nginx / Apache / CDN edge
proxies only /.well-
known/sustainability
(+ rate limiting for dynamic
period/granularity)

Standalone gateway
(Topology 1)
on an internal port

known/sustainability
HTTPS GET

R

Existing Express / Fastify
app
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Topology 1 — Standalone gateway

‘ Any adapter source

\‘"TPS GET

Mode process:
createSustainabilityServer(publisher)
publisher/src/server.ts + clits
serves [.well-known/sustainability (+
optional carbon.txt)



Note
speaker notes: Deployment topologies: five topologies — standalone gateway, embedded Express/Fastify middleware, pre-generated static file behind nginx/Apache, reverse proxy in front of the gateway, and serverless/edge function — all serving the same one endpoint.


Security and privacy model

e DoS-via-aggregation caps — at most 366 objects per response

e Traffic-analysis floor — finest granularity is 24 hours

e Deterministic, sign-preserving noise — anti-fingerprinting, stable per period

e Unreported metrics — -02: negative sentinel - -03: omission + minimum-reporting floor
(never content-free)

e Target-prefix allowlist — kills the path-disclosure oracle and cache-busting DoS

e Method discipline: 405 + Allow for anything but GET/HEAD

e Trust posture — asserts, does not verify: clients MUST NOT treat as proof; mandatory
methodology link; verifiable-credential + disclosure link-outs (security.txt's proven model)

Engineered safeguards for sensitive enterprise data — each mapped to a tested
implementation behavior.
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Note
speaker notes (1 min): Because this is sensitive enterprise data, the safeguards are engineered, not hand-waved: a 366-object cap kills aggregation DoS, the 24-hour granularity floor blocks traffic analysis, deterministic sign-preserving noise prevents fingerprinting, the target allowlist kills both the path-disclosure oracle and cache-busting, and unreported metrics have a defined answer — the -02 sentinel, replaced in the prepared -03 by omission plus a minimum-reporting floor so a document is never content-free. And the trust posture is honest by design: the document asserts, it does not verify — normatively clients MUST NOT treat it as proof; it carries a mandatory methodology link and link-outs to verifiable credentials and disclosure indexes, the same trust model security.txt proved. Each of these maps to a tested implementation behavior.


Running code — the universal translator gateway (1/2)

Microsoft Sustainability Mgr —

Salesforce Net Zero Cloud —

Watershed 4' | | | |

Climatigq » | normalize | —»| validate | - GET /.well-known/

Kepler / Prometheus — | units - | | JTD gate | sustainability

C02.js — | periods - | | + cbDL | one common schema

carbon.txt API — | naming | | in CI | (Basic + Extended)
— | | I I

static / computed

e npm sustainability-wellknown-publisher — 10 adapters, validation gate: a non-
conformant document is never served

e npm sustainability-wellknown-consumer — fetch - defensive validation - ETag client -
6-check conformance battery

e 112 + 109 tests green - live interop - dual independent validators (Python JTD + Ruby
CDDL) - Cl incl. real nginx/Apache
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Note
speaker notes (1.5 min): Running code, both directions. The publisher is a universal translator gateway: ten adapters — from Kepler and Prometheus hardware metering through Climatiq and CO2.js to Salesforce Net Zero Cloud, Microsoft Sustainability Manager, and Watershed — feed a normalization layer and a validation gate, so a non-conformant document is never served. The consumer does fetch, defensive validation, ETag caching, and a six-check conformance battery against any origin. 220-plus tests, live interop between the two, and every document is cross-checked by two independent validators in CI.


Running code — real translations,

Salesforce NZC — SOQL record in (condensed):

{ "records": [ { "Year": 2025,
"TotalScopelEmissions": 1240.5,
"AllocScope2MktBasedEmssn": 3580.2,
"TotalScope3Emissions": 41850.9,
"EnergyUsageDataCenters": 8125.0 } ] }

- standard document out (condensed):

{ "version": "2.0", "target": "globalretail.example",
“reporting-period": "2025",
"energy-consumption”: 8125, "energy-unit": "Mwh",

“carbon-footprint": 46671.6, "carbon-unit": "mtC02e",
"scope-1": 1240.5, "scope-2": 3580.2,
"scope-3": 41850.9, ... }
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captured run (2/2)

Captured run — real output, 2026-07-11 (condensed):

$ node bin/sustainability-publisher.js \
--config examples/config.computed.json &
$ curl -s localhost:8080/.well-known/sustainability
{ "version": "2.0",
"updated": "2026-07-11T08:44:08Z",
"capabilities": "basic",
“provider": "Example Corp (sustain@example.org)",
"reporting-period": "2026-02",
“target": "example.com",
"energy-consumption": 1250, "energy-unit": "kWh",
“carbon-footprint": 345000, "carbon-unit": "gC02e",
"carbon-intensity-gC02e-per-kWh": 276,
“"renewable-energy": 45, ... }

Reproduce it yourself. publisher/examples/ —
inputs in originals/, outputsin transformed/ (9 of
the 10 adapters — inline static has no upstream)
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Note
speaker notes (1.5 min): Concretely: on the left, a real Salesforce Net Zero Cloud SOQL record goes in, and the standard document comes out — scopes mapped, units normalized. On the right, a captured run of the actual publisher serving the endpoint — this is real curl output, not a mock; I'm deliberately not doing a live demo over conference Wi-Fi. Everything on this slide is reproducible from the repo's publisher/examples directory, which ships original vendor payloads and transformed outputs for nine of the ten adapters — the inline static adapter has no upstream shape to show. The -03 model is implemented end-to-end in both packages, including the legacy-compatibility rules.


Next steps & targeted research ask

e Informational RFC via the Independent Submission Stream — -02 posted 2026-07-03, ISE state
"Submission Received" - IANA well-known-uris request filed, provisional

e Announced on the GREEN WG list (charter excludes carbon reporting) — discussed here at SUSTAIN
e -03 fully prepared — text, schemas, both implementations — posts after this session's feedback
e Repo: github.com/andreibesleaga/rfc-sustainability-wellknown (latest -03 in-tree; tag for -02)

The ask — narrow research questions, not adoption:
1. Aggregation methodologies — a crawl of these endpoints as a research dataset: what would make it
useful?
2. Ecosystem coordination with GWF — carbon.txt / CO2.js layering: what should each layer own?

3. Reporting-subject taxonomy — is free-form target right, or should a subject taxonomy be researched?

4, Sufficiency — is a universal publishing location with a backward/forward-compatible, extensible schema
enough for every possible use case, now and in the future? What is missing?
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Note
speaker notes (1 min): Status: -02 posted 3 July and with the ISE; the IANA request is filed provisional — and I verified live that the registry contains no competing sustainability entry; the structural precedents are security.txt, RFC 9116, an Informational well-known URI, and WebFinger, RFC 7033, for query parameters; the work was announced on the GREEN list, whose charter excludes carbon reporting, which is why the discussion belongs here. The -03 is fully prepared and posts when the window reopens — this session's feedback lands in it, which is why I'm presenting before posting. I'm asking for research feedback, not adoption, on three narrow questions: aggregation methodologies for crawled endpoint datasets, ecosystem coordination with the Green Web Foundation layers, whether the free-form target member needs a researched reporting-subject taxonomy — and the sufficiency question: is a universal location plus a backward- and forward-compatible extensible schema enough for every use case we can foresee, and if not, what's missing?


The landscape, honestly — nothing else is the wire format

Artifact What it is
carbon.txt (Green Web Foundation) TOML disclosure index — where documents live
CO2.js (GWF) Estimator library (bytes - carbon)
greencheck (GWF) Green-hosting verification
GSF SCI /1SO 21031 Methodology + score definition
IETE GREEN WG Netwqu-dewce energy (YANG); charter excludes carbon
reporting
Expired header drafts (2023 + own 2026 Per-request in-band headers — the rebound-effect design this
predecessor) draft rejects

This draft Thg wire format — typed, schema'd numbers at one IANA-
registered URI

Composes with all of the above — carbon.txt -~ disclosure-uri bridge, CO2.js adapter, SCI transport.

Full matrix + sources: repo ADOPTION.md 87.

Numbers at a standard URL?

No — carries no kWh/gCO2e
values

No — computes, does not
publish

No

No — sci-score transports its
result

No
No

Yes

14


Note
speaker notes: The landscape: everything adjacent is an index, an estimator, a checker, a methodology, or the network layer — none of them publishes the numbers at a standard URL. This draft is only that missing piece, and it composes with every one of them. The verified full matrix is in ADOPTION.md.


The formal contract, verbatim — CDDL (RFC 8610) - JTD (RFC 8927)

; Root: a single object, or an array of objects for trends

sustainability-response = "properties": {

sustainability-metrics / [* sustainability-metrics] "version": { "type": "string" },

"updated": { "type": "string" },
sustainability-metrics = { "capabilities": { "enum": ["basic", "extended"] },

; Versioning and provenance "provider": { "type": "string" },

version: tstr, "measurement-method": { "type": "string" },

updated: tstr, "methodology-uri": { "type": "string" },

capabilities: "basic" / "extended", "reporting-period": { "type": "string" },

provider: tstr, "target": { "type": "string" }

1

; Mandatory methodology disclosure "optionalProperties": {

measurement-method: tstr, "energy-consumption": { "type": "float64" },

methodology-uri: tstr, "energy-unit": { "enum": ["Wh", "kWh", "Mwh", "GWh"] },
"carbon-footprint": { "type": "float64" },

; Timeframe of the report (YYYY, YYYY-MM, or RFC3339 full-date) "carbon-unit": { "enum": ["gCO02e", "kgC02e", "mtCO02e"] },

reporting-period: tstr, "carbon-accounting": { "enum": ["location-based", "market-based"] },
"scope-1": { "type": "float64" },

; Reporting subject (origin host, path prefix, entity, ...) "scope-2": { "type": "float64" },

target: tstr, "scope-3": { "type": "float64" },
"sci-score": { "type": "float64" },

; Energy metrics; when energy-unit is absent, kWh applies "functional-unit": { "type": "string" },

? energy-consumption: number, ; non-negative "carbon-intensity-gC02e-per-kwh": { "type": "float64" },

? energy-unit: "Wh" / "kWh" / "MWh" / "GWh", "estimated-annual-emissions-kgC02e": { "type": "float64" },
"renewable-energy": { "type": "float64" },

; Carbon metrics; when carbon-unit is absent, gC02e applies "verifiable-attestation-uri": { "type": "string" },

? carbon-footprint: number, ; gross, non-negative "disclosure-uri": { "type": "string" }

? carbon-unit: "gC02e" / "kgC02e" / "mtC02e",

"additionalProperties": true
Other optional metric and linkage members

5 carbon-accounting: "location-based" / "market—based",

’ S ey s et HIEIELS, Both open (vendor extensions, must-ignore) — an Informational RFC stays final; every future
s numbegr i MAY be nigative (removals) member lands with no bis document. Byte-identical copies embedded in both npm

? sci-score: number, ; non-negative i . . .

? functional-unit: tstr, packages (CI-checked); independent Python + Ruby validators in schemas-validators/ .

? carbon-intensity-gC02e-per-kWh: number, ; non-negative

? estimated-annual-emissions-kgC02e: number, ; non-negative

? renewable-energy: number, ; percentage, 0-100

? verifiable-attestation-uri: tstr,

? disclosure-uri: tstr,

; Vendor extensions; clients MUST ignore unknown members
* tstr => any
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Note
speaker notes: For formal-methods questions: the two schemas verbatim from the repo — the CDDL on the left, its token-identical JTD twin on the right. Eight mandatory members including the free-form target, the optional metrics with range rules and wire defaults in the comments, and the open vendor-extension row that makes the frozen-RFC extensibility story work. Independent Python and Ruby validators ship in the repo.


Thank you

Questions & feedback

draft-besleaga-sustainability-wellknown

datatracker.ietf.org/doc/draft-besleaga-sustainability-wellknown
github.com/andreibesleaga/rfc-sustainability-wellknown

linkedin.com/in/andrei-besleaga

Andrei Nicolae Besleaga - IRTF SUSTAIN - IETF 126
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Note
speaker notes: Thank you — I'll take questions now; the repo, datatracker page, and my contacts are on screen.


Common questions

Greenwashing? Mandatory methodology link + MUST-NOT-treat-as-proof + attestation
link-outs = security.txt's proven trust model.

GREEN owns this? Charter explicitly excludes it (verbatim, verified); WG informed on-list;
expected 5742: no-conflict.

GWEF already does this? They built estimator/index/checker — no wire format for
numbers at a standard URL; we implement their conventions bidirectionally.

Revising mid-review? -02 frozen for the ISE; -03 held for feedback — presenting before
posting IS the process working.

Nobody has numbers? Regulation (CSRD, MiCA, EU datacentre rules) is forcing them into
existence; RFC 9547 calls for standardized metrics first.

Full written answers already published in the repo — ADOPTION.md (objections, landscape
matrix, precedents) and README.md :
github.com/andreibesleaga/rfc-sustainability-wellknown
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Note
speaker notes: Common questions — the five most likely, each with its one-line answer. Every one of these has a full written answer in the repo's ADOPTION.md and README.md.


