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This has been adopted by the WG towards the charter item for "Documentation of
the necessary differences that apply to the IP architecture when considering space
networking compared to terrestrial IP use.”

Several comments were received since the last meeting.



Changes since last meeting

Technical changes:

e Small adjustment to text encouraging RIRs to manage address space with
policies that encourage aggregation.

e Clarification on PCE.

e Clarifications on some of the security considerations listed.

Editorial changes:

e More background information in Introduction.
e Typos fixed.



RIR Policy Guidance

There has been a lot more discussion recently on the proposal(s) to have outer space address

space managed by one or more RIRs.

o Discussions on TIPTOP list, but also in RIPE and ARIN venues.
An additional I-D was published https://datatracker.ietf.org/doc/draft-kumari-tiptop-address-space/

with some important differences from https://datatracker.ietf.org/doc/draft-li-tiptop-address-space/

Editor position: Focus on the areas of agreement in these drafts (e.g. that aggregation should be
encouraged). The specific policies for the IETF to recommend are not something that needs to be
fully defined within this “architecture” doc (either proposal is compatible), and that discussion can

progress independently.

However, if agencies decide to utilize IPv6, it would be deeply
beneficial if addressing was designed to allow for the maximum
aggregation of routing prefixes. Aggregation of prefixes assigned to
celestrial bodies would minimize the overhead incurred by relaying
spacecraft, minimizing expensive hardware requirements and would help
minimize route flap. Thus, to help achieve maximum aggregation, the
address space for outer space should be managed by a Regional
Internet Registry (RIR) and blocks of address space should be
allocated for each celestial body of interest. Space service
providers should use prefixes assigned by this RIR. This is

discussed in more detail in [I-D.li-tiptop-address—spacel.

However, if agencies decide to utilize IPv6, it would be deeply
beneficial if addressing was designed to allow for the maximum
aggregation of routing prefixes. Aggregation of prefixes assigned to
celestial bodies would minimize the overhead incurred by relaying
spacecraft, minimizing expensive hardware requirements and would help
minimize route flap. Thus, to help achieve maximum aggregation, the
address space for outer space should be managed based on Regional
Internet Registry (RIR) policies that encourage aggregation. Deep
space service providers should use prefixes assigned via the
appropriate RIR(s). Potential approaches are discussed in more
detail in [I-D.li-tiptop-address-space]l and
[I-D.kumari-tiptop-address—space].



https://datatracker.ietf.org/doc/draft-kumari-tiptop-address-space/
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Clarification on PCE

5.2.

(centralizing routing within a domain).

Routing

Existing routing protocols require proof of liveness between protocol
partners, implemented through the periodic exchange of packets
between partners. This is impractical on long-delay or intermittent
links, so a Path Computation Engine (PCE) [RFC4655] based approach
seems appropriate for those domains possibly supplemented by contact
Interconnection between

plan schedules[I-D.ietf-tvr-schedule-yang].
domains can still be done with BGP [RFC4271], but long-delay or

intermittent links should be avoided. Domains straddling such links
must provide proxy advertisements for prefixes reachable across such
links.

5.2.

The prior text was a bit terse when suggesting a PCE-like approach

Text was expanded a bit following discussion on list.

Routing

Existing routing protocols require proof of liveness between protocol
partners, implemented through the periodic exchange of packets
between partners. This is impractical on long-delay or intermittent
links, so a controller-based approach is more suitable for those
domains. The Path Computation Engine (PCE) [RFC4655] is an example
of this type of centralized approach currently in terrestrial
networks. Scheduled routing updates based on contact plans may also
be appropriate for some domains [I-D.ietf-tvr-schedule-yang].
Interconnection between domains can still be done with BGP [RFC4271],
but long-delay or intermittent links should be avoided. Domains
straddling such links must provide proxy advertisements for prefixes
reachable across such links.



Next Steps

e Keep the reviews coming!
o Any comments, questions, etc. are useful.

e Determine what more is needed to complete work on this document.



