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A named, verifiable home for how a piece of generated content was

produced — the model, the parameters, the prompt, the inputs, and a hash

of the output.
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A G E N D A

WHAT WE'LL COVER.
01 The gap — provenance goes unrecorded today

02 The proposal — a Compatible extension

03 Placement & the provenance object

04 Two examples — analysis & dialog

05 Hashing, SCITT & verifiable derivation

06 Sibling extensions, status & discussion



T H E  G A P

MORE OF A VCON IS MODEL-GENERATED
— BUT THERE'S NO HOME FOR HOW.
Summaries, classifications, sentiment, entities, translations, synthetic turns — all land in analysis[] with a vendor,

product, and schema. What's missing is the prompt, the sampling parameters, and the inputs the model actually saw.

01

UNRECORDED
The generation facts simply go nowhere.

There is no interoperable place to put

them.

02

SMUGGLED INTO
THE BODY
Mixed into the analysis result,

contaminating the content it's supposed to

describe.

03

OVERLOADED
ONTO SCHEMA
Encoded into a field meant only to identify

a data format. Not what schema is for.

None of these answer the auditor's question: which model, under what parameters, from what prompt, over which content?



T H E  P R O P O S A L

A NAMED HOME — AND NOTHING ELSE CHANGES.

Generation provenance is a small, bounded set of

facts with one clear owner: the object whose content

was generated.

A provenance parameter on the analysis object, and

on the dialog object for machine-generated turns —

registered through the object-parameter registries

core already defines.

Same motivation as content provenance in media [C2PA] —

and now part of the record under [EU-AI-ACT] and [NIST-
AI-RMF].

COMPATIBLE EXTENSION
Per §2.5 of vcon-core. Introduces no new top-level fields.

SAFE TO IGNORE
Unaware consumers still read the generated content correctly.

DESCRIPTIVE METADATA
Not listed in critical. Semantics of existing fields unchanged.



P L A C E M E N T

IT LIVES ON THE OBJECT IT EXPLAINS.
analysis P R I M A R Y

THE ANALYSIS OBJECT
Records how that analysis entry's content was generated —

the summary, classification, or extraction the model produced.

dialog W H E N  G E N E R A T E D

THE DIALOG OBJECT
When the turn itself was produced by a model — a synthesized

agent reply or generated message.

Describes exactly the object it's a member of. It MUST NOT describe a different element — input relationships are expressed through the

inputs array, never by placement.



T H E  P R O V E N A N C E  O B J E C T

ONE SHAPE, WHEREVER IT APPEARS.
R E Q U I R E D

model object
vendor, name, and optional version — identifies the generative model.

generated_at string
An [RFC3339] timestamp for when generation ran.

O P T I O N A L

parameters
Decoding & sampling settings actually
used.

prompt
text / messages / template + hash.

inputs[]
element + index + content_hash.

output_hash
Binds the record to the exact output.

software
The harness or pipeline that ran it.

registry
Pointer to a transparency service.



E X A M P L E  ·  A N A L Y S I S

A SUMMARY, WITH PROVENANCE. green = what the extension adds

{
  "type": "summary",  "dialog": [0],
  "vendor": "anthropic",  "product": "claude-opus-4-8",
  "schema": "https://example.com/schemas/call-summary/v3",  "encoding": "json",
  "body": "{\"summary\":\"Customer requested a refund...\"}",

"provenance": {
    "model": { "vendor": "anthropic", "name": "claude-opus-4-8",
         "version": "claude-opus-4-8-20260115" },
    "generated_at": "2026-06-04T14:22:05Z",
    "parameters": { "temperature": 0.2, "top_p": 0.95, "max_tokens": 1024, "seed": 42 },
    "prompt": { "template": "https://example.com/prompts/call-summary/v3",
         "hash": "sha512-3qFxLp8Yc0r2..." },
    "inputs": [ { "element": "dialog", "index": 0, "content_hash": "sha512-7dInK2pQ9..." } ],
    "output_hash": "sha512-9aZ0bN4mE...",  "software": "vconic-summarizer/2.1",
    "registry": { "type": "scitt", "url": "https://transparency.example.com/entries" }
  }

}



E X A M P L E  ·  D I A L O G

A GENERATED TURN — SAME OBJECT.
A synthesized agent reply in dialog[], with a withheld prompt bound by hash and the two turns it responded to

recorded as inputs.

{
  "type": "text",  "start": "2026-06-04T14:20:00Z",  "parties": [1],
  "mediatype": "text/plain",  "encoding": "none",
  "body": "I have started your refund; it will post in 3-5 days.",

"provenance": {
    "model": { "vendor": "openai", "name": "gpt-x" },
    "generated_at": "2026-06-04T14:20:00Z",
    "parameters": { "temperature": 0.7 },
    "prompt": { "hash": "sha512-bQ1wRt5..." },
    "inputs": [ { "element": "dialog", "index": 0 },
         { "element": "dialog", "index": 1 } ],
    "output_hash": "sha512-Kd9..."
  }

}



H A S H I N G

BINDS OUTPUT TO MODEL, PROMPT & INPUTS — BY HASH.
sha512-q2dGq... algorithm · hyphen · base64url(digest), no padding — same form as core's content_hash

THREE HASH POINTS
prompt.hash, inputs[].content_hash,
and output_hash — one form throughout.

CANONICALIZE FIRST
JSON material is hashed after [RFC8785] JCS,

so independent parties get the same digest.

SURVIVES REDACTION
Hashes attest what was used and produced

even after the underlying content is removed.



T R A N S P A R E N C Y

FROM ASSERTION TO ATTESTED DERIVATION.
A provenance record is written by the producing party — an assertion, not proof of origin. Trust derives from the JWS signature

over the vCon and, where present, a SCITT receipt over the signed statement.

01

RECORD
Provenance binds model,

prompt & inputs to the

output.

→

02

SIGN
The vCon (or entry) is

signed as a JWS statement.

→

03

SUBMIT · SCITT
Submitted to a Transparency

Service via SCRAPI.

→

04

RECEIPT
Attests a named model

produced this output from

these inputs.



E X T E N S I O N  F A M I L Y

COMPLEMENTARY, NOT OVERLAPPING.
provenance

ONE GENERATION
A single model call that produced one

analysis or one dialog turn. Lightweight;

attaches directly to the object. Sufficient on

its own for the common case.

agent_session

A WHOLE RUN
A multi-step trace of tool calls, results, and

reasoning, carried as a structured analysis

body. Where both apply, they layer — a

session entry MAY carry its own

provenance.

lifecycle

REDACTION
On redaction, inline prompts drop to

prompt.hash; input & output hashes keep

the derivation verifiable across the

boundary.

Provenance and agent-session share one model-identity vocabulary — vendor / name — so the records always agree.



S T A T U S  &  D I S C U S S I O N

TAKE IT TO THE LIST.

S T A T U S

draft-howe-vcon-provenance-00

Standards Track · Compatible extension

4 IANA registrations — ext name, 2 object params,
registry.type registry (scitt)

O P E N  Q U E S T I O N S  F O R  T H E  W G

Is the required set right — model + generated_at?

Should output_hash be SHOULD or MUST?

Is the inputs reference model sufficient?

Interest in adopting as a WG item?

Thomas McCarthy-Howe · VCONIC · ghostofbasho@gmail.com vcon@ietf.org · github.com/vcon-dev/draft-howe-vcon-provenance


