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Note Well

e Thisis a reminder of IETF policies in effect on various topics such as patents or code of conduct. It is
only meant to point you in the right direction. Exceptions may apply. The IETF's patent policy and the
definition of an IETF "contribution” and "participation” are set forth in BCP 79; please read it carefully.

e As areminder:
« By participating in the IETF, you agree to follow IETF processes and policies.

 If you are aware that any IETF contribution is covered by patents or patent applications that are
owned or controlled by you or your sponsor, you must disclose that fact, or not participate in the
discussion.

* As a participant in or attendee to any IETF activity you acknowledge that written, audio, video,
and photographic records of meetings may be made public.

» Personal information that you provide to IETF will be handled in accordance with the IETF Privacy
Statement.

* As a participant or attendee, you agree to work respectfully with other participants; please
contact the ombudsteam (https://www.ietf.org/contact/ombudsteam/) if you have questions or
concerns about this.


https://www.ietf.org/contact/ombudsteam/

Note Well

(continued)

e Definitive information is in the documents listed below and other IETF BCPs.
For advice, please talk to WG chairs or ADs:

« BCP 9 (Internet Standards Process)
 BCP 25 (Working Group processes)

« BCP 25 (Anti-Harassment Procedures)
« BCP 54 (Code of Conduct)

« BCP 78 (Copyright)

« BCP 79 (Patents, Participation)

e https://www.ietf.org/privacy-policy/ (Privacy Policy)
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IETF Code Of Conduct
Guidelines RFC 7154

Treat colleagues with respect

Speak slowly and limit the use of slang
Dispute ideas by using reasoned argument
Use best engineering judgment

Find the best solution for the whole Internet

Contribute to the ongoing work of the group and the
IETF



Administrivia
This session is being recorded

Meetecho:

* https://meetecho-interims.ietf.org/client/?
group=1ede3abd-cd36-423e-9t64-3tdc174870b58

Shared note taking:

* https://notes.ietf.org/notes-ietf-interim-2024-emailcore-01-
emailcore

Note taker?’


https://meetecho-interims.ietf.org/client/?group=1ede3a6d-cd36-423e-9f64-3fdc17487b58
https://meetecho-interims.ietf.org/client/?group=1ede3a6d-cd36-423e-9f64-3fdc17487b58
https://notes.ietf.org/notes-ietf-interim-2024-emailcore-01-emailcore
https://notes.ietf.org/notes-ietf-interim-2024-emailcore-01-emailcore

Agenaa

* Agenda bashing, administrivia, note well (chairs) - 5 mins

* Goals: review GenArt and remaining SecDir feedback on
rfc5321bis

* https:/qgithub.com/ietf-wg-emailcore/emailcore/issues/


https://github.com/ietf-wg-emailcore/emailcore/issues/

WG Status

e draft-ietf-emailcore-ric5322bis is done

e draft-ietf-emailcore-ric5321bis-36 is post IETF LC. Some
remaining comments from SecDir and a few new comments
from GenArt reviewers will be discussed during this session.

e draft-ietf-emailcore-as-13 had some updates during the Dublin
IETF week. Some issues brought up in SecDir/DnsDir might
affect this document as well.



RFC 5321

Functional Groups in Section 4.2.2 are unclear

https://github.com/ietf-wg-emailcore/emailcore/issues/102

Donald Eastlake wrote:Section 4.2.2: OK, but what are these
"Functional Groups'? Some sort of subheadings (not necessarily part
of the hierarchical numbering) are needed.

John Klensin figured out that Function Groups are about the second
digit for reply codes, as per RFC 821. Revision -36 restored ordering
intended by RFC 821.


https://github.com/ietf-wg-emailcore/emailcore/issues/102

RFC 5321

Should we further deprecate TURN or document it more?
Difficulty: easy

https://github.com/ietf-wg-emailcore/emailcore/issues/108
Current text in Appendix D.1 (under Deprecated features):

This command, described in RFC 821, raises important security issues
since, in the absence of strong authentication of the host requesting
that the client and server switch roles, it can easily be used to divert
mail from its correct destination. lts use is deprecated; SMTP systems
SHOULD NOT use it unless the server can authenticate the client. For
most of the cases in which TURN might be useful, the ETRN
extension [29], mentioned in Section 4.5.4.1, may be a better
choice.

Alexey: In -36 John added a sentence mentioning ETRN as an
alternative. (ETRN was already mentioned elsewhere in the document.)
Just want to check that this change has no objections from the WG.


https://github.com/ietf-wg-emailcore/emailcore/issues/108

RFC 5321 (1 of 2)

In rfc5321bis, adding "(or HELO)" in more places
Difficulty: slightly more difficult

https://github.com/ietf-wg-emailcore/emailcore/issues/116

Donald Eastlake pointed out: 'Seems simple enough to me. There are
~83 occurrences of EHLO in the document. There are plenty of places
where it is clear that EHLO is mentioned in relation to extensions, so
HELO is irrelevant. And there are a number of places where "EHLO (or
HELO)" is already used. For the remaining sections where EHLO is
mentioned, | suggest replacing the first and only the first occurrence of
'EHLQO" in each of the following numbered sections with "EHLO (or
HELO)":

3.3,4.1.1.5,4.1.4,424.2, 4.41and 4.4.5

Arnt, Pete and Alexey came up with slightly different lists of places where
this should be applied. So instead of spending hours arguing about this
(and whether the differences actually matter), the alternative proposal
S...
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https://github.com/ietf-wg-emailcore/emailcore/issues/116

RFC 5321 (2 of 2

In rfc5321bis, adding "(or HELO)" in more places
Difficulty: slightly more difficult

https://github.com/ietf-wg-emailcore/emailcore/issues/116
.. to do 2 smaller changes instead (as per revision -36):

In Section 3.3 ("Mail Transactions"), 2nd para:

Mail transactions are also terminated by the RSET command (Section 4.1.1.5), the sending of an EHLO
or the equivalent HELO command (Section 3.2), or the sending of a QUIT command (Section 3.8). The
QUIT command terminates not only any active mail transaction but the SMTP connection itself.

In Section 4.1.1.5 ("RESET (RSET)"), 1st para:

This command specifies that the current mail transaction will be aborted. Any stored sender, recipients,
and mail data MUST be

discarded, and all buffers and state tables cleared. The receiver MUST send a "250 OK" reply to a RSET
command with no arguments. A reset command may be issued by the client at any time. It is effectively
equivalent to a NOORP (i.e., it has no effect) if issued immediately after EHLO or HELO, before either of
those commands is issued in the session, after an end of data indicator has been sent and

acknowledged, or immediately before a QUIT. An SMTP server MUST NOT close the connection as the
result of receiving a RSET, that action is reserved for QUIT (see Section 4.1.1.10).

In particular, this clarifies that HELO also resets the current transaction, like EHLO. Any objections?

(This is not what Donald asked about, but this seems to address the most significant issue.)
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https://github.com/ietf-wg-emailcore/emailcore/issues/116

RFC 5321

Should HELO be deprecated?
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/123

John Klensin: |.e., should the paragraph starting "A client SMTP
SHOULD start an SMTP session by issuing the EHLO command" and
the discussion in 2.2.1 tweaked to say that clients SHOULD NOT send
HELO although servers are still required to recognize and support it.

Suggestion: no, but happy to have a discussion.
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https://github.com/ietf-wg-emailcore/emailcore/issues/123

RFC 5321 (1 of 3)

Rearrange Section 4.1.1.4 of rfc5321bis-35 (again)
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/125
Vijay wrote:

S4.1.1.4, fourth paragraph: The specification states that "“The SMTP
model does not allow for partial failures at this point:’, however, in
the sixth paragraph starts with "The server must give special
treatment to cases in which processing ... is only partially
successful." | understand the intent of the fourth paragraph: the
server sending a 250 OK takes responsibility of delivering the
message to the recipients, and if it cannot, an "undeliverable mail’
notification is sent (as per the sixth paragraph). But developers
reading this may be a tad confused. Would it make sense to move the
sixth paragraph to be under the current fourth paragraph, and start it
with "Under certain circumstances, the server must give special
treatment ... of the message.’
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https://github.com/ietf-wg-emailcore/emailcore/issues/125

RFC 5321 (2 of 3

Rearrange Section 4.1.1.4 of rfc5321bis-35 (again)
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/125
4th para:

Receipt of the end of mail data indication requires the server to process the stored mail transaction information. This
processing consumes the information in the reverse-path buffer, the forward-path buffer, and the mail data buffer, and
on the completion of this command these buffers are cleared. If the processing is successful, the receiver MUST
send an OK reply. If the processing fails, the receiver MUST send a failure reply. The SMTP model does not allow
for partial failures at this point: either the message is accepted by the server for delivery and a positive response is
returned or it is not accepted and a failure reply is returned (see Section 4.4.3 for additional discussion). In sending a
positive "250 OK" completion reply to the end of data indication, the receiver takes full responsibility for the message
(see Section 6.1). Errors that are diagnosed subsequently MUST be reported in a mail message.

5th para:

When the SMTP server accepts a message either for relaying or for final delivery, it inserts a trace record (also referred
to interchangeably as a "time stamp line", "Received" line, or "Received:" header field) at the top of the mail data. This
trace record indicates the identity of the host that sent the message, the identity of the host that received the
message (and is inserting this time stamp), and the date and time the message was received. Relayed messages will
have multiple time stamp lines. Details for formation of these lines, including their syntax, is specified in Section 4.4.

oth para:

The server must give special treatment to cases in which processing following the end of mail data indication is only
partially successful. This could happen if, after accepting several recipients and the mail data, the SMTP server
finds that the mail data could be successfully delivered to some, but not all, of the recipients. In such cases, the
response to the DATA command MUST be an OK reply. However, the SMTP server MUST compose and send an
‘undeliverable mail" notification message to the originator of the message.
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RFC 5321 (3 of 3)

Rearrange Section 4.1.1.4 of rfc5321bis-35 (again)
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/125

Suggestion: swap 5th and 6th paragraphs to improve clarity.
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https://github.com/ietf-wg-emailcore/emailcore/issues/125

RFC 5321 (1 of 2)

Do Sections 6.1 and 6.2 of 5321bis require clarification and/or rewriting”
Notably to eliminate "frivolous"?
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/114
https://github.com/ietf-wg-emailcore/emailcore/issues/122 (Does Section 6.1

of rfc5321bis sound normative rather than as strong advice and, 1f so, how
should that be fixed?)

Donald Eastlake wrote: Section 6.1, 6.2: I do not quite understand saying
that something 1s mandatory/required and then talking about where 1t 1s
impossible or impractical to do that thing. Section 6.1 says, concerning a
host holding an email message, "It MUST NOT lose the message for
frivolous reasons, such as because the host later crashes ...". "frivolous" does
not seem very well defined for a mandatory implementation requirement.
The only examples given later of non-frivolous reasons seem to be spam or
"hostile" (1nfected?) messages.

John Klensin: do we need to use normative language in Section 6.17
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RFC 5321 (2 of 2

Do Sections 6.1 and 6.2 of 5321bis require clarification and/or rewriting”
Notably to eliminate "frivolous"?
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/114
https://github.com/ietf-wg-emailcore/emailcore/issues/122

Original text:

When the receiver-SMTP accepts a piece of mail (by sending a "250 OK" message in response to DATA), it is accepting
responsibility for delivering or relaying the message. It must take this responsibility seriously. It MUST NOT lose the
message for frivolous reasons, such as because the host later crashes or because of a predictable resource shortage.
Some reasons that are not considered frivolous are discussed in the next subsection and in Section 7.8.

Bron/Todd proposed:

When the receiver-SMTP accepts a piece of mail (by sending a "250 OK" message in response to DATA), it is accepting
responsibility for delivering or relaying the message. This is a serious responsibility. The message MUST be preserved in
a way which is robust against predictable loss (such as reboots, server crashes, disk failures, or resource shortages)
until the next system has taken responsibility, or the message has been deliberately discarded.

Some reasons that a receiver-SMTP may choose not to deliver or relay a message are discussed in the next subsection
and in Section 7.8.

Dave Crocker proposed:

When the receiver-SMTP sends a "250 OK", in response to a DATA command, they are accepting responsibility for
delivering that piece of mail, for relaying to the next email handling agent that takes over responsibility for it, or for
deciding to discard the message. \When discarding, they might also return a failure notification to the SMTP Malil
From address. The receiver-SMTP's responsibility includes robustness against predictable operational problems,
such as reboots, server crashes, disk failures, or resource shortages.
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RFC 5321 (1 of 3

‘other contemporary standards’ in Section 2.3.1 of rfc5321bis-35
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/124

In Section 2.3.1 ("Mail Objects"):

SMTP transports a mail object. A mail object contains an envelope and content.

]

The SMTP content is sent in the SMTP DATA protocol unit and has two parts: the header section and the body. If
the content conforms to other contemporary standards, the header section consists of a collection of header
fields, each consisting of a header name, a colon, and data, structured as in the message format specification
(RFC5322bis [16]); the body, if structured, is defined according to MIME (RFC 2045 [30]). The content is textual in
nature, expressed using the US-ASCII repertoire [4]. SMTP extensions (such as "8BITMIME", RFC 6152 [52]) may
relax this restriction for the content body and content header fields. Two MIME extensions (RFC 2047 [31] and RFC
2231 [34]) define an algorithm for representing header values outside the US-ASCII repertoire, while still encoding
them using that repertoire.

Vijay wrote: 52.3.1, last paragraph, sentence starting with "If the content conforms to other contemporary
standards...": | find this sentence hard to understand; what is it that we are saying”? Are we saying that we expect
the content to be like other IETF standards where we have a number of headers (header-name COLON header-
value), followed by a blank line (\r\n) followed by the data that consists the body? If so, then we should have
references to the nebulous "other contemporary standards”.

John Klensin wrote: The problem: The original text can easily be read as requiring that the SMTP content be
organized according to the general RFC 822 headers- blank line- body model. That has never been a requirement.
Transmission of messages without headers was actually common in the days when SEND and SOML were used to
approximate what would be called instant messaging today. And, of course, 5322bis does not require MIME.
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RFC 5321 (2 of 3)

‘other contemporary standards’ in Section 2.3.1 of rfc5321bis-35
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/124

In Section 2.3.1 ("Mail Objects"):

The SMTP content is sent in the SMTP DATA protocol unit and has two parts: the header
section and the body. If the content conforms to other contemporary standards, the
header section consists of a collection of header fields, each consisting of a header
name, a colon, and data, structured as in the message format specification
(RFC5322bis [16]); the body, if structured, is defined according to MIME (RFC 2045
[30]).

Proposal 1:

The SMTP content is sent in the SMTP DATA protocol unit and normally has two parts:
the header section and the body. If the content conforms to the message format
specification RFC5322bis [16]), the header section consists of a collection of header
fields, each consisting of a header name, a colon, and data. The body, if structured, is
defined according to other contemporary standards, such as MIME (RFC 2045 [30]).

If the WG is concerned about use of "normally”, the following alternative is
proposed...
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RFC 5321 (3 of 3

‘other contemporary standards’ in Section 2.3.1 of rfc5321bis-35
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/124

In Section 2.3.1 ("Mail Objects"):

The SMTP content is sent in the SMTP DATA protocol unit and has two parts: the header section and the
body. If the content conforms to other contemporary standards, the header section consists of a
collection of header fields, each consisting of a header name, a colon, and data, structured as in the
message format specification (RFC5322bis [16]); the body, if structured, is defined according to MIME
(RFC 2045 [30]). The content is textual in nature, expressed using the US-ASCII repertoire [4]. SMTP
extensions (such as "8BITMIME", RFC 6152 [52]) may relax this restriction for the content body and
content header fields. Two MIME extensions (RFC 2047 [31] and RFC 2231 [34]) define an algorithm for
representing header values outside the US-ASCII repertoire, while still encoding them using that repertoire.

Proposal 2.

The SMTP content is sent in the SMTP DATA protocol unit and, except as described below, is restricted
only to lines of characters from the US-ASCII repertoire [4] described in Section 2.3.8 below. Uses
of SMTP to transmit mail messages on the public Internet generally follow a more specific model,
with the content consisting of two parts: the header section and the body. If the content conforms to the
message format specification (RFC5322bis [16]), the header section consists of a collection of header
fields, each consisting of a header name, a colon, and data. The body, if structured, is defined according
to other contemporary standards, such as MIME (RFC 2045 [30]). SMTP extensions (such as "8BITMIME",
RFC 6152 [52] or the replacement for the DATA command specified in RFC 3030 [38]) may relax these
restrictions completely or for the content body and content header fields specifically.
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RFC 5321 (1 of 2)

STARTTLS discussion in, or pointer from, rfc5321bis security considerations
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/109 (STARTTLS discussion in, or pointer from,
rfc5321bis security considerations)

https://github.com/ietf-wg-emailcore/emailcore/issues/113 (More explanation of the advantages of transport
and encryption between SMTP systems)

7.1. Mail Security and Spoofing

// Donald Eastlake pointed out, and others noticed and pointed out during the discussion outlined in the comment
above,

// that this section is really entirely about authentication and not other security issues. His suggestion is to change

// the first sentence to "The authenticity of SMTP mail is not secure...". A more drastic fix would be to make

// the authenticity focus more explicit and/or to add a separate subsection discussing encryption issues.

The authenticity of SMTP mail 1s inherently insecure in that it is feasible for even fairly casual users to
negotiate directly with receiving and relaying SMTP servers and create messages that will trick a naive
recipient into believing that they came from somewhere else. Constructing such a message so that the
"spoofed" behavior cannot be detected by an expert 1s somewhat more difficult, but not sufficiently so as to
be a deterrent to someone who is determined and knowledgeable. Consequently, as knowledge of Internet
mail increases, so does the knowledge that SMTP mail inherently cannot be authenticated, or integrity
checks provided, at the transport level. Real mail security lies only in end-to-end methods involving the
message bodies, such as those that use digital signatures (see RFC 1847 [26] and, e.g., Pretty Good Privacy
(PGP) in RFC 9580 [50] or Secure/Multipurpose Internet Mail Extensions (S/MIME) in RFC 8551 [46]).
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RFC 5321 (2 of 2

STARTTLS discussion in, or pointer from, rfc5321bis security considerations
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/109 (STARTTLS discussion in, or pointer from, rfc5321bis security
considerations)

https://github.com/ietf-wg-emailcore/emailcore/issues/113 (More explanation of the advantages of transport and encryption between
SMTP systems)

7.1. Mail Security and Spoofing

The authenticity of SMTP mail is inherently insecure in that it is feasible for even fairly casual users to negotiate directly with
receiving and relaying SMTP servers and create messages that will trick a naive recipient into believing that they came from
somewhere else. Constructing such a message so that the "spoofed" behavior cannot be detected by an expert is somewhat more
difficult, but not sufficiently so as to be a deterrent to someone who is determined and knowledgeable. Consequently, as knowledge of
Internet mail increases, so does the knowledge that SMTP mail inherently cannot be authenticated, or integrity checks provided, at
the transport level. Real mail security lies only in end-to-end methods involving the message bodies, such as those that use digital
signatures (see RFC 1847 [26] and, e.g., Pretty Good Privacy (PGP) in RFC 9580 [50] or Secure/Multipurpose Internet Mail
Extensions (S/MIME) in RFC 8551 [46]).

Rob Sayre's proposal to replace the highlighed text with:

SMTP can benefit from transport layer security, as described in "Cleartext Considered Obsolete: Use of Transport Layer Security
(TLS) or Email Submission and Access" [RFC 8314]. However, this technology by definition only covers a single hop. End-to-end
methods involving the message bodies cover every hop. Examples of such methods that use digital signatures include RFC 1847 [26],
Pretty Good Privacy (PGP) in RFC 4880 [49] or Secure/Multipurpose Internet Mail Extensions (S/MIME) in RFC 8551 [45].

RFC 8314 says: SMTP STARTTLS extension is targeted to improve mail confidentiality and to mitigate threats external to the

email system such as network-level snooping or interception; this is not intended to mitigate active attackers who have
compromised service provider systems.

If any text can be produced, we can discuss whether or not it belongs to A/S or rfc5321bis.
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RFC 5321

Additional security considerations: STARTTLS, DKIM, etc
Difficulty: moderate

https://github.com/ietf-wg-emailcore/emailcore/issues/109 (STARTTLS discussion in, or pointer from,
rfc5321bis security considerations)

https://github.com/ietf-wg-emailcore/emailcore/issues/110 (References to DKIM, etc)
https://github.com/ietf-wg-emailcore/emailcore/issues/112 (Expand the comment in the 5321bis
introduction about the A/S to contain more detail?)

Note: this interacts with issues on the previous 2 slides.
Murray's proposal (with some amendments by John K):

SMTP is, by definition, not a secure protocol. There is similarly no assurance that, for example,
the identity presented in the From header field is real or is used with appropriate authorization.

Extensions to SMTP, and protocols incremental to the basic message format, intended to
provide mechanisms of security and encryption meant to address these concerns. Over the
modern Internet, some of these have become best practices or, for some operators,
mandatory. For instance, [STARTTLS] presents a mechanism by which the SMTP session
can be encrypted, and [DKIM] and [SPF] describe mechanisms that attempt to prove
authentication and authorization of the message or its transport. Familiarity with these
by now very common extensions is strongly recommended.

John Klensin proposed to drop the highlighted text.
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Next steps for
EMAILCORE WG

 Finalise changes on remaining rfc5321bis tickets
- John to rfc5321bis-37

- Another interim in January/February 2025?
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